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Chapter 1

Introduction

Portfolio optimization is about capital allocation. It aims to balance the returns against
the risks taken to achieve it. While financial markets are stochastic, we have at least two
ways to exploit it. 1. By choosing when to invest (temporal dimension), 2. By choosing
how much to invest in which assets (asset dimension).

Classical mean-variance analysis (modern portfolio theory or MPT) introduced by
Markowitz (1952) formalizes the risk-return trade-off. It has had many other variants,
for example chapter 7 and 10 of (Palomar 2025). These lead to a convex optimization
problem that makes them tractable. On convex optimization (Boyd and Vandenberghe
2004) is a great resource.

Since MPT is usually formulated as a single-period problem, one of the limitations of
it is that it lacks a way to plan ahead dynamically. This means that it does not explicitly
account for the temporal dimension. While this can lead to suboptimal allocations, it can
also leave disadvantageous positions, that might even be difficult (or even expensive) to
unwind later. In other words, the market is not static, and as such the optimal portfo-
lio should not remain the same across time. Multi-period optimization is introduced to
address that (for which convex optimization is still going to be crucial).

The multi-period formulation leads to a control problem, shifting our perspective to
view a portfolio (referring to the asset allocations) as variables to control and returns
as (stochastic) disturbances. The chosen method of control is model predictive control
(MPC). The strength of MPC is that it can incorporate new information, and handle
constraints while still being tractable.

The scenario approach is introduced to deal with the stochastic nature of returns, by
“approximating” it with a finite sample (making the optimization problem itself deter-
ministic). This leads to the challenge of actually generating these scenarios, the tools for
which are provided by time series analysis.

Remark 1.1 A github repository has been made for the code used for experiments and sce-
nario generation. It’s can be viewed on: https: // github. com/ V4laky/ PortfolioMPC
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Chapter 2

Time Series Analysis

2.1 Introduction

Since the data we will be working with are time series, it will help greatly to look at these
processes more generally. Based on chapter 2 of (Tsay 2010).

Definition 2.1 (Time series) Let (rt)t∈T be a collection of real valued random variables,
where the index t denotes time, and T ⊆ R. Then (rt)t∈T is called a time series.

If |T | is countable we call the time series discrete-time
If |T | is uncountable we call it continuous-time

All the timeseries we are going to be dealing with will be discrete-time, and if not
stated otherwise T = Z+

0 , that is t = 0, 1, . . . .

Definition 2.2 (Weak Stationarity) A sequence of (real-valued) random variables (rt),
t = 0, 1, . . . with E(r2t ) <∞ is weakly stationary if for all t = 0, 1, . . . ,

1. E(rt) = E(r0) := µ

2. Cov(rt+l, rt) = Cov(rl, r0) := γl

Where Cov(rl, r0) = γl is called the lag-l autocovariance.

Assuming weak stationarity allows us to make predictions about future data points,
through the statistical properties that are constant overtime. Looking at the autocovari-
ance more we get

γ0 = Cov(rt, rt−l) = E((rt − µ)2) = D2(rt) = σ2

Its also easy to see that γl = γ−l

5



Example 2.3 (White Noise) We say that (rt), t = 0, 1, . . . is a White noise sequence
if it is uncorrelated and also has E(rt) = 0, D2(rt) = 1.

Its stationary since γl = 0 for l > 0, by definition because they are uncorrelated. Let (at)
t = 0, 1, . . . be white noise then for some constant (in time) 0 < σa < ∞, atσa is also
uncorrelated and has expected value 0, we are going to denote it by WN(0, σ2

a).

Definition 2.4 (Autocorrelation Function (ACF)) Let (rt), t = 0, 1, . . . be a weakly
stationary series. The correlation between rt and rt−l is called lag-l autocorrelation (no-
tation: ρl).

ρl =
Cov(rt, rt−l)√
D2(rt)D2(rt−l)

=
γl

D2(rt)
=
γl
γ0

Given a time series r1, . . . , rT , these parameters can be estimated with the sample
mean and the so called lag-l sample autocorrelation.

µ̂ =
1

T

T∑
t=1

rt

ρ̂l =

∑T
t=l+1(rt − µ̂)(rt−l − µ̂)∑T

t=1(rt − µ̂)2
, 0 ≤ l ≤ T − 1

Note that these estimators are not consistent in general. Ergodicity is sufficient for the
mean estimator, while the lag-l autocorrelation also needs E(r4t ) < ∞. We are not going
to define ergodicity rigorously, but in the context of time series, the intuition is that the
timeseries must forget it’s past values “sufficiently fast”. As an example consider (Xt), t =

0, 1, . . . , where Xt = X0, t > 0, and X0 is ±1 with probability 1/2 respectively. Obviously
E(Xt) = 0, but given a sample X0, . . . XT , we can’t obtain E(Xt), since the sample mean
is going to be ±1.

2.2 Linear time series

A time series rt is said to be linear if it can be written as

rt = µ+
∞∑
i=0

ψiat−i (2.1)

With ψ0 = 1, ψi ∈ R being a constant for i > 0, and at being a white noise sequence
(i.e. at ∼ WN(0, σ2

a)). The mean of the series is µ, and at are sometimes called shocks
or innovations. The use of linear time series is motivated by the Wold decomposition,
see (Shiryaev 2019), which states that a weakly stationary process can be decomposed
into a perfectly predictable part, and a purely non-deterministic component of the form
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Equation 2.1 (technically with µ = 0). Clearly E(rt) = µ, due to the linearity of the
expected value. Using the fact that at is white noise, the variance can be calculated as

D2(rt) = D2(
∞∑
i=0

ψiat−i) =
∞∑
i=0

ψ2
iD2(at−i) = σ2

a

∞∑
i=0

ψ2
i = σ2

a(1 +
∞∑
i=1

ψ2
i )

A necessary condition of weak stationarity is D2(rt) <∞, which is equivalent to
∑∞

i=0 ψ
2
i <

∞, which implies ψi → 0 as i → ∞. This means that the impact of the shock at−i must
start to disappear at some point as i grows. The lag-l autocovariance can be calculated
as follows

γl = E
[( ∞∑

i=0

ψiat−i

)( ∞∑
j=0

ψjat−l−j

)]
(2.2)

= E
( ∞∑

i,j=0

ψiψjat−iat−l−j

)
(2.3)

=
∞∑

i,j=0

ψiψjE
(
at−iat−l−j

)
(2.4)

=
∞∑
j=0

ψj+lψjσ
2
a (2.5)

= σ2
a

∞∑
j=0

ψj+lψj (2.6)

Since E
(
at−iat−l−j

)
= Cov(at−i, at−l−j), which is 0 if t− i ̸= t− l− j, and σ2

a otherwise
(because at ∼ WN(0, σ2

a)). Also t− i = t− l − j ⇐⇒ i = j + l.
Which means we can write the ACF as

ρl =
γl
γ0

=

∑∞
j=0 ψj+lψj

1 +
∑∞

i=1 ψ
2
i

, l ≥ 0

For a weakly stationary time series we have ψi → 0 as i → ∞, implying that ρl → 0

as l → ∞. Which is consistent with the intuition that the influence of a past return rt−l

must reduce as l grows larger (rt−l becomes older)

2.2.1 AR model

When the ACF shows a significant lag-1 autocorrelation, it indicated that rt−1 might have
some predictive power. A simple way to make use of that is

rt = ϕ0 + ϕ1rt−1 + at
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Where at ∼ WN(0, σ2
a) and ϕ0, ϕ1 ∈ R are constants in t.

This is called the AR(1) model, which is basically a linear regression with rt−1 and
the constant 1 function being used as explanatory variables. Of course there are instances
when we need to include information beyond rt−1. One way to generalize is the AR(p)
model:

rt = ϕ0 + ϕ1rt−1 + · · ·+ ϕprt−p + at

2.2.2 Properties of AR(1)

The conditional mean, and variance are E(rt|rt−1) = ϕ0 + ϕ1rt−1, D2(rt|rt−1) = σ2
a.

Assuming that the rt is weakly stationary, we have E(rt) = E(rt−1) = µ. So the
unconditional mean is

E(rt) = ϕ0 + ϕ1E(rt−1) ⇐⇒ µ− ϕ1µ = ϕ0 ⇐⇒ µ =
ϕ0

1− ϕ1

So for the mean to exist ϕ1 ̸= 1, must hold.
We can obtain an equation of the form 2.1, using ϕ0 = µ(1− ϕ1)

rt = µ(1− ϕ1) + ϕ1rt−1 + at (2.7)

rt = µ− ϕ1µ+ ϕ1rt−1 + at (2.8)

rt − µ = ϕ1(rt−1 − µ) + at (2.9)

Then by repeated substitution

rt − µ = ϕ1(rt−1 − µ) + at (2.10)

rt − µ = ϕ1(ϕ1(rt−2 − µ) + at−1) + at = ϕ2
1(rt−2 − µ) + ϕ1at−1 + at (2.11)

. . . (2.12)

rt − µ =
∞∑
i=0

ϕ1at−i (2.13)

Note that the series
∑∞

i=0 ϕ
2
1 is convergent ⇐⇒ ϕ2

1 < 1 so stationarity requires −1 <

ϕ1 < 1. We can similarly get this from the variance

D2(rt) = D2(ϕ0 + ϕ1rt−1 + at) = ϕ2
1D2(rt−1) + σ2

a

Using the fact that at is independent of rt−1. And by stationarity D2(rt−1) = D2(rt), so
the unconditional variance is

D2(rt) =
σ2
a

1− ϕ2
1

Which requires −1 < ϕ1 < 1, for the variance to be non-negative, and to prevent division
by 0.
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The autocovariance can be calculated using Equation 2.9, and the independence of at
from rt−1 the following way

Cov(rt, rt−l) = E[(rt − µ)(rt−l − µ)] (2.14)

= E[(ϕ1(rt−1 − µ) + at)(rt−l − µ)] (2.15)

= E[(ϕ1(rt−1 − µ) + at)(rt−l − µ)] (2.16)

= ϕ1E[(rt−1 − µ)(rt−l − µ)] + E[at(rt−l − µ)] (2.17)

= ϕ1ρl−1 + E[at]E(rt−l − µ)] (2.18)

= ϕ1ρl−1 (2.19)

(2.20)

for l > 0, since E[at] = 0. And because γ0 = D2(rt) is already known, we have

γl =

{
σ2
a

1−ϕ2
1
, for l = 0

ϕ1γl−1, for l > 0

From which the ACF is

ρl = ϕ1ρl−1, for l > 0

And using ρ0 = 1, we get ρl = ϕl
1, which means that the ACF of a (weakly stationary)

AR(1) series shows an exponential decay.

2.3 The GARCH(p,q) model

In financial time series, there is an important common occurrence, which is that volatility
(the standard deviation of returns) tends to cluster. In other words returns of high absolute
value, tend to be followed by another, but the sign itself is usually not predictable. This
can be seen on Figure 2.1 (Note that the first subplot implies that the squared residuals
are the squared returns). Using the terminology from before, we can phrase this in a more
mathematical way:

Given a time series of returns (rt), t = 1, . . . , T . We tend to see little to no
autocorrelation in (rt), but (a2t ) exhibits strong autocorrelation.

Assume that an AR(1) mean model is sufficient to remove autocorrelation from (rt)

rt = ϕ0 + ϕ1rt−1 + at

Since E(at) = 0, the conditional variance (conditioned on Ft−1 which is the information
up to time t− 1) is

D2(rt|Ft−1) = D2(at|Ft−1) = E(a2t |Ft−1)

9



0 5 10 15 20
1.00

0.75

0.50

0.25

0.00

0.25

0.50

0.75

1.00
Sample ACF of returns

0 5 10 15 20
1.00

0.75

0.50

0.25

0.00

0.25

0.50

0.75

1.00
Sample ACF of squared returns

Figure 2.1: Sample ACF of log-returns of the S&P500 index between 2014-2018

If a2t exhibits strong autocorrelation, then the conditional volatiles must be different across
t = 1, . . . , T . We call this conditional heteroskedasticity. So we should model at as

at ∼ ztσt

where σt is the volatility of rt, and zt are standardized residuals (with 0 mean and unit
variance). zt is independent from σt. To model the volatility we could use the autocorre-
lation of the square residuals in a model called ARCH(1)

σ2
t = ω + αa2t−1

If we apply our previous AR(1) model to the volatility process (that is volatility depends
on the previous one), we get the GARCH(1,1) model

σ2
t = ω + αa2t−1 + βσ2

t−1

To ensure positivity we require ω, β, α ≥ 0.
Since at is white noise, σ2

a = E(a2t ) = E(z2t σ2
t ) = E(σ2

t ) < ∞ and is constant in t, We
call it the unconditional variance. In GARCH(1,1) it can be calculate as

E(σ2
t ) = ω + αE(a2t−1) + βE(σ2

t−1) (2.21)

σ2
a = ω + ασ2

a + βσ2
a (2.22)

σ2
a =

ω

1− (α + β)
(2.23)

This means that positivity requires that (α + β) < 1, which means that 0 ≤ α, β < 1

must hold.
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2.4 Parameter estimation

2.4.1 Estimating an AR model

An AR model can be fitted using least squares (LS). It is also a consistent estimator for
the parameters, assuming at ∼ WN(0, σ2

a). Note that GARCH errors do not violate this.

2.4.2 Estimating a GARCH(1,1) model

A GARCH(1,1) model can be fitted using quasi-maximum likelihood. We want to estimate
the following model:

rt = µ+ at (2.24)

at = σtzt (2.25)

σ2
t = ω + αa2t−1 + βσ2

t−1 (2.26)

Where (ω, α, β) are the parameters to be estimated. Assume zt ∼ N(0, 1) (even if it is
not). Using the fact that at ∼ N(0, σ2

t ) we get the following (quasi-)likelihood function
(where Ft−1 denotes information available at time t− 1):

l(ω, α, β) =
T∏
i=1

P(at|Ft−1) (2.27)

=
T∏
i=1

1√
2πσ2

t

exp
(
− a2t

2σ2
t

)
(2.28)

Taking the (natural) logarithm we get:

L(ω, α, β) =
T∑
i=1

−1

2
log(2πσ2

t )−
a2t
2σ2

t

(2.29)

= −1

2

T∑
i=1

log(2π) + log(σ2
t ) +

a2t
σ2
t

(2.30)

We would like to find ω, α, β that maximizes L(ω, α, β).
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Chapter 3

Portfolio Optimization

This chapter’s content is mostly based on (Palomar 2025), with the exception of the section
on Multi-period optimization, which is inspired by the Multi-period optimization chapter
of (Boyd, Busseti, et al. 2016). Note that the framework we are using for multi-period
optimization is also based on the one presented there.

3.1 Mathematical formulation

3.1.1 Returns

Let p0, . . . , pT ∈ RN be asset prices. Then the linear returns are

rlint =
pt − pt−1

pt−1

=
pt
pt−1

− 1

Where the division is element-wise. And the log-returns are

rlogt = log(rlint + 1) = log(pt)− log(pt−1)

Where log denotes the natural logarithm. For modeling and scenario generation we will
usually use log-returns, but linear returns for portfolio simulation and evaluation.

3.1.2 Defining portfolios

Let xt ∈ RN+1 be the dollar value positions in our N assets and in cash which is (xt)1
and its returns is called the risk-free rate (rf ). We are going to assume a constant rf . If
our current portfolio is xt, then after one time step

xt+1 = xt ⊙ (1 + rlint+1)

Where ⊙ is element-wise multiplication (Hadamard product). Our total wealth at time t
is the sum of our dollar value holding. Using the notation 1 = (1, . . . , 1)T :

Wt = 1Txt

12



Where the wealth evolution is

Wt = 1Txt = 1T (xt−1 ⊙ (1 + rlint )) = Wt−1 + xTt−1r
lin
t (3.1)

And the return of the portfolio is

Rt =
Wt −Wt−1

Wt−1

=
xTt−1r

lin
t

Wt−1

= wT
t−1r

lin
t

Where wt = xt/Wt are the normalized weights. The previous expression for Rt implies the
asset additivity of linear returns, which is the reason for using linear returns for portfolio
evaluation and simulation. The evolution of normalized weights is the following

wt+1 =
xt+1

Wt+1

=
xt ⊙ (1 + rlint+1)

Wt + xTt rt+1

=
xt ⊙ (1 + rlint+1)

Wt(1 + wT
t rt+1)

=
wt ⊙ (1 + rlint+1)

1 + wT
t rt+1

(3.2)

3.1.3 Constraints

Constraints can be imposed on a portfolio to accommodate an investor’s strategy or can
even be imposed by regulators. Now we are going to look at some common portfolio
constraints.

No shorting constraint

For weights: wt ≥ 0, and for dollar value: xt ≥ 0. Both are linear.

Holding constraint

For l, u ∈ [0, 1]N+1, and assuming W > 0.

l ≤ wt ≤ u ⇐⇒ lWt ≤ xt ≤ uWt

Both of which are linear. Note that making a constraint on maximum cash holdings
basically forces a certain amount of investment into risky assets.

Self financing constraint

Assuming that our trades are {ut} (both in normalized weights and dollar value). Self
financing means that there’s no outside cash injection into the portfolio. This can be
written as

ut + cost(ut) = 0

Convexity depends on the cost(·) function. ||ut||1 or λ1u+t + λ2u
−
t are linear examples. Its

important to mention that if cost(ut) is a nonlinear convex function one cannot use an
equality constraint. In this case usually relaxing to an inequality is reasonable (depending
on other constraints).
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3.2 Performance measures

It’s important to note that using a single metric to measure performance can mislead
analysis. One can and should use a variety of ways to measure a portfolio’s performance.

3.2.1 Expected return

Denote the portfolio return at time t as Rt. The expected return is

E(Rt) = wTµ ≈ 1

T

T∑
t=1

Rt

Its also common for the annualized return to be reported. If there are γ periods in a year
then one can write it as γE(Rt).

3.2.2 Volatility

One might want to know how much deviation from the expected return to expect. Volatil-
ity measures both up- and downside deviation.

σP = D(Rt) =
√
E[(Rt − E[Rt])2] ≈

√√√√ 1

T − 1

T∑
t=1

(
(Rt − R̄t)2

)
The annualized version is scaled by √

γ. A logical question would be how much return do
we get for the volatility that we are exposed to. This leads to the next metric.

3.2.3 Sharpe ratio

The Sharpe ratio of a portfolio can be computed as

SR =
E(Rt)− rf

σP

where rf is the risk-free rate. The reason behind using E(Rt)− rf is that we would like to
measure how much return we get directly from the risk we are taking. Since rf is risk-free,
risk can only come from E(Rt)− rf .

3.2.4 Semi-variance and lower partial moment

A shortcoming of variance (or volatility) as a risk measure is that it treats upside deviation
the same way the downside. Downside risk in general measures the risk of performance
under a baseline level. The semi-variance is

SemiVar(Rt) = E
[(

(E[Rt]−Rt)
+
)2]
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This avoids penalizing returns above E[Rt], with (.)+ = max(0, .). Similarly to volatility
one can define semi-deviation as the square root of semi-variance.

Semi-variance can be generalized with the lower partial moment (LPM)

LPMα(τ) = E
[(

(τ −Rt)
+
)α]

Where we recover the semi-variance for α = 2 and τ = E(Rt)

3.2.5 Sortino ratio

Similarly to the Sharpe ratio, we can compute a risk adjusted return using semi-variance
as the measure of risk

Sortino =
E(Rt)− rf√
SemiVar(Rt)

3.2.6 Value-at-Risk (VaR)

Another way to measure downside risk is to focus on the worst scenarios. One way to do
so, is to look at the tail of the distribution of loss, specifically its upper quantiles. Define
loss as lt = −Rt, then the Value at Risk with confidence level α is

VaRα = inf{l∗|P(l ≤ l∗) ≥ α}

In other words this means that the probability of the portfolio loss exceeding VaR is 1−α.
Usual values of α are 0.9, 0.95 and 0.99

The problem with VaR is that it does not tell us anything about the distribution of
losses above it. For example most of the losses could be very close to the VaR, but at the
same time they could also very well be much higher.

Another issue is that it is not subadditive. But for risk measures we usually expect a
portfolio to be less risky than the individual parts, because of diversification. Let’s look
at an example of VaR not being subadditive.

Example 3.1 Assume we have assets for which there’s a 4% chance of losing 100 units of
cash (independently), nothing happens otherwise. The VaR0.95 of each is 0. If we combine
two of them into a portfolio the probability of none of them triggering is 0.962 = 0, 9216,
so the VaR0.95 of the portfolio is ≥ 100.

3.2.7 Conditional Value-at-Risk (CVaR)

We can improve VaR by using the shape of the tail. We define CVaR as the expected loss,
given that it is ≥VaR.

CVaRα = E(l|l ≥ VaRα)
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Note that CVaR is subadditve.

3.2.8 Drawdown

Drawdown measures how much below we get to the historical peak
Let HT = max

0≤t≤T
Wt be the historical peak at time T . The drawdown is

Dt = Ht −Wt

We can also compute statistics of Dt.

Maximum drawdown:
Max-DD = max

0≤t≤T
Dt

Average drawdown:

Avg-DD =
1

T

∑
1≤t≤T

Dt

3.3 Modern portfolio theory

The main idea of modern portfolio theory is that the choice of a portfolio should be
based on expected return and risk. It was first introduced by Harry Markowitz in 1952 in
Markowitz (1952). This section is based on the 7th chapter of (Palomar 2025).

3.3.1 The mean-variance portfolio

One of the simplest risk measures to choose is the variance of the portfolio returns. Let
w ∈ RN be the portfolio weights, and ri,t be the asset returns. The mean return of the
portfolio is

E(wT ri,t) = wTµ

and if the correlation matrix of the asset returns are Σ, then their variance is

D2(wT ri,t) = wTΣw

One way to write an optimization problem that takes both into account is

max
w

wTµ− λwTΣw

subject to 1Tw = 1

w ≥ 0
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Where −λwTΣw penalizes variance, and the parameter λ > 0 can be chosen depending
on how risk-averse we want the portfolio to be. This is a QP (Assuming Σ is positive
definite) which can be solved efficiently with a QP solver.

We know that Σ is positive definite when all assets are risky (because a non-risky asset
would make the covariance matrix singular)

The above formulation can be generalized. Define Φ(w) as an arbitrary (convex) risk
measure. If we replace variance with it, we get the following

max
w

wTµ− λΦ(w)

subject to 1Tw = 1

w ≥ 0

(3.3)

Naturally the problem can also be posed with either risk being constrained from above
seen in Equation 3.4, or with setting a minimum target return, as in Equation 3.5.

max
w

wTµ

subject to Φ(w) ≤ C

1Tw = 1

w ≥ 0

(3.4)

max
w

− Φ(w)

subject to wTµ ≥ Rmin

1Tw = 1

w ≥ 0

(3.5)

In the next section we are going to transfer these ideas to the multi-period setting.

3.4 Multi-period optimization

In multi-period portfolio optimization, we encode multiple time steps into the optimization
problem. For this we will need a way to track the evolution of the portfolio. Recall that
weights had a nonlinear, fractional dynamic as was seen in Equation 3.2. While dollar
value positions in Equation 3.1 were linear. For that reason we are going to use dollar
value positions for multi-period formulations. Note that as in the previous equations, all
returns refer to linear ones.
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3.4.1 Formulating the problem

Assume we are at time 0 (with the portfolio x0) and want to optimize for the next T time
steps. Then the portfolio is going to evolve the following way

xt+1 = xt ⊙ (1 + rlint+1), t = 0, . . . , T − 1 (3.6)

Since we would like to be able to trade in each time step, for that we can introduce
ut, t = 1, . . . , T − 1 as the trades we make. Including ut in Equation 3.6 we get:

xt+1 = (xt + ut)⊙ (1 + rlint+1), t = 0, . . . , T − 1 (3.7)

Which means that first we trade and returns only come after that. The reason for this
choice, is because if we start from x0 being only cash, we have an opportunity to purchase
the portfolio for the first returns.

Of course, the self-financing and no-shorting constraints can be used the same way,
but also need to be present for t = 1, . . . , T .

A convenient basis for an objective in place of expected return, is expected terminal
wealth E(WT ). In a similar vain one can use the variance of it to measure risk. The
optimization problem becomes:

max E(WT )− λD2(WT )

subject to xt+1 = (xt + ut)⊙ (1 + rlint+1), t = 0, . . . , T − 1

xt ≥ 0, t = 0, . . . , T

ut + cost(ut) = 0, t = 0, . . . , T − 1

initial value x0

(3.8)

Of course, this can be written in constrained forms like Equation 3.4 and Equation 3.5.,
and/or with other risk measures Φ(WT ). This is a stochastic control problem, and the next
chapters will revolve around solving it.
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Chapter 4

Model Predictive Control (MPC)

This chapter is based on (Florian Herzog and Geering 2007). We will first explore the
foundations of control, then introduce Model Predictive Control (MPC).

4.1 Introduction

In control problems (for example Equation 3.8), we have state variables (xt ∈ RN , t =
0, . . . , T ), which represents the state of our system at a point in time (t). We want to
control this system to behave in a desired way, and we achieve this with the control
variables ut ∈ RN , t = 0, . . . , T − 1. And we also define the evolution of the controlled
system’s state:

xt+1 = f(xt, ut), t = 0, . . . T − 1

starting from an initial condition (x0).
So far this is deterministic, but in our case stochasticity enters through the function

f : RN × RN → RN .(with an additional input (rt ∈ RN which is a random variable))

xt+1 = f(xt, ut, rt+1), t = 0, . . . T − 1 (4.1)

And, as an example, in Equation 3.8, f looks like the following

f(xt, ut, rt+1) = (xt + ut)⊙ (1 + rlint+1)

The purpose of the objective function is to: 1.) avoid over controlling the system
(especially if controlling is expensive). For example trading too much has transaction
costs. And 2.) to steer the state into a direction that we desire. For example, to one that
has higher terminal wealth (WT ) or takes less risk.

Definition 4.1 (Control Policy) Given a set of admissible states X ⊆ RN , and set
of admissible control variables U ⊆ RN . We call the series of functions πt : X → U ,
t = 0, . . . , T − 1 a policy, where

ut = πt(xt)
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Note that this only allows for deterministic strategies. To be able to rank control algo-
rithms we introduce value function. xt is always subject to the state evolution constraints,
unless said otherwise.

Definition 4.2 (Value function) Given a state x at time t, and the control policy π.
Jπ
t : RN → R is a function, that represent the desirability of x at time t, in the sense that

it is expected value of the sum of future rewards, under the policy π.

Jπ
t (x) = E

( T−1∑
τ=t

Lτ (xτ , πτ (xτ )) +MT (xT )
∣∣∣xt = x

)
Where Lt(xt, ut) is the reward of period t+ 1 (for xt under control action ut), and MT is
the terminal reward at the end. L and M are concave functionals.

Intuitively Lt are similar to returns or ∆Wt, and MT can be thought of as rewarding a
higher WT .

Usually the condition for optimality is the dynamic programming principle (DP). Its
value function satisfies the Bellman recursion:

Jt(xt) = max
ut∈U

(
E
[
Lt(xt, ut) + Jt+1(xt+1)

∣∣∣Ft

])
JT (xT ) =MT (xT )

(4.2)

Where Ft denotes the information available at time t. This essentially states that the
“value” of xt is the reward from the first action + the “value” of the resulting state xt+1.

The DP policy is basically choosing the maximizer of the above recursion:

πt(xt) = argmaxut∈U

(
E
[
Lt(xt, ut) + Jt+1(xt+1)

∣∣∣Ft

])
4.2 MPC algorithm

First we are going to state the MPC algorithm.

1. We retrieve information at time t. (so now we have Ft)

2. Solve the open-loop problem, and get the control variables u∗t , . . . , u∗t+κ (receding
horizon) or u∗t , . . . , u∗T−1 (telescoping horizon) and T marks the finishing date here.

3. Apply u∗0|t.

4. If we are not at the desired number of steps, to be executed go back to 1.
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In an open-loop setting we would execute all controls at the appropriate time, re-
gardless of information that we get after the optimization. The open-loop policy can be
written as

πt(x) := ut ∀x ∈ X (4.3)

Where ut are the control actions obtained from solution of the open-loop problem at time
0. Similarly MPC can be written as

πt(xt) := u∗0|t(xt) (4.4)

Where u∗0|t(xt) means that we start MPC with the initial state xt. This highlights an
important difference between MPC and open-loop policies. Which is that the MPC policy
is dependent on the current state xt, while the open-loop policy ignores it.

It is intuitive that MPC should not produce worse results than pure open loop methods.
One can also show that MPC is suboptimal in the sense that it can produce non-optimal
policies. The following theorem (Theorem 3.1 in (Florian Herzog and Geering 2007))
formalizes this (assuming MPC uses a telescoping horizon, and T marks the finishing
date).

Theorem 4.3 In the case of stochastic systems, Model Predictive Control is a suboptimal
control policy. However, MPC yields better results than pure open-loop control policies. In
general, the following inequalities hold

Jt(xt) ≥ J∗
t (xt) ≥ Jt(xt)

where Jt(xt) is the value function of the DP control policy , J∗
t (xt) is the value function

of the MPC control policy, and Jt(xt) is the value function of a pure open loop control
policy.

Proof. The value function of the DP policy satisfies Equation 4.2. Which can be written
as

Jt(xt) = max
ut∈U

(
E
[
Lt(xt, ut) + max

ut+1∈U

(
E
[
Lt+1(xt+1, ut+1) + Jt+2(xt+2)

∣∣∣Ft+1

]∣∣∣Ft

]))
By applying the recursion once, and by using Jensen’s inequality (E[max f()] ≤

maxE[f()])), and using the tower rule E[E[X|Ft+1]|Ft] = E[X|Ft]:

Jt(xt) = max
ut∈U

(
E
[
Lt(xt, ut) + max

ut+1∈U

(
E
[
Lt+1(xt+1, ut+1) + Jt+2(xt+2)

∣∣∣Ft+1

]∣∣∣Ft

]))
(4.5)

≥ max
ut∈U

(
E
[
Lt(xt, ut)

∣∣∣Ft

]
+ max

ut+1∈U
E
[
Lt+1(xt+1, ut+1) + Jt+2(xt+2)

∣∣∣Ft

])
(4.6)

= max
ut,ut+1∈U

(
E
[
Lt(xt, ut) + Lt+1(xt+1, ut+1) + Jt+2(xt+2)

∣∣∣Ft

])
(4.7)

21



Applying this repeatedly, we get

max
ut,...,uT−1∈U

(
E
[ T−1∑

τ=t

Lτ (xτ , uτ ) +MT (xT )
∣∣∣Ft

])
(4.8)

Which is basically the policy that chooses a fixed u = (ut, . . . , uT−1) at time t. That is
the open-loop strategy starting from t. So we have

Jt(xt) ≥ Jt(xt)

For MPC define

J ′
t+1(xt+1) = max

ut+1,...,uT−1∈U

(
E
[ T−1∑
τ=t+1

Lτ (xτ , uτ ) +MT (xT )
∣∣∣Ft+1

])
Since for open-loop we just have the same expression without maximizing (because we
use the precomputed u), we have

J ′
t+1(xt+1) ≥ J t+1(xt+1)

By solving the open-loop problem at each τ > t, MPC improves on the value of J ′
τ (xτ ),

because it is the value function of an open-loop policy, just like before. So J∗
τ (xτ ) ≥ J ′

τ (xτ ),
which implies

J∗
t (xt) ≥ J t(xt)

Using the first half of the proof on J ′
τ (xτ ) we get

Jt(xt) ≥ J∗
t (xt)

Since the improvement is limited by DP for all τ > t. □
The rationale behind using MPC is that DP is often intractable (exponentially hard)

even when an analytical solution exists. While MPC is guaranteed to be quickly solvable,
since we solve a convex program at each step.
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Chapter 5

The Scenario Approach

This chapter is based on (Campi and Garatti 2018)

5.1 Introduction

To handle the stochastic nature of the problem in Equation 3.8, and in other reformu-
lations, we are going to use the scenario approach. We will also see that the technique
is very useful for chance-constrained optimization, and reflecting on this we will revise
Equation 3.8.

5.1.1 Optimizing with uncertainty

We will denote the uncertainty element with δ, which comes from (∆,P). Where P is a
probability measure defined on ∆, which is the range set of δ. The control variables are
u ∈ Rd−1, this is the part that we get to choose. The loss function that we would like
to minimize can be written as l(u, δ). We will assume throughout that this function is
convex. The question is how the uncertainty should be accounted for?

5.1.2 The scenario approach

Sample δ1, . . . , δN as realizations of the uncertainty variable. The sampling is done inde-
pendently, from ∆ according to the probability measure P. Then the simplest formulation
(using a worst-case approach)

min
u∈Rd−1

[
max

i=1,...,N
l(u, δi)

]
We will call the scenario program with N scenarios SPN . Note that the above program
is convex since the maximum of convex functions is convex.

To investigate the generalization of the result of SPN programs, we will first make the
following change: To make the theorem applicable to the value of the objective we will
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use θ = (u, l), (so θ ∈ Rd) where l is an auxiliary variable with the constraint l ≥ l(u, δ).
Let Θδ be the constraints parametrized by δ. Now we get the more general program:

SPN : min
θ∈Θ

cT θ

subject to θ ∈
⋂

i=1...,N

Θδi

(5.1)

Where Θ is the admissible region for θ. We will denote the optimal solution with θ∗. The
problem is convex since the intersection of convex sets is convex.

Definition 5.1 (Violation Set and Violation Probability) The violation set of a given
θ ∈ Θ is the set {δ ∈ ∆ : θ /∈ Θδ}. The violation probability of θ (or just violation) is the
probability of it’s violation set, that is V (θ) := P({δ ∈ ∆ : θ /∈ Θδ})

This means that if we generate a new scenario, then the probability that θ will not
abide by the constraint parametrized by δ is V (θ).

5.2 Main theorem

One of the most important results is Theorem (1.3) in (Campi and Garatti 2018). This
section is going to be devoted to that. Consider the scenario problem in 5.1. We will use
d to denote the dimension of θ, so θ ∈ Rd.

Assumptions:

1. For every d ≤ m ≤ N and for every sample (δ1, . . . , , δm), the solution of SPm

program 5.1 exists and is unique.

2. Θ and Θδ, δ ∈ ∆, are convex and closed sets.

Before looking at the main theorem, first consider the one below.

Theorem 5.2 Let N ≥ d. Under the above assumptions, the following holds

P(V (θ∗) > ϵ) ≤
d−1∑
i=0

(
N

i

)
ϵi(1− ϵ)N−i

For now we are going to assume Theorem 5.2 holds. Now the main Theorem is

Theorem 5.3 For any ϵ ∈ (0, 1) (violation parameter) and β ∈ (0, 1) (confidence pa
rameter), if the number of scenarios N satisfies

N ≥ 2

ϵ

(
ln(

1

β
) + d− 1

)
then, with probability ≥ 1− β, it holds that P({δ ∈ ∆ : θ∗ /∈ Θδ}) ≤ ϵ.
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This is a corollary to Theorem 5.2, as shown in the proof below.
Proof. We need that V (θ∗) ≤ ϵ with with probability ≥ 1 − β, which is equivalent to
V (θ∗) > ϵ with probability ≤ β. Theorem 5.2 gives the an lower bound on β, so we have

d−1∑
i=0

(
N

i

)
ϵi(1− ϵ)N−i ≤ β

We can bound the left hand side from above by

d−1∑
i=0

(
N

i

)
ϵi(1− ϵ)N−i = 2d−1

d−1∑
i=0

(
N

i

)
ϵi

2d−1
(1− ϵ)N−i (5.2)

[since 2d−1 ≥ 2i] (5.3)

≤ 2d−1

d−1∑
i=0

(
N

i

)( ϵ
2

)i

(1− ϵ)N−i (5.4)

[since we just add more terms that are > 0] (5.5)

≤ 2d−1

N∑
i=0

(
N

i

)( ϵ
2

)i

(1− ϵ)N−i (5.6)

[By the Binomial theorem] (5.7)

= 2d−1
( ϵ
2
+ (1− ϵ)

)N

(5.8)

= 2d−1
(
1− ϵ

2

)N

(5.9)

[Since 1− ϵ

2
≤ exp(− ϵ

2
)] (5.10)

≤ 2d−1 exp
(
− ϵ

2
N
)

(5.11)

(5.12)

So its enough that we have
2d−1 exp

(
− ϵ

2
N
)
≤ β

from which by taking the natural logarithm we get

(d− 1) ln 2−
( ϵ
2
N
)
≤ ln β

If we rearrange for N

N ≥ 2

ϵ

(
ln

1

β
+ (d− 1) ln 2

)
And since ln 2 < 1, we are done. □

Now we are going to work towards showing Theorem 5.2. In line with the reference
material we are going to only prove the d = 2 case, since the argument generalizes.
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Definition 5.4 (Support constraint) A constraint θ ∈ Θδi of a scenario program (SPm)
is a support constraint if its removal improves the solution of the program.

An important question: How many support constraints can we have? The next theorem
answers that.

Theorem 5.5 For every m, the number of support constraints is ≤ d.

To prove this result, first recall the following lemma.

Lemma 5.6 (Helly’s) Given a (finite) set of convex sets in Rd. If for any subset of d+1

their intersection is nonempty, then the intersection of all of them is nonempty too.

Proof. [of Theorem 5.5] Our collection of convex sets is Θδi , i = 1, . . . ,m. We add one
more set A, which consists of θ’s such that cT θ < cT θ∗, so they are “more optimal”. We
will only prove the case d = 2, since d > 2 easily follows.

Of course any three Θδi contains θ∗, so their intersection is nonempty.
Now assume for contradiction that there are more than two support constraints. Now

we can choose (Θδi ,Θδj , A) Which can include at most 2 support constraints, which means
one is not included. So for the optimal solution of the problem with constraints (Θδi ,Θδj)

must improve θ∗, which means that the intersection of (Θδi ,Θδj , A) is nonempty. So Helly’s
lemma applies.

This means that the intersection of all Θδi and A is not empty, but since this element
is in A it must satisfy cT θ < cT θ∗ while also being feasible. Which is a contradiction, since
θ∗ is optimal. □

Now we are going to introduce fully supported problems. One can thing of these as
the “worst case” in the context of Theorem 5.2, meaning that it holds with equality.

Definition 5.7 (Fully supported problem) A scenario optimization problem is fully
supported if for every m ≥ dthe number of support constraints of the program is equal to d
with probability of 1 (where probability of 1 refers to the choices of the sample (δ1, . . . , δm)).

Now we will prove that fully for supported problems Theorem 5.2 holds with equality.
We will only show it for d = 2, since for d > 2 it can be analogously proven.

Proof. We want to show that for m = N

PN(V (θ∗) > ϵ) =
1∑

i=0

(
N

i

)
ϵi(1− ϵ)N−i

First we prove that for N = 2:

P2(V (θ∗) > ϵ) =
1∑

i=0

(
2

i

)
ϵi(1− ϵ)2−i = 1− ϵ2
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Let FV (ϵ) = P(V (θ∗) ≤ ϵ) be the probability distribution of V (θ∗) for N = 2.
For some m ≥ 2 pick (δ1, . . . , δm)). Since the problem is fully supported we have

exactly two support constraints. Let their indexes be i, j with i < j. We are going to put
each realization into bins Hi,j, based on which index they have their support constraints
in. This gives a partition of the set ∆m (up to a set with probability 0).

From now on assume i = 1, j = 2 as every argument easily generalizes.
Let H̃1,2 be the set where (δ3, . . . , δm) are not violated by the solution, of the problem

with only the constraints θ ∈ Θδ1 and θ ∈ Θδ2

Proposition 5.8 H̃1,2 = H1,2 up to a set of probability 0.

Proof. H1,2 ⊆ H̃1,2 (up to a probability 0 set): Take (δ1, . . . , δm) ∈ H1,2 This means that
the optimal solution obviously doesn’t violate (δ3, . . . , δm), and since none of them are sup-
port constraints, we can remove them one by one until only (δ1, δ2) remains without chang-
ing the solution. So the solution with constraints Θδ1 ,Θδ2 does not violate (δ3, . . . , δm),
which is exactly (δ1, . . . , δm) ∈ H̃1,2

H̃1,2 ⊆ H1,2 (up to a probability 0 set): Suppose that the solution generated by (δ1, δ2)

does not violate (δ3, . . . , δm). Since adding a non-violated constraint does not change
the solution, and they can be removed without changing the solution (as adding them
didn’t do so). Thus they can not be support constraints. So the sample can not be in
any Hi,j ̸= H1,2, which means that H̃1,2 ⊆

⋃
(i,j)̸=(1,2)Hi,j Which is H1,2 up to a set of

probability 0.
□

Let V (θ∗1,2) be the violation of the solution θ∗1,2 with the two constraints θ ∈ Θδ1 and
θ ∈ Θδ2 . Then the probability that (δ1, δ2, δ3 . . . , δm) ∈ H̃1,2 is the same as the probability
that (δ3, . . . , δm) are not in the violating set. Which is (1− V (θ∗1,2))

m−2 so we have

Pm(H̃1,2) =

∫
∆2

(1− V (θ∗1,2))
m−2dP2(δ1, δ2) (5.13)

=

∫
[0,1]

(1− α))m−2dFV (α) (5.14)

where the last equability is a change of variables.
We can also calculate the probability of H1,2 by noticing that all sets Hi,j must have

the same probability since (δi, δj) are interchangeable. So we have(
m

2

)
Pm(H1,2) = 1 =⇒ Pm(H1,2) =

1(
m
2

)
Because of Proposition 5.8 we can set this equal to the expression we got in Equa-

tion 5.14.
1(
m
2

) =

∫
[0,1]

(1− α))m−2dFV (α)
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One can check the solution FV (ϵ) = ϵ2 with integration by parts. Note that dFV (ϵ)
dϵ

= 2ϵ∫
[0,1]

(1− α))m−2dFV (α) = 2

∫
[0,1]

α(1− α)m−2dα (5.15)

= 2
[
− α

(1− α)m−1

m− 1

∣∣∣1
0
+

1

m− 1

∫
[0,1]

(1− α)m−1dα
]

(5.16)

=
2

m− 1

∫
[0,1]

(1− α)m−1dα (5.17)

=
2

m(m− 1)
(5.18)

=
1(
m
2

) (5.19)

Note that the solution is unique, since it is a moment problem on a compact set [0, 1]
(We will not prove that). Now we can do the following:

PN(V (θ∗) > ϵ) = (5.20)

[Partition by intersecting with Hi,j] (5.21)

= PN
(⋃

i,j

{V (θ∗) > ϵ and θ∗ is supported by the constraints indexed by i, j}
)

(5.22)

=
∑
i,j

PN
(
{V (θ∗) > ϵ and θ∗ is supported by the constraints indexed by i, j}

)
(5.23)

[We have
(
N

2

)
of Hi,j and a similar argument to Equations 5.14] (5.24)

=

(
N

2

)∫
∆2

(1− V (θ∗1,2))
N−2I(V (θ∗1,2) > ϵ)dP(dδ1, dδ2) (5.25)

=

(
N

2

)∫ 1

ϵ

(1− α)N−2dFV (α) (5.26)

=

(
N

2

)∫ 1

ϵ

(1− α)N−22αdα (5.27)

[Intergration by parts] (5.28)

=
1∑

i=0

(
N

i

)
ϵi(1− ϵ)N−i (5.29)

And that is what we wanted to prove. □
Now consider the non-fully supported case. The problem is that we can have less than

two support constraints (with a probability > 0). Typically the reason for not having two
support constraints, since they must be active, is having less than two active ones. If we
want to use a similar proof as before, we must generalize the notion if a solution. (for
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which there are always at least 2 active constraints) For the sake of simplicity assume
constraints are non-trivial (e.g. Θδ = R2, ∀δ ∈ ∆)

Definition 5.9 (Ball solution) The ball-solution B(θ∗, r∗) is the largest closed ball cen-
tered at θ∗, that is fully contained in the feasibility domain of every constraints, with the
exception of at most d − 1 of them. For d = 2 Θδi ∩ B(θ∗, r∗) = B(θ∗, r∗) B(θ∗, r∗) with
at most 1 exception.

Note that if we have ≥ 2 active constraints, r∗ = 0, so the ball solution reduces to a
standard one.

Definition 5.10 (Active constraint for a ball) We say a constraint θ ∈ Θδ is active
for a ball B(θ, r) if Θδ ∩B(θ, r) and Θδ ∩B(θ, r+h) ̸= B(θ, r+h), h > 0. If we also have
Θδ ∩B(θ, r) = B(θ, r), then we say it is strictly active.

This means that if we extend the ball by h than we must go outside of Θδ which
means that the ball touches its boundary. By construction, a ball solution must have at
≥ 2 active constraints. But we need exactly 2.

Definition 5.11 (Ball-support constraint) A constraint θ ∈ Θδi is a support con-
straint of a scenario program, if its removal changes the ball solution.

Its clear that a scenario program has ≤ 2 ball support constraints. Unfortunately it
can have < 2, which case is regarded as degenerate and is not discussed. So we assume
that the scenario program we are dealing with is fully ball-supported in the following
sense:

Definition 5.12 (fully ball-supported problem) A scenario optimization problem is
fully ball-supported if for all m ≥ d the program SPm has d ball support constraints with
probability of 1.

Now we define the notion of a constraint being violated by a ball.

Definition 5.13 (Constraint violation by a ball) B(θ, r) violates θ ∈ Θδ if Θδ ∩
B(θ, r) ̸= B(θ, r). The violation probability of a ball is defined as VB(θ, r) = P(δ ∈ ∆ :

Θδ ∩B(θ, r) ̸= B(θ, r))

Clearly we have VB(θ, r) ≥ V (θ). Which means that if θ∗ and B(θ∗, r∗) are the solution
and ball solution of a scenario program respectively, then

PN(V (θ∗) > ϵ) ≤ PN(VB(θ
∗, r∗) > ϵ)
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Now we need to show that a similar result to Theorem 5.2 holds for fully ball supported
problems:

PN(VB(θ
∗, r∗) > ϵ) =

1∑
i=0

(
N

i

)
ϵi(1− ϵ)N−i

Because this would imply

PN(V (θ∗) > ϵ) ≤ PN(VB(θ
∗, r∗) > ϵ) =

1∑
i=0

(
N

i

)
ϵi(1− ϵ)N−i

The proof basically repeats the proof for the standard solutions of fully supported
problems, with the following replacements

1. solution changes to ball-solution

2. support constraint is changed to ball-support constraint

3. violation probability V is replaced by violation probability of a ball VB

We have an exception. When we proved H1,2 ⊆ H̃1,2, we did the following: We concluded
that the solution for the program with constraints θ ∈ Θδ1 , θ ∈ Θδ2 is the same as with
all m constraints. Which still holds. But we also said that the the solution can’t violate
(δ3 . . . , δm), but ball solutions can violate constraints. Instead we can add the following:

Suppose for a contradiction that a constraint among (δ3 . . . , δm) is violated by the ball
solution for the solution with only the first two constraints. The following cases can occur.

1. The ball-solution has only one strictly active constraint. In this case one if the first
2 constraints must be violated, now this with the other violated constraint, is at least 2,
but this contradicts the definition if a ball solution.

2. The ball-solution has more than one strictly active constraint. Then since θ ∈ Θδ3

is violated by the ball solution, we can not have the strictly active constraints as ball
support (because the violating one must be “closer”). But, from (1.) we must have the
first two constraints as strictly active, which means that they are not of support, but that
contradicts (δ1 . . . , δm) ∈ H1,2

5.3 Using the scenario approach

Now we can finally state our optimization problem Equation 3.8 as a scenario program.
We will use the following notation:

1. N is the number of assets, so with the risk-free asset xt, ut ∈ RN+1

2. T will denote the length of the receding window
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3. K is the number of scenarios

The problem statement is:

max
u

1

K

K∑
k=1

W
(k)
T − λ

1

K

K∑
k=1

(W
(k)
T −W

(k)
T )2

subject to x
(k)
t+1 = (x

(k)
t + ut)⊙ (1 + r

(k)
t+1), t = 0, . . . , T − 1, k = 1, . . . K

x
(k)
t ≥ 0, t = 0, . . . , T, k = 1, . . . K

ut + cost(ut) = 0, t = 0, . . . , T − 1, k = 1, . . . K

initial value x
(k)
0 = x0, k = 1, . . . K

(5.30)

We use the notation x
(k)
t to indicate the state variable at time t in the kth scenario.

Note that the control variables u are shared across scenarios. In our case the uncertainty
variables are trajectories for all assets. So for scenario k we have (r

(k)
t )T−1

t=0 ⊆ RN+1.
Since W (k)

T and thus also W (k)
T (which denotes the sample mean across scenarios) are

affine in xT , which, since the composition of affine functions is affine, also affine in (ut)
T−1
t=0 .

So it’s square can be written as quadratic form. This makes our problem a QP (assuming
a linear cost function e.g. ||ut||1).

A note on VaR

Previously we stated the difficulty of optimizing using VaR as a risk-measure due to
it’s non-convexity. Now that we can include chance constraints through scenarios we can
formulate it as

VaRα(−Wt) ≥ −ηW0

Then by definition we have
P(Wt ≥ ηW0) ≥ α

Then we can set it as constraints on scenarios

W
(k)
t ≥ ηW

(k)
0

Specifically for t = 1 we constrain the return of the first period.
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Chapter 6

Scenario Generation

In this chapter we are going to look at how we generate the scenarios required for the
scenario approach. Note that we are going to simulate daily log-returns.

6.1 Simulating trajectories

In our case a scenario is going to be a sequence of returns from t = 1, . . . , T , for each
asset i = 1, . . . , N . K is generally going to refer to the number of scenarios.

6.1.1 Using factor models

Since returns tend to be driven by common underlying risk factors, we can model the
factors to simulate the returns of each asset. This has the advantage of reducing the
dimensionality of the problem, while simultaneously introducing correlation into the sim-
ulated returns. It also gives us the freedom of choosing the factors we want to focus on.
We are going to use the following model

ri,t − rf = αi + βi(rM,t − rf ) + γi(σM,t − σ̃M) + λifS(i),t + ϵi,t

Where the factors are

1. (rM,t − rf ) is the excess return of the market over the risk-free rate. Also referred
to as the market factor.

2. σM,t− σ̃M Is the excess volatility over “recent” volatility or “smoothed” volatility. We
will talk more about what σ̃M means later. We will refer to it as volatility premium.

3. fS(i),t is the Sector factor. S(i) denotes the sector of asset i.

4. ϵi,t is idiosyncratic noise, which basically means “asset specific” noise.
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This makes the following assumptions.

1. The parameters αi, βi, γi and λi are constant in t. Which is generally not true.

2. Assets don’t go bankrupt.

3. These factors are significant in explaining asset returns.

4. The risk-free rate (rf ) is constant over time.

6.1.2 Simulating factors

Market and volatility factors

For the market factor we are going to use a GARCH(1,1) model with an AR(1) mean.
This is going to give us rM,t and σM,t. Note that since σM,t does not dictate the direction of
rM,t, they can be assumed to be uncorrelated (they are if course not independent though).

Sector factors

The sector factors can be simulated with (stationary) AR(1) processes. Let each sector
have it’s own (unconditional) volatility denoted by σSj

, and AR(1) parameter (ϕ1)j :=

ϕj (assume (ϕ0)j = 0). To ensure the unconditional volatility of the AR(1) we do the
following.

σ2
Sj

= D2(fSj ,t) = D2(ϕjfSj ,t−1 + ηSj ,t) = ϕ2
jD2(fSj ,t−1) + D2(ηSj ,t) = ϕ2

jσ
2
Sj

+ D2(ηSj ,t)

Which means the variance of the AR(1) noise is

D2(ηSj ,t) = (1− ϕ2
j)σ

2
Sj

Idiosyncratic noise

We assume idiosyncratic noise to follow a normal distribution, as in ϵi,t ∼ N(0, σ2
ϵ,i).

Where σϵ,i is the asset specific idiosyncratic volatility.

6.1.3 Using smooth factors

The above simulations of the factors are very noisy, and nonpersistent (persistence mea-
sures how long a process remembers previous values). If we are thinking of factors as
persistent underlying factors, that account for a persistent market state then we need a
way to remedy that. One way to separate the factor from its daily noise is to smoothen
it. We are using Exponentially weighted moving averages (EWMA). Denote the smooth
factor with f̃ .

f̃0 = f0
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f̃t = (1− θ)f̃t−1 + θft

We will use span of 20 (meaning θ = 2
span+1

≈ 0.0952). Using the smooth versions of the
factors in the previous model 6.1.1 gives

ri,t − rf = αi + βi(r̃M,t − rf ) + γi(σM,t − σ̃M) + λif̃S(i),t + ϵi,t

and this is what we are going to use for scenario generation. Figure 6.1 shows a comparison
between smooth and raw sector factors.
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0 50 100 150 200 250
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0.010
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Figure 6.1: Trajectories of raw and smooth sector factors over 1 year

6.1.4 Generating the factor model coefficients

We are going to determine the factor model coefficients by first choosing how much of the
total variance should each factor explain. wM = 0.35, wV = 0.15, wS = 0.3and wϵ = 0.2)

means that 35% of the variance is explained by the market factor, 15% by volatility
premium, and 30% by sectors. The last one is the idiosyncratic variance which is 20% .
This gives us a way to indirectly set the signal to noise ratio (SNR).

SNR =
wM + wV + wS

wϵ

Assume we have σi, the volatility of asset i. Then as an example let’s calculate βi.

wMσ
2
i = D2(βir̃M,t) = β2

i D2(r̃M,t) ⇐⇒ β2
i = wM

σ2
i

D2(r̃M,t)
⇐⇒ βi =

√
wM

σi
D(r̃M,t)

Similarly the other ones can be calculated as

γi =
√
wV

σi
D(σM,t − σ̃M,t)
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λi =
√
wS

σi

D(f̃S(i),t)
Note that this always creates positive coefficients, this makes sense for the sector and
market factors. For volatility premium we can multiply the calculated coefficients with a
random variable that is 1 and −1 with probability of p, 1 − p. This doesn’t change the
variance. The idiosyncratic variance can also be calculated as

σϵ,i =
√
wϵσi

This leaves the variance of ri,t to be

D2(ri,t) = β2
i D2(r̃M,t) + γ2i D2(σM,t − σ̃M,t)) + λ2iD2(fS(i),t) + σi,ϵ + Cov(r̃M,t, σM,t − σ̃M,t)

Since all other factors are uncorrelated by construction. We will assume

Cov(r̃M,t, σM,t − σ̃M,t) ≈ 0

The rationale behind this is that, since Cov() is bilinear, we have

Cov(r̃M,t, σM,t − σ̃M,t) = Cov(r̃M,t, σM,t)− Cov(r̃M,t, σ̃M,t)

And both should be close to zero since neither smooth and recent volatility can predict
the direction of smooth market return.

Remark 6.1 I simulated 100 samples of 2 year long simulations. Since the simulations
were independent of each other I did a 1 sample t-test (H0 : µ = 0, H1 : µ ̸= 0, and 95%

significance level), and got the p-value of 0.8504. Which means that we can’t reject the
mean correlation being 0. Other statistics of it are mean= 0.0014, standard deviation=
0.0725, and standard error= 0.00725. Note that the boundedness of correlation coefficients
could skew the results of the test, but from the above statistics, our coefficients are not
close to −1 or 1. In Figure 6.2, there’s a plot of the distribution of sample correlations.

This method is easily expandable to have asset specific weights for each factor. Instead
of wfactor one just needs to write wfactor,i. To have some diversity in the assets, while also
mostly preserving the original weight’s proportions, we can add some small normal noise,
to the weights.

wfactor,i = wfactor + ϵfactor,i, ϵfactor,i ∼ N(0, σ2)

After which we can just normalize the weights for every asset to add up to 1.
Table 6.1 shows an example generated market’s coefficients. Since our beta’s tend to

be around 3, it makes some statistics more interpretable if we use the market return scaled
by the mean beta, as a reference. This makes it more similar to usual betas which are
around 1.
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Figure 6.2: Distribution of sample correlations of market premia and smooth market
factors

Table 6.1: Example generated market
Asset number alpha beta sector_coeffs vol_premium sector

0 0.0003 2.9811 1.6648 -4.7903 2
1 0.0000 2.6426 1.5212 4.1084 2
2 -0.0002 3.0926 2.0432 4.1156 1
3 0.0001 3.2506 1.7883 4.6629 1
4 0.0002 3.9287 1.9899 -5.4153 0
5 0.0000 2.9495 1.6155 -4.3655 2
6 0.0001 2.9501 1.8710 -3.7246 0
7 -0.0001 2.8914 1.6633 -3.7760 0
8 0.0002 2.5682 1.5643 -4.0604 1
9 0.0000 1.9948 1.4153 2.8482 1
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6.2 Analysis of simulations

Let’s take a look at the trajectories that the above model produces. Figure 6.3 shows a
generate trajectory of cumulative returns for each asset, while showing the market (scaled
by average beta) as a reference in black. We can see that the assets are indeed influenced by
the market. Another important thing is that assets also have their own unique trajectories,
so we have some diversity too.
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Cumulative asset retuns for a single simulation
Scaled Market

Figure 6.3: An example simulation of cumulative returns

Its also worth looking at the mean behavior. Figure 6.4 shows the mean of 100 1 year
long trajectories (of cumulative returns), without initial conditions. Assets (and the scaled
market) tend to move up on average, which is expected. There are also periods when it
moves down which is realistic.

Let’s take a look at the correlation structure. In Figure 6.5 we have a the correlation
matrix of one of the simulations. Correlations are mostly positive, which is consistent
with empirical experience. We can also see clusters of more correlated assets, for example
assets 4,6 and 7 are all in sector 0, and this is visible in the correlation matrix as well.

6.2.1 Using initial values

An important question, especially for MPC, is how using past values for the simulation
changes the predictive power of the generated scenarios. In this framework we can set the
past values (in the rolling windows) for all factors.

We can see a box plot comparing the differences from the actual return (which is also
a return generated with the same initial values) in Figure 6.6. It is shown for the next 5
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Figure 6.4: Trajectories of mean cumulative returns of 100 simulations
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time steps (0 meaning 1 timestep, not the current time). It is apparent that the estimates
with initial values are much less spread apart than without while, also providing better
estimations (they are closer to 0).

Another realistic behavior is that the spread of the scenarios increase with time steps,
so the initial values have less predictive power as time goes on.

We can also look at the cumulative returns. In Figure 6.7 and Figure 6.8 there are fan
charts of cumulative returns of the next 20 time steps for both when initial values are set
and not when they are not.

As with the box plot the variance of the scenarios are noticeably smaller, while still
being closer to the actual value more often.

We can also pick up on direction with initial values, since as expected, without initial
values, we predict a small positive drift, with some variance proportional to the asset’s.
For example asset 1’s and 6’s downturn is completely missed without initial values, but
with them the scenarios also tend to behave similarly.

The scenarios also tend to show less precision as time goes on, as for example asset
4 is almost perfectly followed by the mean for the first 10 time steps, but after that it
started to diverge. Interestingly to the mean of the scenarios without initial values.
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Figure 6.6: Grouped box plot comparing the differences from the actual return, when
using initial values vs not
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Figure 6.8: Fan chart of cumulative returns without initial values
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Chapter 7

Experiments

7.1 The setup

The experiments use the CVXPY python package for formulating the convex optimization
problems. The program we are using for MPC is:

max
u

1

K

K∑
k=1

W
(k)
T − 0.5

W0

1

K

K∑
k=1

(W
(k)
T −W

(k)
T )2

subject to x
(k)
t+1 = (x

(k)
t + ut)⊙ (1 + r

(k)
t+1), t = 0, . . . , T − 1, k = 1, . . . K

x
(k)
t ≥ 0, t = 0, . . . , T, k = 1, . . . K

ut + 0.001||(ut)1:N ||1 = 0, t = 0, . . . , T − 1, k = 1, . . . K

W
(k)
t ≥ 0.99W

(k)
0

initial value x
(k)
0 = x0, k = 1, . . . K

(7.1)

Where (ut)1:N is the vector of trades, without the risk free asset. The reason for this is
because accessing cash (and putting cash) into the risk-free asset does not cost anything
in this simulation. The choise for the risk parameter ( 0.5

W0
) is so that the scaling of the

variance is W0 not W 2
0 .

We have 10 assets, the scenario count is 100, and the receding window length is 4. The
assets used are the ones in Table 6.1.

We will do 50 simulations, where each simulation is going to be 20 weeks long, and we
will consider 1 week a time step.

Remark 7.1 For simplicity, we will assume that the factors (market, volatility premium
and sector) are perfectly observable. In reality this would not be the case for volatility
premium and sector.

A simulation can be described in in the following way:
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1. We generate an actual trajectory that is going to play out

2. We feed MPC the information up to t− 1, then get u0|t.

3. The next timestep of the actual trajectory happens. If this is the last step, then we
stop.

7.2 Comparing MPC to baselines

First let’s compare MPC to two baselines: the scaled market and the equal weight portfolio
(EQ), (which has target weights (0, 1/(N−1), . . . , 1/(N−1)), and we rebalance it weekly).

We can see a plot for the wealth evolution for each in Figure 7.1. MPC considerably
reduced the downside risk, and also maintained a low volatility. In Figure 7.2 we can see
the differences between MPC and the two baselines. MPC tends to outperform them, but
there are instances when it ends up lower. A possible explanation for this is probably
MPC’s risk management, since we see a high dispersion in the baseline returns. The high
differences (in both sides) could be due to risky bets by the baselines, that MPC refuses
to enter, yet they might yield high returns (but could also yield high losses).
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Figure 7.1: Line plot of the wealth evolution of MPC, EQ and scaled Market

Looking at the performance metrics, Figure 7.3 show a plot of different metrics across
simulations for each portfolio, with a 95% confidence interval. On mean returns we can
see that MPC is higher and it is statistically significant. It also seems to have stable values
across simulations. While the “ratios” are not better for EQ than market, EQ still seems
to manage tail risk better than market (VaR, CVaR).

44



0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

20

0

20

40

60

80

100

120

MPC - Market

mean
mean ± std
max
min

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

20

0

20

40

60

80

100

120

MPC - EQ

mean
mean ± std
max
min

Figure 7.2: Line plot of the wealth evolution of the difference between MPC and EQ, and
between MPC and scaled Market
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Figure 7.3: Means of different performance metrics across simulations with a 95% confi-
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7.3 MPC behavior

Now we are going to look at the behaviour of MPC in more detail. We are going to do
that by choosing two simulations, based on it’s market. One where there’s uncertainty
and downtrend, and one where the market is stable and tends upward.

7.3.1 Under market downtrend

First we are looking at the downtrend, the simulation can be seen on Figure 7.4. As we
can see MPC avoids a really bad downturn starting from around t = 13, by probably
selling (almost) everything. It also manages to remain in a good position during a smaller
downturn staring from t = 4. We can also compute exposures to the factors using the
portfolio weights. As an example β exposure can be calculated the following way:

exposureβ =
1

||β||1
wTβ

The scaling is done, for the readability of Figure 7.5. β is the vector of βs for each asset.
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Figure 7.4: Portfolio values in the down-trending simulation

Based on Figure 7.5, it seems like MPC tries to get negative volatility premium expo-
sure, at the end of high volatility periods, which makes sense because the premium will
be negative after a period of high volatility. Interestingly, there is an instance at t = 13,
when it enters the position, but the high volatility “regime” still has not ended, which
makes it back out, once the initial loss occurs. But it correctly identifies, that it should
hold cash from that point on. In Figure 7.6 and Figure 7.7, we can see that MPC manages
the amount held in cash according to the market state. This will be especially interesting
when compared to the holdings during the upturn simulation.
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Figure 7.5: Exposure of MPC’s portfolio to the factors in the down-trending simulation
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Figure 7.6: Portfolio composition in the down-trending simulation
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Figure 7.7: Sector holdings in the down-trending simulation

7.3.2 Under market uptrend

Now let’s look at the up-trending, simulation. Firstly, the difference between MPC and the
baselines in Figure 7.8 is much smaller here, which indicates that one of MPC’s advantages
lies in risk management. There are still steady returns over EQ, from Figure 7.9 it seems
like it could come from strategic allocations into certain factors.
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Figure 7.8: Portfolio values in the up-trending simulation

Now the allocations in Figure 7.10 and Figure 7.11 are much more diverse then before,
but it is obviously not just an equal weight portfolio. Figure 7.11 shows that MPC manages
it’s exposure in the sectors. We can also see the risk management of MPC in the periods
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when it starts to hold more cash (e.g. t = [6, 8]), even though these did not result in an
actual downturn, the high volatility could have went both ways. Also at the end, it starts
to sell off everything, which indicates the market was about to get unstable again.
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Figure 7.9: Exposure of MPC’s portfolio to the factors in the up-trending simulation
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Figure 7.10: Portfolio composition in the up-trending simulation
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Figure 7.11: Sector holdings in the up-trending simulation
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7.4 Factor coefficient misspecification

Now we are going to investigate what happens when we introduce misspecifiaction into
the coefficients of the factors. This is achieved by doing:

β̃i = βi(1 + ηZi)

Zi ∼ N(0, 1) and is sampled independently for all assets and factors. The reason for
this choice is that this account for the fact that bigger factors are harder to estimate,
while not introducing over-sized errors to smaller coefficients. η was tested for values:
(0, 0.05, 0.1, 0.2, 0.3).

In Figure 7.12 there we can see the wealth trajectories for different degrees of misspec-
ification. 0.05 is mostly fine, with some upside missing. 0.1 Starts to miss the worst cases,
and also has much more dispersion. 0.2 collapses. But interestingly 0.3 is most similar
to the first two, it sort of recovered. A possible reason, is that the differences became so
large, that MPC started view them as too risky, instead of opportunities.
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Figure 7.12: MPC wealth trajectories with different misspecification levels
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In Figure 7.13 we can see a similar trend, where 0.0, 0.05 are similar, 0.1 is also fine,
just leaves some outliers (which is much more visible here). And 0.2 collapses while 0.3

recovers. In a similar vain we have the exceedance rates (of a return being ≤ −0.01),
which show the same pattern. Note that using Theorem 5.3 we would get 937 scenarios
to get the 2.2% in Table 7.1 (if we calculate with the 44 control variables and β = 10−4)

There is a plot of performance metrics across the misspecification levels, the shaded
lines denote a 95% confidence interval. This further shows the pattern we already dis-
cussed. One interesting thing of note is that while VaR indicates 0.1 to be much worse.
But if we combine it with CVaR, we get that even though it’s quantile is lower, 0.1’s tail
shape is not as bad as one would think based on only VaR (probably because the outliers
are considerably rarer than 5%).

Table 7.1: Exceedance Rates of -0.01 (with EQ as a reference)

Number of Exceedances in %

EQ 322 32.2
misspec 0.0 22 2.2
misspec 0.05 34 3.4
misspec 0.1 98 9.8
misspec 0.2 417 41.7
misspec 0.3 32 3.2
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Figure 7.13: Boxplot of terminal wealth values for different misspecification levels
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Figure 7.14: Line plot of performance metrics for different misspecification levels
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Chapter 8

Conclusions

8.1 Summary

Our main goal was to explore multi-period portfolio optimization. That lead us to first
consider the single-period case, and the ideas of modern portfolio theory. When reformu-
lating the problem into a multi-period one, we arrived at a control problem, so we looked
at control theory, and found MPC. We handled the stochastic nature of the problem with
the scenario approach, and using what we learned about time series analysis, made a
framework to generate the scenarios.

As we saw when we compared two market scenarios, MPC adapted to the state of
the market by managing how much it is invested in risky assets. We also observed it’s
management of sector exposures. There was also an interesting pattern where MPC enters
a position with negative volatility premium exposure, where it predicts the end of a high
volatility period (we even saw it back-out once when it’s prediction ended up being wrong).

8.2 Future directions

Directions one could take in the future:

1. Introduce time dependent factor coefficients using state-space models

2. One could make the factors not perfectly observable, for example by estimating
them (simulating real life trading) - this raises the question of what can be observed
(for example market returns can be, but it’s volatility certainly can not be)

3. We can choose different factors and different weights for them. Note that care has
to be taken, since in our case factors were constructed to be uncorrelated
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