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Chapter 1
Introduction

Imagine you are cooking dinner for a large family. You put a pot of pasta on the stove, and
while it boils you start doing a bunch of different tasks. You chop vegetables, prepare the
sauce, or set the table. Once the pasta is done, you do the final touches and serve the food.
Without thinking about it, you are solving a scheduling problem: you have a set of tasks,
each with its own duration, and you want to finish everything in the most efficient way
possible. The problems that arise in practice can be surprisingly complex. How should a
hospital assign surgeries to operating rooms so that the last patient goes home as early as
possible? How should 30 students be assigned to 4 washing machines if we want everyone
to finish as soon as possible, but the washing machines have different performances? How
should a computer processor schedule tasks to keep all its cores busy? These are all
scheduling problems, and scheduling theory provides answers to these questions.

What if we do not think of these tasks as a single uninterrupted operation, such
as a washing cycle or setting the table for dinner? What if every task consisted of two
operations with an exact delay between them? A classic real-world example is a radar
system. A radar works by sending out a signal, waiting a precise amount of time for the
signal to travel and return, and then processing the echo. During the waiting period,
the radar is idle, but while sending and receiving the signal it is busy. This type of
scheduling problem is called coupled-task scheduling, and throughout this thesis, we study
this problem. The pasta example has the same structure: you start boiling the pasta (first
operation), wait for the exact cooking time (delay), and then drain it (second operation).
During the delay, you are free to do other things.

In addition to reviewing existing results, the thesis also includes a small original re-

sult obtained during the research. The next chapter introduces the necessary background



and notation. The subsequent chapters examine several coupled-task scheduling problems

under different machine environments and objective functions.



Chapter 2

Preliminaries

2.1 The basics of a scheduling problem

In machine scheduling we have jobs that we want to schedule on machines. Our objective
is to find the best solution according to the chosen objective function. Every scheduling
problem has a number of certain constraints and we should schedule according to those.

We have a set of n jobs J = {j1,j2,...,Jn} and a set of M = {M;y, M, ..., M,}

machines.

Definition 2.1.1. A schedule assigns each job to a machine and specifies a time interval

during which the machine works on that job.
At any point in time, a machine can only process at most one job.

Definition 2.1.2. Each job j € J has a processing time p; > 0, which is the time

required to complete the job on a machine.

Notation 2.1.3. For a given schedule, let S; denote the start time of job j, that is the

time when its processing begins.

Notation 2.1.4. For a given schedule, let C; denote the completion time of job j, that

is, the time at which the processing of job j finishes.

Definition 2.1.5. The makespan of a schedule is

Chax = max C’.
jeT J

The makespan measures the finishing time of the last completed job.
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Remark 2.1.6. We use standard asymptotic notation: f(n) = O(g(n)) means there exist
constants ¢, ng > 0 such that f(n) < cg(n) for all n > ny. An algorithm runs in polynomial

time if its running time is O(n"*) for some fixed k.

We always aim for polynomial-time algorithms. However, many scheduling problems
belong to the class of NP-hard problems. For such problems, we cannot expect to find an
optimal solution efficiently on large inputs. Therefore we aim to give a close approximation

for an optimal solution.

Definition 2.1.7. An algorithm A is an r-approzimation algorithm if it creates a feasible

solution for every instance [ satisfying
A(I) <r-OPT(I), r>1,

where OPT(7) is the optimal makespan. The value r is called the approxzimation ratio.

2.1.1 Notations

We consider many different scheduling problems and to differentiate one problem from an-
other, we put these problems into different groups. Scheduling problems can be described

by the | 5 | v notation system of Graham et al. [6], where
e « describes the machine environment.
e (3 describes the job characteristics.

e v describes the objective function.

Machine environment («)

« describes the number and the type of machines in the problem. We can have 1 or
multiple machines, or machines that have different attributes.

A few examples:

e 1: a single machine. All jobs are processed on this one machine.

e P: identical parallel machines. All machines are identical. P2 means two parallel

machines, P3 means three, and so on.

e (): uniform parallel machines. Each machine has its own speed.
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There are a lot more types of machines that we can have, but in this thesis, we consider
problems with 1 (single machine) and P2 (two identical parallel machines).
Job characteristics (3)

The second field S lists special properties of the jobs. These tell us what we can and
cannot do during processing. For example, the following properties may appear in the £
field.

e 1; (release time): job j cannot start before time r;. For example, in a store, you

cannot put products on the shelves before they arrive.

e prec (precedence constraint): if i < j, then job i must finish before job j can start.

For example, you must cook the pasta before you can add the sauce.

e pmin (preemption): jobs can be interrupted and resumed later, possibly on a dif-
ferent machine. For example, you can pause writing your thesis and continue later

but you cannot pause cooking an egg because it would burn.

Objective function (v)

The third field v tells us what we want to optimize.
o Chax (makespan): minimize the time when the last job finishes.

e > (C;: minimize the sum of all completion times.

® L. minimize the maximum lateness. Lateness is L; = C; — d;, where d; is a due

date.

In this thesis, we focus on minimizing the makespan and also on minimizing the sum of

all completion times.

Example 2.1.8. The 1 | r;,pmtn | Cyax notation denotes a single-machine schedul-
ing problem with release times and preemption, where the objective is to minimize the

makespan.

In this thesis we consider a special scheduling problem, called coupled-task scheduling.



t t+a; t+a;+L; t+a;+L;+b;

Figure 2.1: A coupled-task job that starts at time ¢

2.2 Coupled-Task Scheduling

In classical scheduling, each job is a single operation. In coupled-task scheduling, we study
a more complex structure where each job consists of two operations separated by an exact

delay.

Notation 2.2.1. In coupled-task scheduling, let 7 denote the set of coupled-task jobs,
where each job j € J is a triplet (a;, L;, b;), where:

e a; > 0 is the processing time of the first operation,

e L; > 0 is the exact delay between the two operations, meaning the delay between

the first and second operation is exactly L, not longer or shorter,

e b; > 0 is the processing time of the second operation.
The completion time of job j starting at ¢ is C; =t 4+ a; + L; + b; (see Figure 2.1]).

Notation 2.2.2. We differentiate coupled-task problems from classical scheduling prob-
lems using the notation introduced in the previous section. We label these problems in
B (job characteristics) as Coup — T'ask. Furthermore, if we have any restrictions for the
operation processing times, e.g., if the first operation processing time is equal for every

job we also label that in .

Example 2.2.3. The problem 1 | Coup-Task,a; = L; = p | Cyax is a single machine
coupled-task problem, where the first operation length is the same as the delay length for

every job. These are equal to a p > 0 parameter for every job.

2.2.1 The idea of interleaving
Interleaving is a key idea in coupled-task scheduling.

Notation 2.2.4. In a schedule S, let (i,j) denote an ordered pair of jobs such that
Si < Sj.



Definition 2.2.5. In a schedule S, (4, j) is an interleaved job-pair if S; = S; +a; and also
Ci < Cj.

Definition 2.2.6. In a schedule S, (7,7) job-pair is interleavable if the following two

conditions hold:
(i) a; < Ly,

L, %

>
a; aj b]‘ ‘t

Figure 2.2: Two interleaved jobs i and j

Lemma 2.2.7. In a feasible schedule, if a job-pair is interleaved, they are interleavable.

Proof. Suppose we have a schedule S where (7, j) job-pair is interleaved. Let ¢ be job i’s
first operation starting time. Job j starts right after job ¢’s first operation finishes at t+a;.

Job j’s first operation finishes at t + a; + a;.

Condition (i). For i’s second operation to start, j’s first operation must have finished.
Job i has an exact delay of L;, so its second operation starts at ¢t + a; + L;. Therefore we
must have:

t+ai+aj§t+ai+Li —— CLjSLi,

which is exactly condition (i).

Condition (ii). For j’s second operation to start, its first operation must finish and its
exact delay L; must elapse. Therefore j’s second operation starts at ¢ +a; +a; + L;. Since
operations cannot overlap, i’s second operation must finish before j’s second operation

starts. Job i’s second operation finishes at ¢ + a; + L; + b;. Hence:
t—l—ai+Li+bi§t+ai+aj—|—Lj —— Li+bi§aj+Lj,

which is condition (ii).
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2.3 Literature Review

This section briefly summarizes the most important complexity and approximation results
related to coupled-task scheduling problems. Coupled-task scheduling was first introduced
by Shapiro [§] in 1980 in the context of radar systems. The earliest research focused on
minimizing the makespan, while results for minimizing the total completion time came to

focus only more recently.

Makespan minimization

Among the works reviewed in this thesis, the earliest results are due to Orman and
Potts [7]. They proved that several coupled-task scheduling variants remain NP-hard
even under strong restrictions on the processing times and delays. They also identified
polynomially solvable special cases. Later, Ageev and Ivanov [1] developed constant-factor
approximation algorithms for several coupled-task scheduling variants with equal exact
delays with the makespan objective. Then in a later work, Ageev and Ivanov [2] improved
the factor for the 1 | Coup — Task, L; = L | Cyqp even further. Table shows results

described in the papers we studied in this thesis.

Table 2.1: Selected results for coupled-task scheduling problems with makespan objective

Problem Result Reference
Complexity results
1| Coup-Task | Cpax NP-hard [7]
1| Coup-Task, L; = L | Cpax NP-hard 1]
1| Coup-Task, Lj =L, a; = b; | Crax NP-hard 1]

Approximation results

1| Coup-Task | Ciax 3.5-approximation 1]

1| Coup-Task, a; < b; | Cax 3-approximation 1]

1| Coup-Task, a; =b; | Crax 2.5-approximation 1]

1| Coup-Task, L; = L | Cpax 2.5-approximation 12]

1| Coup-Task, Lj = L, aj <b; | Cinax | 2-approximation 1]
1| Coup-Task, L;j =L, a; =b; | Cyax | 1.5-approximation 1]
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Total completion time minimization

Compared to makespan minimization, much fewer results are known for the objective
> C;. Chen and Zhang [3] studied the complexity of coupled-task scheduling problems
with the total completion time objective and established complexity classifications for
many variants of the problem. Fischer and Gyorgyi [5] later developed constant-factor

approximation algorithms for several NP-hard variants.

Table 2.2: Selected results for coupled-task scheduling problems with total completion

time objective

Problem Result Reference
Complexity results
1| Coup-Task | > C; Strongly NP-hard 13]
1| Coup-Task, pj=L;=p|> C; Strongly NP-hard [3]
1| Coup-Task, aj =L, bj=0b]>C; Polynomially solvable 3]

Approximation results

1| Coup-Task, a; =L, b; | > C} 3-approximation 5]
1| Coup-Task, a; =L; =p| > Cj 1.5-approximation 5]
1| Coup-Task, a; =b; =1]|> C; | Constant-factor approximation [5]

2.4 Structure of the thesis

In this thesis, we focus on the special case a; = L; = p. Chapter [3| studies the single-
machine makespan minimization problem and presents the structural properties and the
optimal algorithm of Orman and Potts. Chapter [4 extends the discussion to two identical
parallel machines. Building on the ideas developed in the previous chapter, we present
a reduction-based approximation algorithm and analyze its performance; this chapter
contains the original contribution of the thesis. Finally, Chapter [5| considers the same
coupled-task setting under a different objective function, namely the minimization of the
total completion time, providing a comparison between the behaviour of the problem

under the two objectives.
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Table 2.3: Problems studied in this thesis

Problem Result Reference

1| Coup-Task, aj = Lj =p | Crax Polynomially solvable [7]

P2 | Coup-Task, a; = Lj = p | Crax | 3/2-approximation algorithm | this thesis

1| Coup-Task, aj=L;=p| > C; Polynomially solvable 3]

13




Chapter 3

Makespan minimization on a single

machine

In this chapter, we discuss a special case of coupled-task scheduling:
1| Coup-Task,a; = L; = p | Cpras-

This problem was studied by Orman and Potts [7], who established several structural
properties and presented a linear-time algorithm for finding an optimal schedule. In this
chapter, we introduce the main ideas behind their approach and present the algorithm
together with the results. We assume that for every job j € J : a; = L; = p, where
p > 0 is a fixed parameter. The second operation times b; may vary from job to job. In
this variant, the structure becomes particularly simple. We also get a simpler condition
for Definition 2.2.61

Proposition 3.0.1. If the coupled-task problem satisfiesVj € J : a; = L; = p, then (i, k)
job-pair is interleavable in schedule S if p > b;.

Corollary 3.0.2. If the coupled-task problem satisfies Vj € J 1 a; = L; = p, then p > b;

has to be satisfied for job i to be first in an interleaved pair.

Observation 3.0.3. If the coupled-task problem satisfies Vj € J : a; = L; = p and (4, k)
job-pair is interleaved, then
Ck — SZ = 3]) + bk

Observation 3.0.4. If the coupled-task problem satisfies Vj € J : a; = L; = p and (4, k)

job-pair is executed sequentially without interleaving, then

Cp—S;=2p+b;+2p+ b, =4p+ b; + by

14



Corollary 3.0.5. Interleaving two jobs saves exactly p+b; time units compared to running

them sequentially.

Lz Lk
———— L; Ly,
a; ag | b; M t AE— —
{ | | - & bi| o a 2
t t+op t+ 2p ‘t+3p+bk [ [ [ [ [
t+ 3p t t+p t+4+2p t+3p+0b; t+4p + b; + by
t+2p+b; t+2p+b; t+4p + b;

Figure 3.1: Interleaved jobs starting at ¢ Figure 3.2: Consecutive jobs starting at ¢

Proposition 3.0.6. If the coupled-task problem satisfies Vj € J 1 a; = Lj = p, a job can

be interleaved with at most one other job.

Proof. Suppose, for contradiction, that a job ¢ is interleaved with two other jobs j and k.

There are three possible configurations, depending on the position of 7 in the two pairs.

e If both pairs are (7, 7) and (¢, k), then both j and k& would have to start at .S; + p,

which is impossible on a single machine.

e If the pairs are (4,7) and (k,1), then ¢ must start at the same time as the second
operation of k starts, since S; = S, + p and a; = L = p. This is impossible because

v’s first operation and k’s second operation would overlap.

e The case (j,i) and (k,4) is also impossible, since then both j and & would have to

start at S; — p.

Thus no job can be interleaved with two different jobs. U

Corollary 3.0.7. In any feasible schedule for this variant, every job is either the first
member of an interleaved pair, the second member of an interleaved pair, or a non-

interleaved job that runs alone.

Notation 3.0.8. Accordingly, we can classify all jobs in any feasible schedule into three

disjoint sets:
e X: jobs that are first in an interleaved pair,

e Y jobs that are second in an interleaved pair,

15



e /: jobs that run alone.
Using this classification, the makespan can be expressed as:

Theorem 3.0.9 (Makespan formula). For any schedule where the coupled-task problem
satisfies Vj € J : aj = L; = p, the makespan is:

Cunax = 3p- [V 420 12|+ > b

veYUZ

Proof. For each (i, j) interleaved pair (j € V), C; — S; = 3p + b; by Observation [3.0.3]
Similarly, for each z € Z non-interleaved job C, — S, = 2p + b,. Therefore,

Conax =3p- [V + ) b, +2p-1Z|+ > b..
yey z€Z

Combining the sums,
Conax = 3p- Y] +2p-|Z|+ Y b,

veEYUZ

Lemma 3.0.10. Minimizing C.x s equivalent to mazimizing erx b,.

Proof. Using the makespan formula (Theorem [3.0.9)), let byt = > i, b; be the sum of

all second operation times. Since bigtal = D ey bz + ZyEY by + > ,c, ., We can rewrite:

Cmax = 327 : |Y| + 2p : |Z| + btotal - Z bx

zeX

O

To solve this variant of a coupled-task problem, we aim to create as many interleaved
job-pairs as possible and maximizing ) . b,. Orman and Potts [7] showed that this
selection problem can be solved optimally in linear time. Before presenting the algorithm,

we establish several structural properties.

3.1 Structural properties of optimal schedules

Notation 3.1.1. We denote the partition of the jobs as such:

S={jlbj <p}
T={j|b;>p}

16



Observation 3.1.2. A job j; € S can be either the first (i.e., j; € X) or the second (i.e.,
j1 € Y) in an interleaved pair. A job js € T can only be second (i.e., jo € Y) due to

Corollary

Observation 3.1.3. If |S| > |T'| and the total number of jobs is even, then we can create

a schedule where every job is interleaved with another job.

Observation 3.1.4. If |S| > |T'| and the total number of jobs is odd, then we can create
a schedule where every job is interleaved with another job except for an s € S job, which

runs alone.

Proposition 3.1.5. Suppose |S| > |T'| and the total number of jobs is odd. Then there is
an optimal schedule, where the only non-interleaved job is the job in S with the smallest

b value.

Proof. By Observation [3.1.4] there exists a feasible schedule with exactly one non-interleaved
s € S job. Such a schedule contains |n/2] interleaved pairs, so |X| = [n/2]. By Lemma
, minimizing the makespan is equivalent to maximizing ) _ b,. Since jobs in T
cannot be first members of interleaved pairs, all jobs in X must be chosen from S. There-
fore, to maximize this sum, we choose the [n/2] jobs of S with the largest b values for
X. Equivalently, in this case the job in S with the smallest b value is never in X, be-
cause |S| > [n/2] > |n/2| = |X]|. Hence, there is an optimal schedule where the only

non-interleaved job is the job in .S with the smallest b value. U

Corollary 3.1.6. Suppose |S| > |T'| and the total number of jobs are even. Then in an

optimal schedule, every job is interleaved.

Corollary 3.1.7. Suppose |S| > |T'|. Then in an optimal schedule there is |n/2] number

of interleaved job-pairs.

Notation 3.1.8. In a schedule C' we denote the further partition of the jobs in S as such:

S1 = {Jj1 | (J1,72) is an interleaved pair in schedule C'}
So = {Jj2 | (j1,J2) is an interleaved pair in schedule C'}

Observation 3.1.9. We see, that in a schedule C: X =S and Y = S, UT.

Lemma 3.1.10. Suppose |S| > |T|. Then in an optimal schedule, the |n/2] largest S
jobs are in Sy, and the rest of the S jobs are in Sy. In other words, in an optimal schedule

the largest S jobs are first in an interleaved pair.
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Proof. Due to Lemma [3.0.10, we know we want to maximize ) _ b,. Jobs in T" cannot
be first in an interleaved pair, therefore we must choose the largest S jobs to be in Sj.
Due to Corollary we have |n/2] interleaved job-pairs in the |S| > |T'| instance,

so we must have |n/2] jobs in S; also. O

Proposition 3.1.11. Suppose |S| < |T'|. Then in an optimal schedule every job in S is

first in an interleaved pair. In other words S = Sy and Sy = ().

Proof. In this case we have every job in X that could be in X. Therefore, we maximized
> zex Dz- Due to Lemma [3.0.10| this gives us an optimal solution. 0

Proposition 3.1.12. Suppose |S| < |T|. Then in an optimal schedule, (given the number
of interleaved pairs) it does not matter if job j, € T is second in an interleaved pair or if

it runs alone.

Proof. The makespan formula is the following (see Theorem [3.0.9):

Couax =3p- [Y[+2p-1Z]+ D by

veEYUZ

In this case T'=Y U Z, and |Y|, |Z] is given due to the size of S. So the makespan is the

following:
Conax = 3p- [Y[+ 20+ |Z] + ) _ bo.
veT
This formula shows that it does not matter how we partition 7" into Y and Z. O

Proposition 3.1.13. The makespan depends only on which jobs belong to X, Y, and Z,
and not on which specific job in X s paired with which job in Y, nor on the order in

which pairs and single jobs are scheduled.

Proof. By Theorem [3.0.9] the makespan equals
Cmax:3p' |Y|+2p |Z|+ Z by .
veYUZ

This expression depends only on the sets Y and Z, not on which job in X is paired with
which job in Y, and not on the order of pairs or single jobs in the schedule. Therefore any

two schedules that produce the same partition (X,Y, Z) have the same makespan. O

18



3.2 The Orman-Potts algorithm

Using the structural properties established above, Orman and Potts [7] developed a linear-

time algorithm for constructing an optimal schedule. Now we present their algorithm.

Algorithm 1 Orman-Potts Algorithm for 1 | Coup-Task, a; = L; = p | Ciax
Input: Jobs J with second operation times b;; parameter p > 0

Output: An optimal schedule

Step 1. Partition the jobs into sets S and T
Step 2. Assign jobs to sets X, Y, Z according to the following two cases.

Case |S| > |T|:

(a) If n is odd: let ¢ € S be the job with the smallest b value. Place ¢ in Z. After this
choose |n/2] of the largest S jobs and put them in set X. The remaining S jobs go
to set Y together with the jobs in 7'

(b) If n is even: choose |n/2] of the largest S jobs and put it in set X. The remaining S
jobs go to set Y together with the jobs in T

Case |S| < |T:
Place all jobs from S into X. Choose any |S| jobs from 7" and place them into Y. The

remaining jobs in 7" go into Z.

Step 3. Form |X| interleaved pairs by matching each job in X with a distinct job in YV

arbitrarily.

Step 4. Schedule all pairs and single jobs consecutively in any order.

Theorem 3.2.1 (Orman & Potts [7]). The Orman—Potts algorithm produces an optimal
schedule for 1| Coup — Task,a; = L; = p | Crae-

Proof. By Lemma|3.0.10] minimizing the makespan is equivalent to maximizing )y bs.

We distinguish two cases.

Case 1: |S| > |T|. By Corollary [3.1.7, an optimal schedule contains exactly |[n/2]
interleaved pairs. If n is odd, Proposition [3.1.5] shows that the only non-interleaved job
must be the job in S with the smallest b value. Furthermore, by Lemma [3.1.10] the [n/2]

19



largest jobs in S must belong to X. This is exactly the construction performed by the
algorithm.

Case 2: |S| < |T'|. By Proposition [3.1.11} every job in S must belong to X in an
optimal schedule. By Proposition [3.1.12] the partition of the remaining jobs in T between
Y and Z does not affect the makespan. This is precisely the schedule constructed by the

algorithm. , the algorithm is optimal in both cases. 0

We briefly analyse the time complexity of the algorithm. The algorithm runs in O(n)
time. Partitioning into S and 7" requires n comparisons. The required largest elements of
S can be selected in linear time. Forming pairs and constructing the schedule also take
O(n) time.

The Orman—Potts algorithm solves the single-machine problem optimally in linear
time. A natural next step is to ask whether a similar approach works when we have two

machines. As we will see in the next chapter, the answer is not straightforward.
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Chapter 4

Makespan minimization on two parallel

machines

Now we turn to the two-machine version of the coupled-task problem from the previous
chapter:
P2 | Coup-Task, a; = L; = p | Cryax-

In this case the situation is more complex. We observe that the problem is NP-hard,
since the problem P2 || Cyayx is NP-hard. This suggests that we must aim for a good
approximation rather than an optimal solution.

Our strategy has four steps, corresponding to the four sections of this chapter. We
start with a coupled-task input I. In Section we apply the Orman-Potts pairing to
I and construct a new scheduling input I, which has only one operation. In Section
we apply the LPT algorithm to I and obtain a schedule S’. In Section we convert S’
back into a valid coupled-task schedule S for /. Finally, in Section we analyse how
well S approximates the optimal coupled-task solution. The reduction and approximation

algorithm developed in this chapter constitutes the original contribution of this thesis.

4.1 Constructing the reduced input

Notation 4.1.1. Let I denote the input of P2 | Coup — Task,a; = L; = p | Cpae With

jobs J = {j1,...,Jn} and second-operation times by, ..., b,.

We apply the Orman-Potts algorithm from the previous chapter to I. Corollary

carries over from the previous chapter, so every job is either first or second in an interleaved

21



pair, or it runs alone. This produces a partition of the jobs into sets X, Y, Z, and a fixed
set of interleaved pairs P = {(xg, yx) | zx € X, yr € Y'}. We now use this pairing to define

a new input for a different instance.

Definition 4.1.2. Given the Orman-Potts pairing of input I, we define the reduced input
I, whose J = {J1,...,7n"} jobs are the following:

e for each pair (zy,yx) € P : a keJg job of processing time p, = 3p + by, ,
e for each single job z € Z :a 2z € J job of processing time p, = 2p + b,.

Notation 4.1.3. For an input I’, we write NV for the total number of jobs.

The processing times follow directly from Observations [3.0.3] and [3.0.4, We now for-

mally define the correspondence between schedules for I and schedules for 1.

Notation 4.1.4. We denote the set of all feasible schedules for I by F(I), and the set of
all feasible schedules for I by F(I).

Definition 4.1.5. Define ¢: F(I) — F(I') as follows. Given S € F(I), the schedule
©(S) assigns to each job je I the same machine and start time as its corresponding
block in S: pair (z, yx) maps to job Jx, and single job z maps to job 7,.

A

Notation 4.1.6. We denote ¢(S) as S.

Proposition 4.1.7. The mapping ¢ : F(I) — F(f) is a bijection. Furthermore, for every
schedule S € F(I), Crnax(S) = Cax(9).

Proof. We first show that ¢ is injective. Let Sy, Sy € F(I) and suppose ¢(S1) = ¢(S2).
Then every block in S; and S5 is assigned to the same machine and starts at the same
time. Since each block uniquely determines the corresponding interleaved pair or single
job, we obtain S; = S5. Hence ¢ is injective.

To show surjectivity, let SeF (f ). Replace each job of S by its corresponding coupled-
task block: an interleaved pair (zy,yx) if the job originates from a pair, or a single job z
otherwise. Since the processing time of every job in I equals the length of its corresponding
block by Definition [£.1.2] the resulting blocks do not overlap on any machine. Thus we
obtain a feasible schedule S € F(I) satisfying ¢(S) = S. Therefore ¢ is surjective.
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Finally, corresponding jobs and blocks occupy exactly the same time intervals on the
same machines. Hence the completion time of the last processed block is identical in both
schedules, implying

Crnax(8) = Crnax((5)).
O

Corollary 4.1.8. Let C

max

(I) denote the optimal makespan of I under the fizred Orman—
Potts pairing, and let C* (f) denote the optimal makespan of I. Then

CraeD) = Co (D).

max

4.2 LPT Scheduling of the Reduced Input

To analyse the instance with reduced input I, we first consider the P2 || Crnax problem
and the Longest Processing Time (LPT) algorithm. We then present the approximation
guarantee of LPT due to Coffman and Garey [4]. Finally, we apply LPT to I and obtain
a schedule S.

4.2.1 The LPT algorithm for P2||Cy.x

The P2 || Cphax problem asks for a schedule of n jobs with only one operation and process-
ing times pyq,...,p, on two identical machines that minimizes the makespan. Note that
this is not the coupled-task instance, since each job consists of a single operation.

The Longest Processing Time algorithm consists of two phases: In the first phase
we sort the jobs in a non-increasing order of their processing times. In the second phase,
jobs are considered one by one in this order. Each job is assigned to the machine with
the smallest current load, and processing starts immediately when that machine becomes
available. If multiple machines have the exact same smallest load, the job is assigned to

the machine with the smallest index.

Remark 4.2.1. The first phase can be performed in O(nlogn) time using quicksort or
with other sorting algorithms. The second phase itself takes O(n) time, therefore the

overall time complexity is O(nlogn).

Example 4.2.2. By looking at the schedule in Figure we see that the jobs are sched-
uled in LPT order: 10, 9, 8, 7, 6, 4, with the total makespan being 23. This schedule is
not optimal, that would be in Figure 1.2 where the jobs are scheduled optimally.
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0 10 17 23 0 9 16 22
Figure 4.1: LPT schedule Figure 4.2: Optimal schedule

Observation 4.2.3. LPT does not always produce an optimal schedule.

Notation 4.2.4. For the P2 || Cpax problem, we write Cppr for the makespan of the
schedule produced by LPT and C%

max

for the optimal makespan.

Theorem 4.2.5 (Coffman & Garey [4]). The LPT algorithm is a %—approximatz’on for
P2||Cryax-

Proof. We consider 2 cases: Let us assume that the last job to start is job j and it starts

at time k.

Case 1 (short last job) 1If job j has a processing time that is not bigger than the third of

/3, then we know that before the last job j started on machine «,

the optimum: p; < CF .
every other machine was full or just finished processing. We also know that there was no
idle time for any machine, because LPT schedules a new job on a machine immediately
after it becomes free. This means that an optimal schedule could not finish before time k.
So the optimum plus the processing time of the last job is not smaller than the makespan

of machine a scheduled with the LPT algorithm.
Crpr < Chay + ;-

In this case we assumed that: p; < Cf_ /3. So we get:

max

1 4
Crpr < Chax 95 < Chax + 5000 = 305

max 3 max 3 max

Case 2 (long last job) If p; > C

max

/3, then every job is bigger than C?, /3. In this
case a maximum of two jobs can fit on any machine, because every job is "big". For such
instances, LPT is optimal, because the optimal would be to pair the biggest job with the
smallest on one machine and on another machine pair the second biggest with the second

shortest etc. LPT produces exactly this assignment, so it gives an optimal solution. [
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4.2.2 Applying LPT to the reduced input

We apply the LPT algorithm to the reduced input I.

Remark 4.2.6. The jobs of I have only one operation and fixed processing times, so
both conditions of Theorem are satisfied. LPT therefore applies to I without any

modification.

Notation 4.2.7. We write a; for the makespan of the LPT schedule on I , and Cx

max

for the optimal makespan with I input.

Corollary 4.2.8. Applying Theorem to I, we obtain

4 —_—
—('*

Crpr < 3 Cmax:

4.3 Recovering a Coupled-Task Schedule

We now convert the LPT schedule S for I back into a schedule for the original coupled-task

instance I.

Definition 4.3.1. The recovered schedule S for I is obtained from S by replacing each
job in S with its corresponding coupled-task block (an interleaved job-pair or a single job)
as in Definition

Notation 4.3.2. We denote U1, as the makespan of schedule S.

Proposition 4.3.3. The recovered schedule S is a feasible schedule for I and satisfies

o —

C1ALG = CLPT-

Proof. Feasibility and makespan preservation both follow directly from Proposition [£.1.7]
U

4.4 Approximation Analysis

We have a feasible coupled-task schedule S with makespan Cxrq.

Notation 4.4.1. Let OPT denote the optimal makespan of the original coupled-task
problem with I input.
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Remark 4.4.2. Theorem bounds Car,c against Cx . the optimal makespan of the

max’

reduced input I’. However, 5;1;{ may be larger than OPT: the Orman-Potts pairing is
optimal for a single machine, but on two machines it may force pairs that an optimal

coupled-task schedule would leave as single jobs.

First, we establish two lower bounds on the optimal makespan. The first lower bound

comes from the average machine load.
Notation 4.4.3. Let W = Zgil P be their total processing time.

Lemma 4.4.4 (Average-load lower bound).

OPT > K

2

Proof. Let us note that the optimal schedule may use a different pairing than the Orman-
Potts algorithm. Suppose an optimal pairing 7* produces total work W, .. The two ma-
chines together must process all W units of work. Therefore at least one machine has a
load of at least W, /2. This means that the makespan cannot be smaller than W- /2. So

OPT > Mg’f*.

By Lemma [3.0.10, the Orman-Potts algorithm minimises the total job work among all
possible pairings. Therefore W < W, for every pairing 7, including the optimal one (7*).

So this means that,

The second lower bound comes from the largest job.
Notation 4.4.5. Let by = maxjc s b;.
Lemma 4.4.6 (Single-job lower bound).
OPT > 2p 4+ bay.
Proof. This follows from the fact that the largest coupled-task job must also be processed.

Therefore OPT is at least the size of the largest job. 0
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Theorem 4.4.7. For every input I of P2 | Coup-Task, a; = L; = p | Cpax, the schedule

produced by our algorithm satisfies

3
Car < 5 OPT.

Therefore, the algorithm is a %-approazz'mation algorithm.

Proof. Let p1 > py > --- > pn be the job sizes sorted in non-increasing order for input I.
Let pr be the last job to finish processing. When the algorithm places job l%, it assigns it
to the currently least loaded machine. Therefore the load of that machine before placing

the last job is at most W;pA’“. This means that

W W
= o (4.1)

Cara < 5

We observe two cases.

Case 1: p, < OPT Using Equation (4.1)) and Lemma [4.4.4}
w OPT 3

Case 2: p, > OPT Since OPT > % by Lemma , we have pj, > % As two jobs of
size greater than % would have total size exceeding W, therefore job k is the largest job,
i.e., pr, = p1. In the LPT schedule, p; is assigned to M; first. Every job after that is assigned
to M, since My’s load never exceeds M;’s load, because W — g, < W < g, = M;’s load.
Therefore Cyre = pr exactly (see Figure . We now consider two subcases depending

on whether job k is reduced from a single job or an interleaved job-pair.

Subcase 2a: p, = 2p + b,, (single job). By Lemma L OPT > 2p + bpax >
2p + b,, = pg, contradicting p,, > OPT. This subcase is therefore 1mp0851b1e.

Subcase 2b: p, = 3p + b,, (interleaved job-pair). By Lemma [4.4.6, OPT >
2D + bmax > 2p + by, . We compute directly:

3 3
@m=%+%§§@W%Q§#Wﬂ

In all cases we conclude Cyra < %OPT.
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Figure 4.3: Case 2 of the proof.

Remark 4.4.8. The main weakness of the algorithm is that the pairing phase is optimized
for the single-machine case. As we have seen in Chapter 3] we aim for the maximum amount
of interleaved pairs. On two machines, it may be worth it to leave some small jobs unpaired
and not interleaved with any other job. The algorithm does not consider these situations,
that is why the approximation ratio increases from % for the reduced input I to % for the

original coupled-task problem.

Example 4.4.9. Let p = 3 and consider four jobs with second-operation times

The algorithm (see in Figure
1. Partitioning gives us S = {Jja, j3, ja} and T' = {j1 }.

2. We are in the |S| > |T'| case with even number of jobs (n = 4), so we need |4/2| = 2

pairs.

3. All three S jobs have the same b value, so we partition S into S; = {jq2,j3} and
S = {ja}-

4. This means that X = {jo, 73}, Y = {js} UT = {js, 1} and Z = (.

5. The resulting pairs and job sizes are:

Jo = (jo, ja) + 3p+bys=9+1=10,  ji = (js, j1) —> 3p+b =9+9=18.

6. LPT assigns the larger job to M; and the smaller to Ms, giving Carg = 18.
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An improved schedule (see in Figure [4.5)):
e Mi: job j; runs alone, contributing 2p +0; = 6 + 9 = 15,

e M,: the interleaved pair (jo, j3) contributes 3p + b3 = 9 + 1 = 10, followed by j4
alone contributing 2p + by =6+ 1 =7, for a total of 17.

So COPT =17< 18 = CALg.

M, jAl 018

M2 ]?2 : 10
' ; ; t
0 10 18

Figure 4.4: The algorithm: Cr,q = 18.

M1 jll 15

M, (J2,J3): 10 Jar 7
' ; ; ; t
0 10 15 17

Figure 4.5: An improved schedule: Copr = 17.
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Chapter 5

Minimization of the total completion

time on a single machine

In the previous chapters, our work was strictly focused on minimizing the makespan. In
this chapter, we consider the coupled-task problem with the same restrictions (a; = L; = p,
where p > 0 is a fixed parameter) on a single machine but with a different objective

function, where we minimize the sum of the completion times of all the jobs:
1|Coup — Task,a; = L; = p| Z C;.

This variant was studied by Chen and Zhang [3], who showed that it is polynomially
solvable. In the remainder of the chapter, we follow their approach and derive several
structural properties of optimal schedules. The detailed optimality argument follows the
proof of Chen and Zhang [3].

The following structural properties we proved earlier for the a; = L; = p case do not

depend on the objective function, therefore they still remain valid here as well.

Observation 5.0.1. By Corollary [3.0.2] if the coupled-task problem satisfies Vj € J :
a; = L; = p, then p > b; has to be satisfied for job i to be first in an interleaved pair.

Observation 5.0.2. By Observation [3.0.3] if the coupled-task problem satisfies Vj € J :
aj = L; = p and (4, j) job-pair is interleaved starting at time ¢, then C; =t +2p + b; and
Cj =t+3p+b; (see Figure 5.1).

Observation 5.0.3. By Proposition if the coupled-task problem satisfies Vj € J :

a; = L;j = p, then a job can be interleaved with at most one other job.
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Figure 5.1: An interleaved pair (7, j) in the a; = L; = p case.

Therefore, Corollary holds for this problem too.

Remark 5.0.4. However, the results that describe an optimal schedule under the Ci, .y
objective rely on makespan minimization, so they do not directly apply to the >  C;
setting.

5.1 Properties regarding the objective function

We now derive structural properties that are specific to the > C; objective.

Lemma 5.1.1. If a job k runs alone immediately before an interleaved pair (i,7), then
rescheduling as the pair (i,k) followed by job j alone (keeping the same starting time for
the first job) decreases ) C}.

Proof. Suppose job k and (i, j) interleaved pair appear in this order consecutively. Let ¢

be the start time of the first job. In the original order, the completion times are
Co=t+2p+0by, Ci=t+2p+b)+2p+b;, C;j=t+2p+by)+3p+b;.

After rearranging the schedule so that (i, k) forms an interleaved pair followed by job j
alone,

Ci=t+2p+b, Cp=t+3p+b, Cj=1t+3p+b+2p+0;.

The difference is
(C{+Ch+C)) = (Ci+ C+ Cj) = —(p+bi) < 0.
O

Corollary 5.1.2. In any optimal schedule, all single jobs are scheduled after all interleaved

pairs.
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Lemma 5.1.3. In an optimal schedule, the interleaved pairs are ordered in non-decreasing

order of the second job’s b value.

Proof. Suppose two consecutive interleaved pairs (i1, 71) and (42, j2) appear in this order,
and suppose b;, > bj,. Let ¢ be the start time of the first pair. In the original order, the

completion times of the two pairs are
Cllzt+2p—|—b“, Cj1:t+3p+bj1,
Oiz =i+ (3p+ bjl) + 2p + bi27 CjQ =1+ (3]7 + bjl) + 3p+ bj2'
If we swap the two pairs, then the new completion times are
C{2:t+2p+bl2, 0;2:t+3p+bj2,
The difference is
So swapping the two pairs decreases the objective value, which contradicts optimality. [

Lemma 5.1.4. In an optimal schedule, the single jobs are ordered in non-decreasing order

of their b values.

Proof. Suppose two consecutive single jobs ¢ and j appear in this order, and suppose

b; > b;. Let t be the start time of job 4. In the original order:
After swapping them,

Ci=t+2p+b;, Ci=t+(2p+0b;)+2p+b

The difference is:

(C!+Cl) = (Ci+Cy) = b; — b, < 0.

So the swapped schedule has a smaller objective value, contradicting optimality. U
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Following Observation we use the same partition as in Notation [3.1.1}
S=1{ilb; <p},
T={jlb;>p}

Jobs in T" can appear as the second job of an interleaved pair or as a single job, while jobs

in S can take either role.

Notation 5.1.5. Let the interleaved pairs be (z1,v1), (z2,%2), .- ., (Zk, Yx), in this order.

After these pairs, let the single jobs be 21, 29, ..., 2, also in this order.

Corollary 5.1.6. There exists an optimal schedule in which all interleaved pairs are
followed by all single jobs. Thus the schedule has the form

(5131791)7 <x2ay2)7 SRS (mlmyk)yzla B2y ey 20

Lemma 5.1.7. In an optimal schedule, if an interleaved pair (z,y) is immediately followed

by a single job z, then by, < b,.

Proof. Suppose, for contradiction, that b, > b,. Consider the part of the schedule con-
sisting of the interleaved pair (z,y) followed immediately by the single job z, and let ¢ be

the starting time of this part. In the original schedule, the completion times are
Cp=1+2p+b,, Cy=t+3p+0, C,=t+3p+0b,+2p+0..

Now replace this part by the interleaved pair (z, z) followed by the single job y. This is
feasible, since x was already the first job of an interleaved pair, and therefore b, < p. In

the new schedule, the completion times are
Cl =t+2p+b,, Cl=t+3p+b,, C,=t+3p+0b.+2p+0b,

The length of the considered part is unchanged. However, the change in the total com-

pletion time is

(C,+CL+C) = (Co +Cy+C.) =b, — b, <0.

Thus, the new schedule has a smaller total completion time, contradicting the optimality
of the original schedule. Hence b, < b,. O

Corollary 5.1.8. The jobs appearing as second jobs of interleaved pairs and the single

jobs are ordered together in non-decreasing order of their b values:
by < by, < oo by by <o < by
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Notation 5.1.9. For every interleaved pair (z,,y,), let the start time be:
T, =) (3p+by,).
q<r
Similarly, for every single job z, let the start time be:

k

Us=Y (Bp+b,)+> (2p+b.,).

r=1 q<s

Proposition 5.1.10. For a schedule with pairs (z1,v1), ..., (Tk, yx) followed by single jobs

Z1,..., 2, the total completion time s
k ‘
D C =) Q2T +5p+bs, +by,)+ > (Us+2p+b.,).
jeJ r=1 s=1

Proof. 1f interleaved pair (z,,y,) starts at time 7., then
Cp, =T, +2p+0b,,, C, =T, +3p+by,.
Therefore, an interleaved pair’s total completion time is
Cy, +Cy, =21, +5p+b,, +0by,.
If single job z4 starts at time Uy, then
C..,=Us+2p+0,,.

Adding these expressions for all interleaved pairs and all single jobs gives the formula. [J

5.2 Construction of an optimal schedule

The structural properties established in the previous sections fully determine the ordering
within an optimal schedule. However, the pairing itself remains to be determined. For this
reason, we now follow the approach proposed by Chen and Zhang [3], who showed that
this problem can be solved in polynomial time.

Recall the partition
S={jlb;<p}, T={jlb>p}
By Observation [5.0.1, only jobs from S may appear as the first job of an interleaved pair.
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Remark 5.2.1. We assume that the jobs are indexed in non-decreasing order of their
b-values, that is, by < by < --- < b,. With this indexing, the set S consists of the first | 5|

jobs and the set T consists of the remaining jobs.

The algorithm of Chen and Zhang is based on enumerating a certain integer parameter.
This parameter determines how the jobs of S are split between first members of interleaved
pairs and the remaining jobs that appear either as second members of pairs or as single

jobs.

Notation 5.2.2. Let s denote the number of jobs from S that serve as second jobs in an

interleaved pair.

Notation 5.2.3. Let

L L]

Chen and Zhang show that it is sufficient to consider integer values s < s < 5. For

each such value of s, we construct a candidate schedule o(s).

Definition 5.2.4. For a fixed integer s with s < s <'s, define
H(s)={s+1,s+2,...,]5|}, R(s)={1,2,...,s}UT.

The jobs in H(s) will be used as first members of interleaved pairs. The jobs in R(s) will

appear either as second members of interleaved pairs or as single jobs.

For a fixed value of s, the candidate schedule o(s) is constructed as follows. Each
job in H(s) is paired with one of the first |H(s)| jobs of R(s), where the jobs of R(s)
are considered in non-decreasing order of their b-values. These interleaved pairs are then
scheduled in the same order. After all interleaved pairs, the remaining jobs of R(s) are

scheduled as single jobs, again in non-decreasing order of their b-values.

Notation 5.2.5. Let X(s) denote the total completion time of the candidate schedule
o(s), that is,

X(s) =) Cjla(s)).

JjeJ
The algorithm evaluates X (s) for every integer s in the interval s < s <3 and returns

a candidate schedule with minimum objective value.
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Algorithm 2 Chen-Zhang algorithm for 1 | Coup-Task, a; = L; =p | > C;
Input: Jobs J with second-operation times b;; parameter p > 0

Output: An optimal schedule

Step 1. Reindex the jobs so that by < by < --- < b,. Construct S = {j | b; < p} and
T={jlb;j>p}

Step 2. Compute

_ S|=|T —_ |18
s 252y - [g)
Step 3. For every integer s with s < s <3, do the following.
(a) Set H(s) ={s+1,...,|5|} and R(s) ={1,...,s} UT.

(b) Interleave each job in H(s) with one of the first |H(s)| jobs of R(s), where the jobs

of R(s) are considered in non-decreasing order of their b-values.

(c) Schedule the interleaved pairs in non-decreasing order of the b-values of their second

job.

(d) Append the remaining jobs of R(s) as single jobs in non-decreasing order of their

b-values.

(e) Record the schedule as o(s) and compute its total completion time X (s).

Step 4. Return o(s*) where X (s*) = min{X(s) | s < s < 5}.

Theorem 5.2.6 (Chen & Zhang [3]). Algorithm [9 produces an optimal schedule for 1 |
Coup-Task, a; = L; =p| > C}.

Theorem 5.2.7. Algorithm @ runs in O(nlogn + n?) time.

Proof. Sorting in Step 1 takes O(nlogn) time. The number of values of s examined in
Step 3 is at most s — s+ 1 < [[|S|/2] + 1 = O(n). For each fixed s, constructing o(s)
and computing X (s) each take O(n) time. The total running time is therefore O(nlogmn +
n?). O
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