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Introduction

Deep neural networks have become one of the most important tools in modern machine
learning, especially in image classification and other high-dimensional prediction tasks.
Their success is largely based on the ability of deep architectures to learn complex nonlin-
ear mappings from data. However, increasing the depth of a neural network also introduces
stability related difficulties. Small changes in the input, numerical errors, or adversarial
perturbations may be amplified as information propagates through many layers.

Residual neural networks provide an important architectural idea for addressing some
of these difficulties. By introducing skip connections, a residual block updates its input
by adding a learned correction term. This structure is not only useful from a machine
learning point of view, but also has a natural interpretation from numerical analysis: a
residual block can be viewed as one explicit Euler step applied to an underlying dynamical
system.

This observation motivates the central question of the thesis. If standard residual net-
works correspond to the explicit Euler method, can other numerical time discretization
methods lead to alternative neural network architectures with improved stability proper-
ties? In particular, strong stability preserving (SSP) Runge–Kutta methods are designed
to preserve certain stability properties of the explicit Euler method while using multiple
stage updates. This makes them natural candidates for constructing SSP-inspired residual
network blocks.

The main goal of this thesis is to study the connection between residual neural net-
works and numerical time discretization. The thesis does not aim to prove a general
robustness theorem for SSP-inspired neural networks. Rather, its objective is to demon-
strate that ideas from numerical analysis provide a useful mathematical perspective for
understanding residual architectures and for designing new network blocks with more
controlled perturbation propagation.
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Chapter 1

Neural Network Fundamentals in

Supervised Learning

The first chapter collects the background material required for the rest of the thesis. Most
of the concepts introduced here follow the standard presentation of Goodfellow, Bengio,
and Courville [1]. The emphasis is not on completeness, but on those notions that will later
be needed to discuss residual neural networks and their interpretation from the viewpoint
of numerical time discretization.

1.1 Neural Networks as Function Approximators

In supervised learning, one seeks to learn an input-output relation from finitely many
labelled examples. More precisely, we are given a training dataset

D = {(xi, yi)}Ni=1,

where xi ∈ Rd denotes the i-th input sample and yi ∈ Y denotes the corresponding target
value or class label.

The aim is to construct a parametrized function

f(·; Θ) : Rd → Y ,

where Θ denotes the collection of trainable parameters, such that f(xi; Θ) approximates
yi on the training data and, ideally, the model also performs well on previously unseen
inputs.
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Deep feedforward neural networks are built by composing several simple transforma-
tions. If h(l−1) ∈ Rdl−1 denotes the representation entering the l-th layer, then this layer
may be viewed as a map

f (l) : Rdl−1 → Rdl , h(l) = f (l)(h(l−1)).

For a fully connected layer, this transformation is the composition of an affine map
and a nonlinear activation function:

h(l) = g
(
W (l)h(l−1) + b(l)

)
,

where W (l) ∈ Rdl×dl−1 is the weight matrix, b(l) ∈ Rdl is the bias vector, and

g : R → R

is a nonlinear activation function applied componentwise.
The whole network can therefore be written as a composition

f = f (L) ◦ f (L−1) ◦ · · · ◦ f (1).

This compositional structure is central for the rest of the thesis. It is responsible both
for the expressive power of deep networks and for the stability difficulties that arise when
signals, perturbations, and gradients are propagated through many layers.

The nonlinear activation function is essential in this construction. Without nonlinear
activations, a composition of affine layers would again be an affine map, independently of
the depth of the network. Activation functions therefore provide the nonlinearity respon-
sible for the expressive power of deep neural networks.

The importance of nonlinear activations is also reflected in the universal approximation
theorem, which provides a basic expressivity motivation for neural networks.

Theorem 1.1.1 (Universal approximation theorem [2]) Let K ⊂ Rd be compact
and let f : K → R be continuous. For suitable nonlinear activation functions σ, and for
every ε > 0, there exist m ∈ N, coefficients αj ∈ R, weights wj ∈ Rd, and biases bj ∈ R
such that

N(x) =
m∑
j=1

αjσ(w
⊤
j x+ bj)

satisfies
sup
x∈K

|f(x)−N(x)| < ε.
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This theorem shows that neural networks form a highly expressive class of nonlinear
function approximators. However, it is an existence result, i.e. it does not explain how
suitable parameters are obtained from data. This question leads to the training problem
considered in the next section.

1.2 Training Deep Neural Networks

We now turn from expressivity to training. The task of choosing suitable parameters from
data is formulated as the minimization of a loss function. For a model f(x; θ), an input
xi, and a target value yi, we denote the loss by

L(f(xi; θ), yi).

The average loss over the training set is called the empirical risk or cost function:

J(θ) =
1

N

N∑
i=1

L(f(xi; θ), yi).

Training can therefore be formulated as the optimization problem

θ∗ ∈ argmin
θ

J(θ).

The choice of loss function depends on the learning task.

⋄ In regression problems, where the target is typically a continuous quantity, a com-
mon choice is the squared error

L(f(xi; θ), yi) = ∥f(xi; θ)− yi∥22.

⋄ In classification problems, the model often outputs class probabilities. If pθ(y | x)
denotes the probability assigned by the model to class y for input x, then a standard
choice is the negative log-likelihood loss

L(f(xi; θ), yi) = − log pθ(yi | xi).

In deep neural networks, the empirical risk is usually high-dimensional and non-convex.
Consequently, exact minimization is generally infeasible, and training is performed by
iterative gradient-based methods. The simplest example is gradient descent:

θt+1 = θt − η∇θJ(θt),
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where η > 0 is the learning rate.
To apply gradient descent, one must compute the gradient of the empirical risk with

respect to all trainable parameters. This is done by the backpropagation algorithm. Math-
ematically, backpropagation is the systematic application of the chain rule to the compu-
tational graph of the neural network. The forward pass computes the activations and the
loss, while the backward pass propagates derivative information layer by layer from the
output towards the input.

This backward propagation of derivatives is the classical point at which stability dif-
ficulties appear in deep learning. If a deep network is written as a composition

f = f (L) ◦ f (L−1) ◦ · · · ◦ f (1),

then derivatives with respect to earlier layers involve products of many local Jacobian
matrices. More precisely, up to the usual transpose conventions in backpropagation, the
essential mathematical structure is the following product of Jacobians:

D(f (L) ◦ f (L−1) ◦ · · · ◦ f (l+1))(h(l)) = Df (L)(h(L−1))Df (L−1)(h(L−2)) · · ·Df (l+1)(h(l)).

Thus, in a very deep network, gradient information is propagated backward through a
long product of matrices.

⋄ If the norm of such products is very small, then the gradient reaching the earlier
layers becomes extremely small. As a result, the corresponding parameters are up-
dated only weakly, and the early layers may learn very slowly. This is the vanishing
gradient problem.

⋄ If the norm of these products is very large, then gradients may grow rapidly as they
are propagated backward. This is the exploding gradient problem. In that case, the
parameter updates in

θt+1 = θt − η∇θJ(θt)

may become too large, leading to unstable training, oscillating loss values, or nu-
merical overflow.

Several practical techniques have been developed to mitigate these difficulties. Common
examples include

⋄ suitable weight initialization strategies,
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⋄ ReLU-type activation functions, which help alleviate gradient saturation,

⋄ normalization techniques such as batch normalization and layer normalization,

⋄ residual connections, which facilitate gradient propagation and will play a central
role in the remainder of the thesis.

While the techniques listed above often improve training in practice, they do not eliminate
the underlying stability issues completely.

The discussion above concerns stability difficulties in the backward pass. Gradients
may vanish or explode because backpropagation involves long products of Jacobian ma-
trices. This is the classical stability issue associated with training deep neural networks.

In the next chapter, we turn to a different but related notion of stability. Instead of an-
alyzing gradient propagation, we investigate the propagation of perturbations during the
forward pass. For residual networks, small perturbations may be amplified as information
propagates through many residual blocks. This forward stability problem naturally leads
to an interpretation of residual networks as numerical time discretizations and provides
the motivation for the numerical-analysis viewpoint developed in the remainder of the
thesis.
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Chapter 2

Residual Networks and Forward

Stability

2.1 Residual Neural Networks

Deep neural networks are built as compositions of many transformations. In a standard
feedforward architecture, the representation at layer k + 1 is obtained from the previous
representation xk by applying a learned transformation

xk+1 = Hk(xk; Θk),

where Hk denotes the mapping represented by the k-th layer or block and Θk denotes its
trainable parameters.

Residual neural networks (ResNets), introduced in [3], modify the standard feedfor-
ward architecture by augmenting each block with a skip connection. Instead of directly
learning the full transformation Hk, a residual block learns the difference between the
desired output and the input. This residual function is defined by

Fk(xk; Θk) = Hk(xk; Θk)− xk.

Consequently, the block output can be written as

xk+1 = xk + Fk(xk; Θk).

Here xk denotes the input representation of the block, Fk(xk; Θk) is the learned residual
transformation, and xk+1 is the output representation passed to the next block.
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In convolutional architectures, the residual function is typically not a single layer
but a composition of several operations, such as convolutions, normalization layers, and
nonlinear activation functions. The skip connection provides a direct path through the
network and facilitates the propagation of information and gradients.

The residual update above assumes that xk and Fk(xk; Θk) have the same dimension.
If the dimensions differ, then the identity mapping is replaced by a projection:

xk+1 = Pkxk + Fk(xk; Θk),

where Pk is a linear projection. In convolutional neural networks, such projections are
often implemented by 1× 1 convolutions.

A complete residual network consists of a sequence of residual blocks:

xk+1 = xk + Fk(xk; Θk), k = 0, 1, . . . , L− 1,

followed by an output layer
ŷ = fout(xL).

The resulting hidden representations

x0, x1, . . . , xL

form a discrete trajectory through feature space. This observation provides the starting
point for an interpretation of residual networks through the lens of dynamical systems
and numerical time discretization.

2.2 Residual Networks as Time-Stepping Schemes

The interpretation of deep residual networks as discretizations of continuous-time dynam-
ical systems has become an influential viewpoint in the deep learning literature. Early
connections between ResNets and differential equations were observed in [4], while a sys-
tematic continuous-depth formulation was later developed in the Neural ODE framework
[5].

A residual network computes a sequence

x0, x1, . . . , xL,
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according to the update rule

xk+1 = xk + Fk(xk; Θk).

To make the analogy with numerical time discretization explicit, let T > 0 and divide
the interval [0, T ] into L equal subintervals with step size

∆t =
T

L
.

The residual update can then be written as

xk+1 = xk +∆t Fk(xk; Θk).

This scaling suggests interpreting the hidden representations as samples of a continu-
ous trajectory x(t) satisfying

dx(t)

dt
= F (x(t), t; Θ(t)), t ∈ [0, T ],

x(0) = xin.

Applying the explicit Euler method to this initial value problem yields

xk+1 = xk +∆t F (xk, tk; Θ(tk)),

which has the same structure as the scaled residual update. Consequently, residual net-
works may be interpreted as explicit Euler discretizations of an underlying dynamical
system.

This viewpoint creates a direct connection between deep learning and numerical anal-
ysis and motivates the study of residual networks using concepts from the numerical
solution of differential equations.

A natural question is whether this dynamical systems interpretation also provides
insight into the stability properties of deep residual networks.

2.3 Perturbation Propagation and Stability

Chapter 1 discussed stability difficulties arising during the backward pass of training.
These difficulties were associated with products of Jacobian matrices appearing in back-
propagation.
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Residual networks give rise to a different but related stability question. Instead of
tracking gradients propagated backward through the network, we now investigate how
small perturbations propagate forward through successive residual blocks.

Consider two nearby inputs to the same residual block:

xk, x̃k = xk + δk,

where δk denotes a small perturbation.
Applying the residual update to both states gives

xk+1 = xk + Fk(xk; Θk),

and
x̃k+1 = x̃k + Fk(x̃k; Θk).

Subtracting the two equations yields

δk+1 = δk + Fk(xk + δk; Θk)− Fk(xk; Θk).

Assuming that Fk is continuously differentiable, a first-order Taylor expansion yields

Fk(xk + δk; Θk) = Fk(xk; Θk) +DFk(xk)δk +O(∥δk∥2).

Substituting into the perturbation equation yields

δk+1 =
(
I +DFk(xk)

)
δk +O(∥δk∥2).

Neglecting higher-order terms, we obtain the linearized perturbation dynamics

δk+1 ≈
(
I +DFk(xk)

)
δk.

Iterating the linearized update through successive residual blocks yields

δL ≈
L−1∏
k=0

(
I +DFk(xk)

)
δ0.

Consequently, the stability of the forward propagation process is determined by the
behaviour of a product of Jacobian-related matrices.

This expression is structurally similar to the Jacobian products encountered in back-
propagation. In Chapter 1, such products governed the propagation of gradients. Here
they govern the propagation of perturbations through the forward pass.
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A complementary global estimate can be obtained under a Lipschitz assumption. Sup-
pose that each residual function Fk is Lipschitz continuous with constant Lk:

∥Fk(x)− Fk(y)∥ ≤ Lk∥x− y∥.

Then
∥δk+1∥ ≤ (1 + Lk)∥δk∥,

and therefore

∥δL∥ ≤

(
L−1∏
k=0

(1 + Lk)

)
∥δ0∥.

This estimate shows that perturbations may grow as they propagate through a deep
residual network. In particular, if the factors (1 + Lk) are uniformly larger than one, the
bound grows exponentially with depth.

This observation demonstrates that forward perturbation propagation constitutes a
natural stability question for deep residual architectures.

The explicit Euler method provides the simplest numerical interpretation of residual
networks. However, explicit Euler is well known to possess restrictive stability properties
in numerical analysis. This naturally raises the question whether alternative time dis-
cretization methods can lead to residual architectures with improved stability behaviour.

The next chapter introduces the numerical time-stepping methods that form the basis
of the strong stability preserving (SSP) inspired neural network architectures studied later
in this thesis.
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Chapter 3

Numerical Time Discretization

Methods

Chapter 2 showed that residual neural networks can be interpreted as explicit Euler
discretizations of an underlying dynamical system. Moreover, the perturbation analysis
revealed that the propagation of perturbations depends strongly on the stability properties
of the underlying time-stepping method.

This observation naturally raises the following question: can alternative numerical
time discretizations lead to residual architectures with improved stability behaviour? We
briefly summarize the concepts that are most relevant for the subsequent development of
SSP-inspired neural network architectures. The presentation follows standard references
such as [6, 7] for Runge–Kutta methods and [8, 10] for strong stability preserving methods.

3.1 Stability Analysis of Time-Stepping Methods

A classical tool for studying the stability of numerical methods is the linear test equation

y′(t) = λy(t), y(0) = 1,

where λ ∈ C. When a one-step numerical method is applied to this problem, the numerical
solution typically satisfies

yn+1 = R(z)yn, z = hλ,

where R(z) is called the stability function of the method.
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Definition 3.1.1 The function R : C → C satisfying

yn+1 = R(z)yn, z = hλ,

for the linear test equation is called the stability function of the numerical method.

Repeated application of the numerical method yields

yn = R(z)ny0.

Consequently, the behaviour of the numerical solution is determined by the magnitude
of R(z).

Definition 3.1.2 The stability region of a numerical method is defined by

S = {z ∈ C : |R(z)| ≤ 1}.

The stability region characterizes those values of z = hλ for which perturbations are
not amplified under repeated application of the numerical method. Since Chapter 2 linked
perturbation propagation in residual networks to products of Jacobian related matrices,
such stability considerations will play a central role in the remainder of the thesis.

3.2 The Explicit Euler Method

As discussed in Chapter 2, the standard residual block

xk+1 = xk + Fk(xk; Θk)

has the same algebraic form as the explicit Euler discretization of an ordinary differential
equation. Applying explicit Euler to the linear test equation yields

yn+1 = yn + hλyn = (1 + hλ)yn.

Therefore, the stability function is

REE(z) = 1 + z.

The corresponding stability region is determined by

|1 + z| ≤ 1.
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Hence the stability region is the closed disk centered at −1 with radius 1. The stability
region is shown in Figure 3.1. Its relatively small size illustrates a classical limitation of the
explicit Euler method. Consequently, when residual networks are interpreted as explicit
Euler discretizations, forward perturbations may be difficult to control if the effective step
size becomes too large.

Figure 3.1: Stability region of the explicit Euler method.

3.3 Runge–Kutta Methods

A natural strategy for improving the accuracy and stability properties of explicit Euler is
to combine several intermediate evaluations of the vector field within a single time step.
This leads to the class of Runge–Kutta methods, which form one of the most important
families of numerical methods for ordinary differential equations [6, 7].

Definition 3.3.1 Let A ∈ Rs×s, b, c ∈ Rs. An s-stage Runge–Kutta method is defined
by

Yi = yn + h
s∑

j=1

aijf(tn + cjh, Yj), i = 1, . . . , s,

and

yn+1 = yn + h

s∑
i=1

bif(tn + cih, Yi).
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The coefficients are conventionally summarized by the Butcher tableau

c A

b⊤
.

A Runge–Kutta method is explicit whenever the matrix A is strictly lower triangular.
Such methods require no nonlinear system solve at each time step and are therefore com-
putationally attractive in both numerical simulation and machine learning applications.

Applying a general Runge–Kutta method to the linear test equation yields the stability
function

R(z) = 1 + z b⊤(I − zA)−1e.

For explicit Runge–Kutta methods, R(z) is a polynomial. Furthermore, if the method
has order p, then

R(z) = 1 + z +
z2

2!
+ · · ·+ zp

p!
+O(zp+1),

which coincides with the Taylor expansion of ez up to order p. Consequently, higher-order
Runge–Kutta methods often possess substantially larger stability regions than explicit
Euler. Figure 3.2 illustrates the considerably larger stability regions that can be achieved
by higher-order Runge–Kutta methods. This observation suggests that alternative time
discretizations may provide improved stability properties compared with the explicit Euler
updates naturally associated with standard residual networks.

Figure 3.2: Typical stability regions of explicit Runge–Kutta methods.
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3.4 Strong Stability Preserving Methods

The discussion above focused on classical linear stability regions. For nonlinear problems,
however, a different notion of stability is often more relevant. In many applications, the
explicit Euler method satisfies a contractivity, monotonicity, or total variation diminishing
property under a suitable step-size restriction.

The SSP framework is usually formulated for autonomous evolution equations. We
therefore consider ut = F (u), where F denotes the underlying vector field. Suppose that
the explicit Euler method satisfies

∥un +∆t F (un)∥ ≤ ∥un∥ whenever ∆t ≤ ∆tEE,

where ∆tEE denotes the largest step size for which the desired stability property holds
for the explicit Euler method.

A natural question is whether a higher-order numerical method can preserve the same
stability property under a comparable step-size restriction. This question led to the de-
velopment of strong stability preserving methods [8, 9, 10].

Definition 3.4.1 A time discretization method is called Strong Stability Preserving (SSP)
with coefficient C > 0 if ∥un+1∥ ≤ ∥un∥ whenever ∆t ≤ C∆tEE. The constant C is called
the SSP coefficient.

Thus, an SSP method preserves the stability property enjoyed by the explicit Euler
method, possibly under a modified step-size restriction. The larger the SSP coefficient C,
the larger the admissible time step.

The key theoretical idea underlying SSP methods is the Shu–Osher representation
introduced in [8]. While the Butcher representation describes a Runge–Kutta method
through its coefficients (A, b, c), the Shu–Osher representation rewrites the same method
as a sequence of convex combinations of explicit Euler updates. This alternative repre-
sentation makes the SSP property transparent.

Definition 3.4.2 An explicit Runge–Kutta method is said to be in Shu–Osher form if

u(0) = un,

u(i) =
i−1∑
j=0

(
αiju

(j) +∆t βijF (u(j))
)
,
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with coefficients satisfying
αij ≥ 0, βij ≥ 0,

and
i−1∑
j=0

αij = 1.

The non-negativity of the coefficients implies that every stage is a convex combination
of explicit Euler updates. Consequently, any stability property satisfied by explicit Euler
is inherited by the higher-order method under a suitable step-size restriction.

The SSPRK(2,2) and SSPRK(3,3) schemes occupy a distinguished position in the SSP
literature. They are classical examples of optimal explicit SSP Runge–Kutta methods in
their respective order and stage classes [8, 9]. More precisely, no explicit Runge–Kutta
method with the same number of stages and the same order can possess a larger SSP
coefficient. Since these methods directly motivate the neural network architectures studied
in Chapter 4, we briefly review them below.

The SSPRK(2,2) Method

The SSPRK(2,2) method is a two-stage second-order explicit Runge–Kutta method. It is
given by

u(1) = un +∆t F (un),

un+1 =
1

2
un +

1

2

(
u(1) +∆t F (u(1))

)
.

This method has SSP coefficient C = 1.

The SSPRK(3,3) Method

The SSPRK(3,3) method is a three-stage third-order explicit Runge–Kutta method. It is
given by

u(1) = un +∆t F (un),

u(2) =
3

4
un +

1

4

(
u(1) +∆t F (u(1))

)
,

un+1 =
1

3
un +

2

3

(
u(2) +∆t F (u(2))

)
.

This method also has SSP coefficient C = 1.
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The SSPRK(2,2) and SSPRK(3,3) schemes will serve as the basis for the neural net-
work architectures considered in the next chapter. Since residual neural networks can be
interpreted as explicit Euler discretizations, these higher-order SSP Runge–Kutta meth-
ods naturally suggest alternative residual architectures with potentially improved stability
properties. The next chapter translates the SSPRK(2,2) and SSPRK(3,3) schemes into
neural network architectures and investigates their perturbation propagation behaviour.
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Chapter 4

SSP-Inspired Neural Network

Architectures

In this chapter, we describe how the numerical schemes introduced in Chapter 3 can
be translated into neural network architectures. The constructions presented here follow
the SSP-inspired networks proposed by Kim et al. [11]. The main idea is to replace the
Euler-type residual update of a standard residual network by higher-order strong stability
preserving Runge–Kutta discretizations. This leads to alternative network blocks whose
structure is inherited from the underlying numerical methods.

4.1 From SSP Runge–Kutta Methods to Neural Net-

works

Chapter 2 established that residual neural networks can be interpreted as explicit Euler
discretizations of an underlying dynamical system. Chapter 3 then introduced strong
stability preserving Runge–Kutta methods as higher-order time discretizations possessing
favourable stability properties.

The central idea of Kim et al. [11] is to replace the Euler type residual update by
SSP Runge–Kutta discretizations while retaining the trainable nonlinear residual map-
ping. In this way, numerical time-stepping schemes can be translated into neural network
architectures. More precisely, starting from an SSP Runge–Kutta method

ut = F (u),
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the vector field is replaced by a trainable residual mapping

F (·)⇝ F (·; Θ).

The resulting update formulas define residual blocks whose structure mirrors the un-
derlying SSP Runge–Kutta discretization.

The crucial observation is that every stage of an SSP Runge–Kutta method involves
evaluations of the vector field and convex combinations of previously computed states.
Replacing the vector field by a trainable residual mapping therefore yields neural network
blocks whose architecture directly reflects the underlying numerical discretization. Conse-
quently, numerical properties of the time-stepping scheme may influence the propagation
of information and perturbations through the network.

This observation provides the conceptual bridge between the numerical methods dis-
cussed in Chapter 3 and the neural network architectures introduced below.

4.2 The SSP2 and SSP3 Architectures

The SSP2 architecture proposed in [11] is obtained by translating the SSPRK(2,2) method
introduced in Chapter 3 into a residual neural network block. Replacing the vector field
by a trainable residual mapping F (·; Θk) yields

x(1) = xk + F (xk; Θk),

xk+1 =
1

2
xk +

1

2

(
x(1) + F (x(1); Θk)

)
.

Thus, the SSP2 block consists of two Euler stages connected through the convex com-
bination structure inherited from the underlying SSPRK(2,2) discretization. As discussed
later in this chapter, this structure leads to a smaller variance amplification factor than
that of the standard residual block under a simplified variance propagation model.

The SSP3 architecture proposed in [11] is obtained by translating the SSPRK(3,3)
method introduced in Chapter 3 into a residual neural network block. Replacing the
vector field by a trainable residual mapping F (·; Θk) yields the first stage

x(1) = xk + F (xk; Θk).

The second stage is given by

x(2) =
3

4
xk +

1

4

(
x(1) + F (x(1); Θk)

)
.
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Finally, the block output is computed as

xk+1 =
1

3
xk +

2

3

(
x(2) + F (x(2); Θk)

)
.

Thus, the SSP3 block consists of three Euler stages connected through the convex-
combination structure inherited from the underlying SSPRK(3,3) discretization. Com-
pared with the SSP2 architecture, the additional stage introduces a richer averaging struc-
ture. As discussed later in this chapter, this leads to an even smaller variance amplification
factor within the simplified variance propagation model considered in [11].

4.3 Adaptive Runge–Kutta Blocks

The SSP2 and SSP3 architectures discussed above are derived from fixed SSP Runge–
Kutta schemes whose coefficients are completely determined by the underlying numerical
method. Kim et al. [11] also consider a more flexible architecture, called ArkBlock, in
which certain Runge–Kutta coefficients are allowed to be learned from data.

Figure 4.1 summarizes the residual, SSP2, SSP3, and adaptive Runge–Kutta block
architectures considered in this thesis.

Figure 4.1: Comparison of the ResBlock, SSP2, SSP3, and adaptive Runge–Kutta block
architectures proposed by Kim et al. [11].
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The motivation is that, while SSP2 and SSP3 inherit desirable stability properties
from their underlying discretizations, the optimal numerical method for a learning task is
not known a priori. Allowing selected coefficients to adapt during training may therefore
provide additional flexibility while retaining the general Runge–Kutta structure.

The adaptive block is based on a two-stage second-order Runge–Kutta scheme. Its
first stage is given by

x(1) = xk + c F (xk; Θk),

where c is a trainable parameter. The final output is computed as

xk+1 = xk + αF (xk; Θk) + βF (x(1); Θk).

Rather than learning all coefficients independently, the architecture learns the param-
eter c, while α and β are determined from the classical second-order Runge–Kutta order
conditions

α + β = 1 and βc =
1

2
.

Solving these equations yields

α = 1− 1

2c
and β =

1

2c
.

Consequently, the adaptive block can be written as

xk+1 = xk +

(
1− 1

2c

)
F (xk; Θk) +

1

2c
F (x(1); Θk).

This one-parameter family includes the classical Ralston method [6, 12], corresponding
to the choice

c =
2

3
,

which minimizes the Euclidean norm of the leading local truncation error coefficients
among two-stage second-order explicit Runge–Kutta methods. In the implementation con-
sidered in [11], the parameter c is constrained to the interval

c ∈
[
1

2
, 1

]
.

This guarantees that α ≥ 0 and β ≥ 0, so that the update remains compatible with
a convex combination interpretation. Unlike SSP2 and SSP3, whose coefficients are fixed
by the underlying SSP Runge–Kutta schemes, ArkBlock allows the parameter c to adapt
during training. The resulting architecture therefore combines ideas from numerical time
discretization with the flexibility of data-driven parameter learning.
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4.4 Variance-Based Motivation for SSP Blocks

After defining the ResNet, SSP2, SSP3, and adaptive Runge–Kutta blocks, we compare
their effect on perturbation growth using a simplified variance propagation model. The
purpose of this analysis is not to provide a formal robustness guarantee, but rather to
illustrate why SSP convex combinations may reduce perturbation amplification compared
with the standard Euler residual update.

Following the variance analysis of Kim et al. [11], we make the following simplifying
assumptions. First, for every intermediate state z appearing in the computation

Var(F (z)) = Var(z).

Second, all covariance terms between the random quantities appearing in the sums
below are assumed to vanish. Under these assumptions, variances of sums reduce to sums
of variances. For notational convenience, we denote the mappings associated with the
standard residual block, the SSP2 block, and the SSP3 block by ResBlock, SSP2Block,
SSP3Block, respectively.

Lemma 4.4.1 (Variance amplification of SSP blocks) Let V = Var(x). Under the
assumptions above,

Var(ResBlock(x)) = 2V, Var(SSP2Block(x)) =
7

4
V and Var(SSP3Block(x)) =

29

18
V.

Proof: For the residual block,

Var(ResBlock(x)) = Var(x+ F (x)) = V + V = 2V.

For SSP2,
x(1) = x+ F (x), Var(x(1)) = 2V.

Hence
Var(SSP2Block(x)) =

1

4
V +

1

4
(2V ) +

1

4
(2V ) =

7

4
V.

For SSP3,
Var(x(2)) = V +

1

16
V +

1

16
(2V ) =

19

16
V.

Therefore

Var(SSP3Block(x)) = V +
1

36
V +

1

36
(2V ) +

4

9

19

16
V =

29

18
V.
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□

The variance amplification factors satisfy

29

18
<

7

4
< 2.

Thus, both SSP-inspired architectures exhibit smaller variance growth than the standard
residual block, with SSP3 producing the smallest amplification factor. Although this anal-
ysis does not constitute a robustness guarantee, it provides a theoretical motivation for
investigating SSP-inspired architectures experimentally.
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Chapter 5

Numerical Experiments and

Interpretation of Results

The preceding chapters developed the numerical-analysis viewpoint underlying this the-
sis. Residual neural networks were interpreted as explicit Euler discretizations, and SSP-
inspired residual blocks were obtained by replacing the Euler-type update by strong sta-
bility preserving Runge–Kutta structures. The variance calculation in Chapter 4 then
suggested that SSP2 and SSP3 blocks may amplify perturbations less than a standard
residual block.

This chapter discusses the numerical experiments of Kim et al. [11] from this view-
point. The aim is not to reproduce all implementation details of their study, but to inter-
pret the reported results in relation to the stability concepts introduced earlier. In par-
ticular, the central question is whether the SSP-inspired block structure leads to smaller
perturbation amplification and improved robustness compared with the standard ResNet
block.

5.1 Experimental Setting

Kim et al. [11] compare several residual-type architectures. The baseline is a standard
ResNet architecture, whose block has the Euler-type form

xk+1 = xk + F (xk; Θk).

The SSP-2 and SSP-3 architectures replace this update by the fixed-coefficient SSP
Runge–Kutta blocks described in Chapter 4. The fourth architecture, denoted SSP-adap,
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uses an adaptive Runge–Kutta block. In this block, some of the coefficients are learned
during training instead of being fixed by a classical SSP scheme.

The comparison is designed so that the main difference between the models is the struc-
ture of the residual block. In the fixed SSP-2 and SSP-3 cases, the same residual mapping
is evaluated more than once inside a block. This can be interpreted as parameter sharing.
Consequently, these blocks do not increase the number of trainable parameters compared
with the corresponding ResNet block. This point is important, since an improvement in
robustness cannot simply be attributed to a larger model.

The experiments are carried out on MNIST and CIFAR-10. Robustness is evaluated
using adversarial examples. For an input image x with label y, an adversarial example
has the form

xadv = x+ δ, ∥δ∥∞ ≤ ε,

where the perturbation δ is chosen so as to increase the loss of the model. Kim et al. [11]
use Fast Gradient Sign Method (FGSM) and Projected Gradient Descent (PGD) attacks
for this purpose. FGSM is a one-step gradient-based attack, while PGD applies several
projected gradient steps and is therefore a stronger test of robustness. In their notation,
PGDi denotes a PGD attack with i iterations.

The use of adversarial attacks is particularly relevant in the present context, since
adversarial robustness can be interpreted as a practical manifestation of perturbation
propagation through a deep network. From the perspective developed in Chapters 2-4,
adversarial examples provide a natural way to assess whether SSP-inspired architectures
are able to control the amplification of perturbations more effectively than standard resid-
ual networks.

5.2 MNIST Experiments

The MNIST experiment is performed without adversarial training. Its purpose is to test
whether the architecture itself can improve robustness. Kim et al. [11] train ResNet, SSP-2,
SSP-3, and SSP-adap models with six blocks. During training, uniformly sampled random
noise is added to the inputs with maximum perturbation size ε = 0.3. The corresponding
results are shown in Table 5.1.

The clean accuracies are almost identical, all close to 99.5%. Thus, replacing the
ResNet block by an SSP-inspired block does not substantially reduce performance on
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Model Clean FGSM PGD20 PGD30

ResNet 0.9961 0.7674 0.5799 0.1773
SSP-2 0.9954 0.7984 0.5979 0.1850
SSP-3 0.9960 0.8022 0.6176 0.1930
SSP-adap 0.9946 0.8586 0.7611 0.5102

Table 5.1: MNIST accuracy of the models under clean and adversarial evaluation, reported
by Kim et al. [11].

unperturbed MNIST images. The difference appears when adversarial perturbations are
introduced. Under FGSM, the ResNet accuracy is 0.7674, while SSP-2 and SSP-3 reach
0.7984 and 0.8022, respectively. The adaptive SSP model gives the largest improvement,
reaching 0.8586. The same tendency is visible for PGD attacks. In particular, under
PGD20 the ResNet accuracy is 0.5799, whereas SSP-adap reaches 0.7611. Under PGD30,
ResNet drops to 0.1773, while SSP-adap still reaches 0.5102.

These results suggest that the SSP-inspired architectures can improve adversarial ro-
bustness even without adversarial training. From the perspective developed in Chap-
ters 2-4, this observation is consistent with the idea that SSP-type block structures may
reduce the amplification of perturbations as they propagate through the network. At the
same time, MNIST is a relatively simple dataset, and therefore this experiment should
be interpreted as an illustrative first indication rather than as a complete robustness
evaluation.

5.3 CIFAR-10 Experiments

CIFAR-10 is a more challenging image classification problem. Kim et al. [11] observe that,
without adversarial training, all considered architectures are easily attacked by PGD.
For this reason, the main CIFAR-10 comparison is performed together with adversarial
training.

The adversarial training objective can be written as

Radv(hθ) = E(x,y)∼D

[
max
δ∈∆

L(hθ(x+ δ), y)

]
,

where ∆ is the admissible perturbation set. In the CIFAR-10 experiments, perturbations
are constrained in the ℓ∞ norm with ε = 8/255, and the inner maximization is approxi-
mated by PGD.
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The authors vary the number N of blocks in each group and the number K of PGD
iterations used during adversarial training. The trained models are then evaluated on
clean images, FGSM examples, and PGD attacks with different numbers of iterations.
Some representative results are shown in Table 5.2.

N K Model Clean FGSM PGD7 PGD20

6 7 ResNet 0.8357 0.5116 0.4389 0.4150
6 7 SSP-2 0.8257 0.5223 0.4577 0.4368
6 7 SSP-3 0.8376 0.5165 0.4478 0.4246
6 7 SSP-adap 0.8376 0.5283 0.4640 0.4403
10 12 ResNet 0.8181 0.5467 0.4957 0.4755
10 12 SSP-2 0.8144 0.5497 0.5074 0.4932
10 12 SSP-3 0.8119 0.5507 0.5032 0.4890
10 12 SSP-adap 0.8156 0.5643 0.5166 0.5016

Table 5.2: Representative CIFAR-10 results under adversarial training, reported by Kim
et al. [11].

The clean accuracies remain in a similar range for the different architectures. Hence,
the robustness improvements do not appear to come from sacrificing natural accuracy.
Under adversarial evaluation, however, the SSP-based models generally achieve higher
accuracy than the corresponding ResNet model. For instance, when N = 6 and K = 7,
ResNet has PGD20 accuracy 0.4150, while SSP-2, SSP-3, and SSP-adap reach 0.4368,
0.4246, and 0.4403, respectively. When N = 10 and K = 12, ResNet reaches 0.4755,
whereas SSP-adap reaches 0.5016.

The improvement is not uniform in every single column, but the overall tendency is
consistent with the numerical motivation developed in the previous chapters. The SSP-
inspired architectures generally provide improved robustness against gradient-based ad-
versarial attacks while maintaining a comparable level of clean accuracy. Nevertheless,
these experiments do not by themselves establish a theoretical robustness guarantee, and
the observed improvements should be interpreted primarily as empirical evidence sup-
porting the SSP-inspired design principle.
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5.4 The Role of the SSP Property

A natural question is whether the improvement is caused simply by using a higher-order
Runge–Kutta method. Kim et al. [11] address this by including a midpoint two stage
second order Runge–Kutta architecture, denoted mid-RK2. This method is second order,
but it does not possess the SSP property.

The reported CIFAR-10 results show that mid-RK2 does not consistently improve
robustness compared with ResNet. For example, when N = 10 and K = 7, the PGD20
accuracy of mid-RK2 is 0.4045, which is below the ResNet value 0.4111 and also below
the SSP-2 and SSP-3 values 0.4427 and 0.4497. This comparison indicates that higher
order alone is not sufficient to explain the observed improvement.

This point is important for the interpretation of the experiments. The SSP framework
does not merely provide a higher-order discretization; it provides a higher-order method
written as convex combinations of Euler-type steps. This convex structure is precisely
the feature connected to stability preservation. Therefore, the comparison with mid-RK2
supports the view that the robustness improvement is related to the SSP structure rather
than only to the order of the numerical method.

5.5 Perturbation Growth inside the Network

The previous experiments measure robustness at the output level. They answer the ques-
tion whether the final classifier gives the correct label for adversarially perturbed inputs.
Kim et al. [11] also investigate a more direct quantity related to forward stability: the
growth of perturbations inside the network.

Let f denote the mapping represented by a group of blocks. For a clean input x and
a perturbed input x′, the perturbation growth ratio is defined by

PGR(f) = E
[
∥f(x)− f(x′)∥p

∥x− x′∥p

]
, p = 1 or p = 2.

A large value of this ratio means that a small input perturbation is strongly amplified
during forward propagation. A smaller value indicates that the architecture controls the
growth of perturbations more effectively.

Figure 5.1 shows the perturbation growth ratio across different groups of the network.
The subfigures correspond to different choices of the network depth parameter N , the
adversarial training parameter K, and the norm p used in the PGR computation.
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Figure 5.1: Perturbation growth ratios of ResNet, mid-RK2, SSP-2, SSP-3, and SSP-adap
architectures for different network depths and norms, adapted from Kim et al. [11].

The perturbation growth measurements reported by Kim et al. [11] show that SSP-2,
SSP-3, and SSP-adap produce smaller perturbation growth ratios than ResNet. This gives
direct experimental support for the stability interpretation developed in this thesis. The
SSP architectures do not only improve final adversarial accuracy; they also reduce the
internal amplification of perturbations.

This observation is consistent with the variance calculation in Chapter 4. There, under
simplifying assumptions, SSP2 and SSP3 had smaller variance amplification factors than
the standard residual block. The perturbation growth ratio can therefore be viewed as an
empirical counterpart of that calculation.

5.6 Interpretation and Conclusions

The experiments of Kim et al. [11] support the numerical time-discretization viewpoint
of residual neural networks. A standard ResNet block has the form of an explicit Euler
step. This structure is simple and effective, but from numerical analysis it is also natural
to expect limitations in stability. If perturbations are amplified through many consecutive
residual blocks, the final classifier may become sensitive to small adversarial changes in
the input.

The SSP-inspired architectures modify this mechanism. The fixed SSP-2 and SSP-3
blocks replace the single Euler-type update by convex combinations of Euler-type stages.
This introduces a stability-preserving multistage structure without increasing the number
of trainable parameters. The adaptive SSP block further allows some coefficients to be
learned, and in several experiments it gives the largest improvement.

The MNIST results show that SSP-inspired architectures can improve system robust-
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ness even without adversarial learning. The CIFAR-10 results demonstrate that these
architectures are also effective when combined with adversarial learning. The compar-
ison with mid-RK2 suggests that the improvement is connected to the SSP property,
not merely to the use of a higher-order method. Finally, the perturbation growth ratio
measurements show that SSP networks reduce the internal amplification of perturbations
during the forward pass.

Thus, the experimental results are consistent with the theoretical motivation developed
throughout this thesis. The analogy between residual neural networks and numerical time
discretization is not merely a formal mathematical observation, but provides a systematic
framework for constructing and interpreting neural network architectures. The numerical
experiments suggest that SSP-inspired network blocks can improve robustness and reduce
perturbation amplification while maintaining competitive predictive performance.

The primary goal of this thesis was not to establish a general robustness theorem for
SSP-inspired neural networks, but rather to develop a mathematical understanding of the
ideas connecting residual networks, dynamical systems, and strong stability preserving
time discretizations. In this sense, the study demonstrates how concepts originating in
numerical analysis can be used to motivate, analyze, and interpret modern deep learning
architectures.

More broadly, the results presented here illustrate that the interaction between nu-
merical analysis and machine learning is a fruitful area of research. As neural networks
continue to be interpreted through the language of differential equations and dynamical
systems, numerical time-stepping methods may provide further inspiration for the de-
velopment of new architectures and stability-preserving design principles. SSP-inspired
neural networks constitute one example of this broader connection and highlight the po-
tential of transferring mathematical ideas across disciplinary boundaries.
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