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Introduction

”There is nothing in the world more powerful than a good story. Nothing can

stop it. No enemy can defeat it.” These are the words of Tyrion Lannister in

the last episode of the series Game of Thrones. This quote stands out, not

just because it is part of a well-written monologue in an otherwise question-

ably well-written season, but because it feels true. Fictional and non-fictional

literature can have a tremendous impact on people’s lives by nothing more

than telling stories. Some of this power may come from the characters in a

tale, and the rare experience to take part in something entirely as an ob-

server, yet become intimately familiar with the participants. As a reader,

it is intuitive to follow the social interactions in a book; they are the tool

to progress the plot. But, examining the very same relationships without a

human mind to process and keep track of the natural language is a signifi-

cantly harder task. In this thesis, I present some previous works creating and

analysing the social networks of books, and present an alternative method

utilising the recent advancements in large language models.

To represent these character interactions, graphs are a natural choice. In

previous works, the connections between nodes were detected, and could be

weighted based on some measure of importance. For example, the number of

times two characters are mentioned in the same paragraph, but these were

always non-negative. In hopes of offering new perspectives, the method I

used attributes signed sentiment scores to the edges. These can be positive,

neutral or negative, based on the intent of their dialogues, better capturing

the true nature of a connection.

In Chapter 1, I present the theoretical background of the social network

analysis, introducing the different centrality measures used and the concept

of frustration in the network. Chapter 2 is a brief overview of Large Language

Models (LLMs). Chapter 3 describes a traditional Natural Language Process-

ing (NLP) method. Chapters 4 and 5 document the method used to extract
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the social graphs, using Google’s Gemini models, and the analysis conducted

on these graphs, respectively. Finally, Chapter 6 outlines the ideas for future

work on this project.

In the analysis section, two main questions are in focus. First, how well

can the importance of characters be measured in the networks. To answer

this, measures introduced in Chapter 1 are calculated and examined. The

other being on how the frustration between characters, especially between

character triplets, indicates that a story is intended for more adult readers.

For this part, the seven Harry Potter books were used as the test corpus.

6



Chapter 1

Theoretical background of

network exploration techniques

In the chapter below, I summarise the theoretical background for the tech-

niques used in the last chapter to analyse the network created in the project.

The part about the centralities is from a book written by Newman [8], the

part about the motifs is based on an article by Kovanen and Lauri et al. [6] .

1.1 Centrality measures

In the structural analysis of networks, measuring the relative importance

or influence of individual nodes is a fundamental objective. This requires

a method to describe node qualities based on the topology of the graph.

Researchers have utilized a variety of centrality measures to evaluate this

importance, each relying on different structural assumptions. The simplest

of these is the degree of nodes. Though it shows how influential a node may

be to its immediate neighbourhood, it can be beneficial to look at other met-

rics to paint a clearer picture of a network. The graphs below, consisting of

two complete subgraphs connected by a single bridging node, illustrate how

these algorithms measure nodal influence.
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Figure 1.1: Illustrating the four centralities on an example. The size of each

node is proportional to its centrality value of the type specified in the graph

title. Nodes with the same centrality values are also colored the same, apart

from being the same size. The nodes are labelled with integers starting from

1.

Let’s examine Betweenness centrality as our first method. This measure char-

acterises a node based on its position along the shortest paths connecting

other pairs of nodes in the network. A node is considered central if it fre-

quently acts as a bridge or bottleneck to information flow. Formally, if gst is

the total number of shortest paths from s to t and ni
st is the number of those
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paths that pass through i, the betweenness centrality of xi is:

xi =
∑
st

ni
st

gst

In the provided example, the singular connecting node between the four-node

and three-node complete subgraphs exhibits the highest betweenness score.

Despite having a degree of only two, it achieves this high score because every

shortest path transitioning between the two disparate subgraphs must tra-

verse through it.

In contrast, Eigenvector centrality assumes that a node’s importance is de-

rived recursively from the importance of its immediate neighbours. Nodes

connected to high-degree nodes are themselves scored higher. The vector

x = (x1, x2, . . . , xn) satisfies the system of equations for all i:

xi = κ−1
1

∑
j

Aijxj

where κ1 is the largest eigenvalue of the adjacency matrix A. In matrix form,

this is expressed as Ax = κ1x. The solution vector x is also the eigenvector

tied to the largest eigenvalue.

When applied to the sample graph, the nodes residing within the larger,

four-node complete subgraph achieve the highest scores. They form a dense

cluster of mutual reinforcement, effectively creating an isolated echo chamber

of influence. The bridging node, conversely, scores poorly in this metric, as

it is penalised for lacking the dense, recursive connectivity of the complete

subgraphs.

Finally, PageRank, a centrality obtained from an algorithm initially devel-

oped to rank web pages. PageRank behaves similarly to eigenvector centrality

by modelling a flow of influence, but it introduces a damping factor and di-

vides a node’s transmitted influence by its out-degree. The centrality for the
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i-th node is the i-th coordinate of the solution vector to the system defined

as:

xi = α
∑
j

Aij
xj

kout
j

+ β

where A is the adjacency matrix of the graph, kout
j is the out degree of node

j, α ∈ [0, 1] is the damping factor, and β is a constant. The role of β is to

enable nodes with no incoming edges to have a non-zero score. The role of

kout
j is also notable here. It ensures that no single node, acting as a hub, with

a large out-degree, contributes a disproportionate amount of influence. But

this factor can be problematic. If a node has no outgoing edges, this formula

would result in a divison by zero, to mitigate this, kout
j is artificially set to

1 on these nodes. This way, they still contribute zero to other nodes’ scores

without causing an error. In the sample graph, the specific node within the

four-node subgraph that directly connects to the bridge achieves the highest

PageRank.

1.2 Motifs

In a broader context, the structures present in a network are also interesting

to consider. Specifically, the localised patterns surrounding individual nodes

often provide useful information about the whole graph. To systematically

evaluate the tendency of nodes to form tightly knit communities, we can

utilize the clustering coefficient. This metric quantifies the local density of

a network by examining the immediate neighbourhood of a target node. It

is calculated by determining the proportion of actual edges existing between

those neighbours, relative to the maximum possible number of edges that

could theoretically connect them. The formula to determine the local clus-

tering coefficient Ci for a single vertex i with degree ki is given as:

Ci =
number of pairs of neighbors of i that are connected

1
2
ki(ki − 1)
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Here the numerator counts the existing connections between node i and its

neighbours, divided by the total possible number of distinct edges i can have.

Using the idea of the local clustering coefficient, we can get information about

an important property of a social network, transitivity. Transitivity in a net-

work is defined by the property that the friend of my friend is also my friend.

Or with notation: If a vertex v is connected to a vertex u, and u is connected

to a vertex w, then v is also connected to w, so the uvw nodes form a tri-

angle. Perfect transitivity means in a network that all components are cliques.

The global version of the clustering coefficient is a useful tool for measuring

transitivity in a network. Similar to the local version, it takes the ratio of all

triangles and divides it by the total number of possible triangles. To find the

latter number, we can count the paths with length two in our graph, since

each of these has three vertices on it and may or may not be connected. If

we count the paths, we count each possible triplet 6 times, because a path

is counted from each of its endpoints and each triangle contains six distinct

paths of length two (uvw, vwu,wuv, wvu, vuw, and uwv), all of which are

closed. Therefore, the total number of closed paths is exactly six times the

number of triangles in the network. The formula for the global clustering

coefficient C is:

C =
3× (number of triangles)

number of connected triples

Here C ∈ [0, 1], when C = 1, the transitivity of the network is perfect, and

all of its components are cliques. The case when C = 0 can also occur, for

example, in a tree, where there are no cycles of any kind.

Although counting the triangles reveals important information about the

whole network, it may be beneficial to examine these triads more deeply.

Analyzing these triplets involves distinguishing between open triads—where

a central node connects to two neighbors that remain disconnected from each

other—and closed triads, which form a complete triangle. The prevalence of

these closed triangles serves as a core indicator of network cohesion.
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Expanding this structural analysis to signed networks, signed link weights

can represent cooperative or antagonistic relationships. By counting the neg-

ative and positive edges in a triangle, the stability of the configuration can be

determined. When there is an odd number of negative edges in a triad, they

make up a frustrated triangle. There are two possible configurations. First

are triads with three negative edges. Representing a mutually antagonistic

relationship, the enemy of my enemy is my enemy, among the nodes. The

other is a singular negative edge connecting two nodes that are ”friendly”

with the same third node. Both of these options are illustrated in the figure

below:

Figure 1.2: The two possible types of frustrated triangles in a graph with

signed edge weights.

On an interesting side note to this topic, a very similar framework can be

used to model the magnetic state of spin glasses in condensed matter physics.

The name spin glass refers to a state characterised by randomness in the spin

structure of a material. In ferromagnets, the magnetic spins of the building

atoms all align in the same direction. Meanwhile, in a spin glass solid, they

do not excite any regular pattern.
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In the model created by Edwards and Anderson, they described the spin

glass structure as a network of atomic spins where the exchange interac-

tions Jij between neighbouring sites are treated as random variables. This

is analogous to signed networks, where edges are classified as either positive

or negative. An interaction is positive (Jij > 0) if the spins are preferred

to be parallelly aligned, while it is negative (Jij < 0) if they are not. With

signed edges, the types of frustrated triangles described above can emerge in

a network. These represent structural imbalances in the matter, because no

spin configuration can satisfy every bond, therefor the system is prevented

from reaching a globally ordered ground state.

In a 4-node subgraph, it is also possible to have frustration, for example,

a circle with the length of four edges, out of which only one is positive, the

rest are negative. Similarly, subgraphs with more nodes can also be frus-

trated. I found these to be rarely present during the applied part of this

thesis and thus they were not explored further.

13



Chapter 2

Overview of LLMs

In this section, I will present a brief overview of Large Language Models and

their architecture. In the autumn of 2022, OpenAI released the first publicly

available browser interface of an AI chatbot, powered by a fine-tuned GPT-

3.5 model [1]. This brought the technology into public awareness. Arguably,

the most novel experience these AI models brought was their ability to ”un-

derstand” natural language inputs. People could have a conversation with

chatbots. With the first mainstream models, like the above mentioned GPT-

3.5, or the early iterations of Google’s Gemini models, the 1.0 and 1.5 series

[11], the interactions were far from perfect, but they kept getting better and

better rapidly.

In any communication, regardless if the participants are human or machine,

when a conversation is happening, two things must happen. An input must

be processed by the receiver, and a response must be generated. Starting

with the first step. To process Natural Language (NL) using computational

models, the text data needs to be transformed into a vectorized representa-

tion.

14



2.1 Vectorization background

For computational models to learn and work properly, they require continu-

ous mathematical values. Therefore, the first step is to associate each word

with a long list of numbers, which is called a word embedding. The main goal

of word embeddings is to capture a word’s meaning based on its context. The

basic idea is that words appearing in similar contexts tend to possess similar

meanings.

In the early years, researchers used sparse embeddings. Methods like Term

Frequency-Inverse Document Frequency [10] relied on straightforward co-oc-

cur-rence statistics to construct word embeddings by counting nearby words.

Because of this, the dimensionality of the vector corresponds to the whole

vocabulary size. These vectors were excessively long and dominated by zeros,

because many words rarely appear near others.

To solve the size problem, researchers invented static dense embeddings, like

’Word2Vec’ [7] and ’GloVe’ [9]. These vectors have fixed dimensions and

consist of real-valued numbers. However, static embeddings have a clear lim-

itation: a word is invariably represented by the same vector, irrespective of

the context in which it appears. For example, the word ”bank” had the ex-

act same list of numbers whether it meant a financial building or a river bank.

Modern LLMs address this shortcoming by creating contextual word em-

beddings. The contextualised embedding of a word is contingent on all other

words within a sentence. To do this efficiently, the sequence undergoes seg-

mentation into individual components using tokenizers, such as the Word-

Piece tokenizer [13]. This tokenizer breaks less common words down into

subword units recognized by the model. Illustrate this with an example: If a

model encounters a word like ”unflyable,” a static model might fail (Out-of-

Vocabulary). A modern LLM using WordPiece breaks it down:
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Input: ”The plane was unflyable.”

Tokens: [ ”the”, ”plane”, ”was”, ”un”, ”##fly”, ”##able” ]

By breaking the word into sub-units, the model understands the root meaning

of ”fly” while recognising the prefix and suffix that modify it. Because of this

strategy, even out-of-vocabulary words can be processed.

2.2 The Transformer and Generative LLMs

With the input well understood, the next step is to generate the response. In

2017, a new architecture was introduced, the transformer [12]. Prior to this,

language models processed text sequentially one word at a time. A trans-

former does not read text from start to finish; it soaks it all in at once in

parallel.

Generative LLMs are ”decoder-only” models that have been designed to gen-

erate text. They are pre-trained with a next-word prediction objective. When

we input a text sequence, the model does not predict one word with certainty.

Instead, it assigns a probability to all possible next words. What makes these

models ”large” is that they have hundreds of billions of continuous parame-

ters, which begin at random and are refined through a massive pre-training

process.

Because the model reads everything in parallel, it adds positional encoding

to the input embeddings. This allows the model to understand the sequential

order of the input data. After this, the model uses a self-attention mecha-

nism, described in the next section in more detail, and feedforward neural

networks. The feedforward network consists of fully connected layers and ac-

tivation functions, which introduce non-linearity so the model can capture

complex relationships within the data. Layer normalization is applied after

to stabilize the learning process.
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2.3 Self-Attention in the model

The self-attention mechanism is crucial to the transformer architecture. It

calculates how much focus one word should place on other words in a se-

quence. This operation allows the vector representations to interact with one

another and refine their meanings based on the context. This operation can

be illustrated with the following matrix formula:

Attention(Q,K, V ) = softmax

(
QKT

√
dk

)
V

In this equation, Q ∈ RN×dk represents the query matrix, K ∈ RN×dk is

the key matrix, and V ∈ RN×dv is the value matrix, where N denotes the

sequence length (number of tokens), dk is the scaling dimension of the queries

and keys, and dv is the dimension of the values. By multiplying the queries by

the transposed keysKT , the model finds the alignment scores between words.

We divide this product by
√
dk to scale the numbers. Then, the softmax

function converts these scores into a valid probability distribution. Finally,

multiplying by V produces the contextualized vector output for each word.
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Chapter 3

An example of literary analysis

using traditional NLP methods

The chapter below is an extract of the paper written by Elson and Dames et

al. [2]. The quote matching method referenced in the section is described by

the same authors in another paper [3].

3.1 Problem description

An author tested two hypotheses about the character interactions and their

social networks on a corpus of 19th-century British novels. This required a

method to extract social networks and, especially, the conversational inter-

actions from the natural language in an automated way. They have used a

combination of NLP techniques in the creation of their model.

3.2 Network creation

In the network creation, the authors used a novel, three-step approach by

combining pre-existing methods. They use a weighted graph with undirected

edges and positive weights to model the social network. Each character is

represented by a node in the graph. An edge between two nodes is created

18



if the two characters are in ”conversation”. For two characters to be in con-

versation, they have to be in the same space at the same time, take turns in

speaking and intend the other character to hear them.

As a first step, the nodes must have been found and extracted from the

texts. The Stanford Named Entity Recognition tagger [4] was employed on a

pre-processed text to extract the possible entities. These were then clustered

so that coreferent names are mapped to a common name, the full name of

the character, for example. Once the characters of a story are identified, the

next step is to create the links between characters.

This is achieved by identifying the quoted speech in the text and then at-

tributing a character to each instance as the speaker. All character speech is

assumed to be in between quotation marks, with non-speech elements also

found with this criterion. These are filtered out during the next step. This

assumption can be made due to the writing style of 19th-century novels; it

may not be applicable to a modern literary corpus. To categorise the now

identified quotes, the authors sorted each of them into one of five Syntactic

categories by a pattern-matching algorithm. For example:

”Oh, yes,” said Mr.Dursley, his heart sinking horribly. ”Yes, I quite

agree.”

In this line, the first quote has the pattern < QUOTE > <EXPRESS VERB >

< NAME >, and is tagged as a Character trigram, and the latter fits the pat-

tern of Added quote, being <OTHER QUOTE by NAME > < QUOTE >. In both

cases, the speaker would be Mr. Dursley

One of the five categories, Backoff, was used to catch all the candidates

that were not covered by the other four categories. Quoted in the remaining

four categories can be assigned a speaker. By this method, the authors were
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able to assign a speaker to 57% of all found quotes in the test set. Within

this subset, the accuracy was 96%.

The last step of the modelling process was deriving the network itself. After

filtering the uncommon entities, ones with less than 3 mentions or those re-

sponsible for less than 1% of total named entity mentions, from the character

set, the edges were added. Two nodes are connected if they have adjacent

quotes. Quotes within 300 words of one another without an attributed quote

present between them are defined as adjacent. Each edge was weighted by

the number of words present in the adjacent quotes of the characters. These

weights are then normalised by the total length of the novel.

Validating their approach, the authors benchmarked it against two baselines:

Correlation, when characters appearing in the same 10-paragraph window,

and Spoken-mention where one character naming another in quotes.

The comparison revealed that while simple co-occurrence captures ”atmo-

spheric” proximity, it has a lot of ”noise”, yielding a precision of just 0.21.

The Spoken-mention approach did better, achieving a precision score of 0.45,

an issue here may be the fact, that speaking about someone often does not

indicate the other being present. In contrast, the authors’ Speech Adjacency

method achieved a precision of 0.95. This confirmed that dialogue attribution

is the only reliable way to filter out narrative ”background noise” and map

actual social interaction between nodes.

3.3 Explored techniques

The subjects of the paper, the aforementioned two hypotheses, were the

following:

1. With an increase in the character number, the total amount of dialogue
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decreases.

2. Rural settings in a novel produce tighter social networks, with more

interaction happening between not too many characters, while an urban

setting results in a more complex, but looser network.

To test the first hypothesis, the authors calculated the Pearson correlation

coefficient (r) between the character count (|V |) and the total volume

of dialogue (measured in both quote count and word count). Their results

showed a weak positive correlation (r=0.16), thus the hypothesis was rejected.

In case of the second, they looked at the average degree of a node, as well as

the graph density. Here graph density was defined as the ratio of the actual

interactions against the maximum possible interactions in the network:

Density =
2|E|

|V |(|V | − 1)

They have found no significant differences in these features between novels

set in urban and rural settings. However, the narrative point of view was

found to be an important element in predicting the social web of a book. As

they have concluded: Narrative voice, that is, trumps setting.
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Chapter 4

Creating a character network

4.1 Overview

In creating the interaction graph of the characters from a literary work, three

main factors were considered when choosing the method. First and foremost,

the ability to identify characters and interactions reliably, then time and cost

efficiency, and finally, the ease of use in the context of a program.

The most reliable choice to process a natural language input, such as a book,

and turn it into the desired format would have been a manual approach. But

the cost in time to read a book and then input it into a program made this

choice undesirable.

Using a heuristic, like two characters appearing within a certain number of

words from each other, as a criteria for a connection is an improvement over

manual processing in both speed and usability, but may lack some accuracy.

Also, with this technique, two additional problems present themselves. Each

character must be identified, and the sentiment of each interaction should be

decided. A trivial solution to identify the characters is to provide them man-

ually. Most books and novels have their characters listed on their Wikipedia

page or forum. But to determine the sentiment of an interaction is a much
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harder problem. For this reason, another approach was used.

Utilising a large language model seemed to be a solution that satisfied all

three of the expectations reasonably well. The time and cost of processing

a single book is negligible compared to manual processing. If the output

is structured, it can be easily used in a program. In addition, with a good

prompt, it does produce mostly reliable outputs. Thus, this method was used.

4.2 Model and setup

During the network extraction, the following pipeline is used: Workflow of

the character network extraction.

4.2.1 Model choice

I chose Google’s Gemini models as the LLM in my work mostly because I had

some experience with its API previously. Unlike the standard chat interface,

which is optimised for manual, conversational interactions, the Gemini API

allows for programmatic, stateless integration directly into an automated

pipeline. This programmatic access provides precise control over model con-

figuration and response formatting, which is essential for enforcing the struc-

tured JSON outputs required here. No other model provider was tested, as

the outputs produced by the Gemini model proved sufficient. A comparison

between different LLMs on this same task might be interesting in the future.

The specific Gemini model was the gemini-3-flash-preview. When I started

working on this project, this was the newest lightweight model Google pro-

vided via their public API. The flash models have faster response times than

the larger pro models and are also much cheaper, keeping the costs to process

a book down. The cost analysis of the project will be discussed at detail at

the end of this chapter..
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4.2.2 Structure of the response

Gemini’s API allows for the output to be structured. Natively, the response

is in JSON format, with the response stored as coherent text. However, the

user can define custom schema using pydantic or json fields. This way, pro-

cessing the output and turning it into python objects was relatively easy, and

no additional code was required to parse the response.

The following structure was used for the output:

characters:

- name: "Character Name"

- connections:

- name: "Target Character"

- description: 5 # Sentiment score, integers from range [-2, 2]

- quote: "A characteristic interaction..."

A quote field was included here to help the response be grounded in the in-

put. Experiments without this field had extra connections showing up in the

output, that were hallucinated.

Once the structured JSON is received, it is parsed into a Python dictio-

nary. I then use the NetworkX library to create either a DiGraph (Directed

Graph) or a Graph (Undirected Graph where each character is a node, and

each connection is an edge with a weight attribute based on the sentiment

score. An illustration of these graphs in included in section 4.2.5. Additional

examples are included in Appendix B.
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4.2.3 Prompting

The prompt, included fully in Appendix A, is a simple but structured set of

instructions. The role and specific task of the model were included, along-

side the definition of a Meaningful character and a Connection. At the end,

a restriction was added in the hopes of excluding the knowledge from the

training corpus. Optionally, the prompt could also allow a relationship to be

asymmetrical. By allowing asymmetrical relationships, the model generates

a directed graph. This is important because a character might feel positively

toward another who does not or cannot return the sentiment. One example

is the relationship between Harry and his owl, Hedwig, who, even in the

magical world, is unable to hold a proper conversation. In practice, these

asymmetries were always allowed.

4.2.4 Network creation

A book was processed chapter by chapter. This way, I got a picture of the

evolution of character interactions throughout a book and also avoided a

potential downside of using an LLM by keeping each input relatively small

compared to the context window. If too much data is provided in a single

call to the model, the results may be less accurate. During the analysis, these

chapter networks were aggregated to get the character network up until a cer-

tain point in the book.

A drawback of this method is its reliance on user input to segment the text.

Due to inconsistent formatting between books, extracting the chapter sep-

arators from the text is not straightforward. The current implementation

requires the user to create a list of chapter titles formatted as in the book

being processed.

Segmenting a book automatically would be an ideal solution. I have exper-
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imented with a method that can cut the text into scenes, using a separate

API call to a Gemini model. The input was the text of a whole book, and the

expected outputs were starting phrases for each scene. These phrases were

then used to segment the book into scenes.

This was not used in the end, due to several reasons. Primarily, the vali-

dation of a network created from a scene whose content can only be guessed

is much more time-consuming than checking a network from a chapter with

known content. Having an automatic book processor was not worth the trade-

off in time. Secondly, it proved difficult to reliably segment a text using the

phrases received. Extra letters or special characters were added or removed

in the output, compared to the format present in the book. A solution would

have been to use a matching algorithm that can filter out these inconsis-

tencies, but even then, there was a possibility of new bugs emerging. The

semi-manual method removed these complexities. Then, finally, the cost of

inputting a long text also mattered.

Having each chapter processed separately has the side effect that the names

of the characters may differ from each other. To address this, the set of

names present in the responses was fed into another call to a Gemini model

instructed to group the different names of the same character using the full

name of that character. If no full name was found, a first name or a short

description was used instead. The names in the scene networks were then

mapped onto this name for each character.

4.2.5 Created graphs

The network constructed with the above described method was loaded into

NetworkX Graph objects for the analysis. I have used three distinct types of

graphs for different parts of the experiments. In Figure 4.1, there are illustra-
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tions for these. The graph was created from the 9th chapter of the first Harry

Potter book. I will reference these different types of graphs as SNet (Signed

Network), UNet (Unweighted Network) and ANet (Absolute Network) in the

thesis. The edges are coloured based on the sentiment associated with them.

For SNet, no modification was done on the weights. For UNet, the weights

are ignored, and for ANet, they are replaced by their absolute value.

Figure 4.1: The three types of graphs used during the analysis with the

centrality measure it was used in pair. The color of the edges are based

on their weights. The size of each node is proportional to their associated

centrality value of the respective centrality.
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4.3 Differences compared to NLP approach,

an illustration

To illustrate the differences between an NLP method, described in 3, we can

look at how they process the same piece of text:

“Professor Snape stood in the shadows, looking down at the student. ‘Potter,’

he said softly, ‘another night of wandering the corridors, I see?’ Harry didn’t

answer, but his knuckles turned white as he held his lantern.”

4.3.1 NLP approach

By the method described in 3, the following steps are used to process this

quote.

1. Named Entity Recognition: The system scans the text for entities. It

identifies “Professor Snape,” “Potter,” and “Harry.” A clustering algo-

rithm must then be used to decide that “Potter” and “Harry” refer to

the same character.

2. Quote Attribution: The algorithm finds the text between the quotation

marks. It looks for a specific pattern, in this case, <QUOTE> + he said

+ <QUOTE>. Because “he” is the pronoun for the nearest male entity,

the speaker is attributed to Professor Snape.

3. Network Creation: The system checks for ”Speech Adjacency.” Since

Harry is mentioned in the next sentence, and they are within the 300-

word window, an undirected edge between the two is created.

4.3.2 LLM approach

In the method used in this thesis, the process relies on the semantic under-

standing of the model rather than predefined patterns:

28



1. Extraction: By the provided prompt and structure, the model identifies

the interactions. It understands that Snape is the source and Harry is

the target of the interaction. Due to the design of an LLM, no sepa-

rate entity recognition algorithm was needed. If multiple quotes were

input separately, then a method to cluster the same characters’ names

together would have been needed.

2. Output Generation: The model produces a JSON response. Because

the prompt asks for a sentiment score, the LLM interprets the ”soft”

but threatening tone as a negative interaction. The result can be loaded

into a directed edge with a negative weight. While the NLP method

can identify the characters, it can only measure the volume of the con-

versation using undirected edges. It might also struggle if the ”said”

pattern is missing. In contrast, the LLM method captures the nature

of the interaction. By using a structured prompt, we get a directed

interaction where the connection might capture the actual sentiment

between characters better.

4.4 Limitations of the LLM method

While the network extraction method utilising an LLM opens new possibili-

ties, there are some significant drawbacks I must include here.

The most notable of these is the lack of quantified accuracy of this method.

During this project, the results generated were only tested on a small dataset.

The seven Harry Potter books, and a few other examples written in both

Hungarian and English. Thus, no data is available so far about the accuracy

of this method.

The lack of a benchmark makes testing and detecting errors significantly

harder, if any change is made either to the prompt, the retrieval method

or the model being used. Unfortunately, the modification of these parame-

29



ters is essential for two reasons. The first being that the LLM is used as a

black box algorithm. There is no way to modify its inner workings if any

problems are detected. The user can try to mitigate the error via prompt en-

gineering or by adding or removing an extra field in the output. In addition,

testing the effect of these modifications is not practical without a benchmark.

The second reason is the lack of control over the models’ availability. With

the current design, using one of Google’s models, the model provider has full

control. They routinely release new models, but in turn, the older ones are be-

ing steadily deprecated. But a model change can cause significant differences

in the output. A straightforward solution to this is the use of an open-source,

self-hosted LLM in the workflow. However, the hardware required to do so

makes it impractical in certain situations.

There is another limitation emerging from the use of a commercially available

model. Google imposes strict content moderation on the input and output of

its models. It is possible to set filter options by the user, including turning

them off, but this does not give complete control. Specific, violent or sexually

explicit content types are prohibited by filters that cannot be modified by the

user. During the project, when processing the first book of the Hunger Games

series, the fifth chapter was not processed due to repeated ”PROHIBITED

CONTENT” errors.

4.5 Cost analysis of the project

During this project, 9 different books were processed using the method de-

scribed above. The cost of the API calls is specified for a million tokens and

is different for input and output tokens. The prompt and the text that is

inputed to be processed are counted as input tokens. The content of the

response is counted as output tokens. The resources used to generate the

response are counted as thinking tokens and are priced the same as output
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tokens.

The total cost of processing the texts was roughly 10 USD, the total amount

of input tokens was approximately 2 million, while the sum of thinking and

output tokens amounted to approximately 2.8 million. The lack of specificity

is due to the loss of relevant data for part of the project. Some additional

costs were present during the testing phase of the method, but they were not

significant. In future work, the rough price estimate of a dollar per book may

be used.
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Chapter 5

Exploring the network

In the following section, I report the effectiveness of the different techniques

used in analyzing the character networks. The code used for the network

creation and the analysis can be found on my github: https://github.com/

J0ryn/social_networks_in_books/

5.1 Centralities

I have tested 3 centrality measures, degree, eigenvector, and betweenness

centrality. I focused on the five highest- and the five lowest-ranking nodes

for each centrality. I used two types of graphs during these tests. For the

most part, I used the standard signed networks extracted when processing

the book, described in 4. But for the betweenness centrality, I tested the

method with the absolute network. Here, the aggregated graph’s edges have

the sum of the absolute weights of the scene graphs.
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5.1.1 Degree centrality

Figure 5.1: Degree centrality accross the seven books without using the

weights (UNet). The characters with the five highest centrality values are

colored.

As a first step, I have tested the degree centrality measure on the network,

partly to establish a baseline on what can be achieved. Here, the unweighted

network was used. Harry, as could be expected, emerges as the node with the

highest centrality. Being the character the narrative focuses on, he has the

most ”visible” interactions with others. The centrality of the other charac-

ters is more clustered together throughout the story. The top six characters

are highlighted; Hagrid was included because he has a score relatively close

to The Dark Lord’s, and below him, there is a gap to the other characters.

Excluding Harry, the remaining five characters can be split into two groups:

second to fourth and fifth and sixth. Based on this data alone, we could

assume that these six characters are the most important ones in the story.

Which is not entirely false, they are key figures in the books, but some no-

table names are missing. In the next section, we will address this problem

with the eigenvector centrality measure.
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If we focus on the trend-line of Lord Voldemort, we can see that his score

rises rapidly in the matter of one or just a few scenes, then stays relatively

stagnant for extended periods. This would suggest that interactions with him

are rare, but if he is present in a scene, he forms connections with many char-

acters. If we correlate the scenes where his centrality rises to the chapters in

the books, the two highest jumps are scene No. 56, the first chapter of the

fourth book, and scene No. 88, the thirty-third chapter of the fourth book,

which are the only two chapters where he is physically present during the

first four books.

5.1.2 Eigenvector centrality

The centralities were calculated in the network created by aggregating all the

scenes up to that index. No nodes were filtered out. The weights were simply

summed for each edge. The data is plotted in Figure 5.2 .

The top 5 characters identified by this method are expected to be the main

positive characters. The top 3, commonly referred to as the golden trio, are

clearly ahead of the other characters. Harry, as expected, is in the top spot for

almost the entire series. The really negative values in the first few chapters

can be attributed to his negative relationship with the Dursleys, without any

other meaningful connections. It showcases, how a character, that is painted

as the positive hero in a story, can be identifed as a bad influence on the

network, if they are trapped in a hostile social setting.

The rise of Hermione Granger is also similar to the reader experience, where

she is a bit of an outsider in the first book, and even in the first part of the

second book, but after that, gains prevelance in the story.

The bottom five list is equally interesting. The reader might assume that

the most negative character would be the one who must not be named, Lord

Voldemort himself. But he only finishes as third to last. The result for Volde-
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mort shows a limitation of Eigenvector Centrality: it measures how well a

node is ’embedded’ in the network. Because Voldemort has fewer direct in-

teractions than characters living at Hogwarts, like Umbridge or Snape, his

centrality is lower, even though his narrative impact is higher.

Figure 5.2: Eigenvector centrality across the seven books, using SNet type

graphs. The characters with the five highest and the five lowest centrality

values are colored.
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Just as an interesting addition. The rapid fall of Dolores Umbridge around

the 100th scene, about where the fifth book starts. Despite her only being

in one book with any actual role, she landed in the bottom five. This seems

to justify the commonly held opinion in the fanbase that she was the most

detestable character in the books. But also shows how having a ton of ”light”

negative connections, and having a few ”heavy” negative connections, that

is the case with Vernon Dursley, can land a node with around the same

eigenvector centrality score.

5.1.3 Betweenness centrality

An interesting point that came out of the betweenness centrality is that the

Weasley twins, Fred and George, that is, have vastly different roles in the

network. A reader familiar with the books might have these two characters

in their memory as a single entity. During most of the story, they do almost

the same things, are at the same places, etc. But if we plot the top nodes

ordered by their betweenness centrality scores measured in the absolute net-

work, Fred appears in the top 5, while George is nowhere to be seen.
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Figure 5.3: Betweenness centrality across the seven books in the absolute

graphs (ANet). The characters with the five highest centrality values are

colored. It is plotted using a logarithmic scale.

The other characters’ scores are not that strange. Both Dumbledore and

Voldemort have links to a large part of the network, with strong connections

to many characters, most of the time in separate communities. Harry is con-

nected to almost every node in the graph and is the natural link between

any two groups, and Hermione has a really strong connection to Harry as

well as to many other nodes, thus, a large portion of the shortest paths can

include her. Meanwhile, Fred is not that close to anyone, and specifically,

not that different from his brother by role, that would warrant this level of

difference. To be exact, the betweenness centrality of Fred Weasley is 0.458

and of George is 0.292. This is a non-trivial difference for two characters who

essentially play the same role in the story.

Going further down this path, we can take a look at their differences during

the books:
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Figure 5.4: The degree of the Weasley twins throughout the seven books. On

the left graph, the weights on the edges are not taken into account.

It can be seen that Fred’s degree started to rise above George’s level after

about scene 60. This suggests that either Fred became more active, or the

author chose his character to represent the twins more often in interactions

after a certain point. I believe, after reading the books many times over, that

the second case is more likely to have happened. Also, another possibility

does present itself. The network extraction does not work well for this par-

ticular example.

If we examine the neighbours of the two characters, Fred has plenty more con-

nections with other vertices that George is not connected to. Some of these

are characters I know are in contact with both of the twins. It is possible

though, that only Fred speak for the two of them, so the dialouge extraction

step only identifies Fred as the one having the conversation.

We can also examine the text itself for further evidence. The number of

mentions of each character is in the table below:
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Book Fred George

HP 1 34 29

HP 2 98 87

HP 3 72 60

HP 4 181 154

HP 5 314 277

HP 6 75 60

HP 7 94 76

From this, we can see that Fred is mentioned more, and as we progress in the

series, the difference gets larger than at the beginning. This can explain the

difference seen in their degrees in the graph, as well as their different roles

in the network highlighted by the difference in their betweenness centrality

scores.

5.2 Motifs

5.2.1 Frustrated triangles

As we read the books, there is a certain shift in the atmosphere of the uni-

verse. Of course, the overall story gets darker, but the interactions between

the characters also seem to become more tense. For example, during the

whole second book, there is no serious clash between the members of the

golden trio, Harry, Hermione, and Ron. But starting from the third book,

there is at least one, if not more, major disagreement between two of the

three. This creates a social instability that manifests itself as a frustrated

triangle in the graph. Following this, the question arises: Is this the case for

other character interactions as well?

Of course, frustrated triangles can have another form when all the nodes
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are in conflict. We can find an example of this in book five, where the three

characters: Dolores Umbridge, Harry Potter, and Severus Snape are all in

conflict with each other. They may be interesting to examine as a separate

case.

Assumption no. 1: The later we are in the series, the more structural frus-

tration there is between the characters. That is, there are more frustrated

triangles in the later books than in the first few.

Based on the data plotted in figure 5.5, the assumption seems to hold for

the books except for books No. 5 and No. 7. The explanation for the latter

may be found in the social setting of the book. There are two main narrative

settings that are described for an extended amount of time. One consists of

the travels of the three main characters, Harry, Ron and Hermione, while

they are in hiding. Compared to the vivid social life of Hogwarts, this pro-

vides fewer opportunities for many conflicts. The ones emerging are rather

impactful, as they happen between important characters, but our method

has no means to weigh the importance of the triangles. The other main set-

ting in the plot is the Battle of Hogwarts. This event has clearly established

sides and describes a fight for survival. Such an atmosphere does not allow

for internal tension between characters.
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Figure 5.5: The number of frustrated triangles counted by the book in the

Harry Potter series. The triangles are counted in the graphs for each chapter,

not the aggregated network. They are then summed together for each book.

The positive-type triangle is a frustrated triangle that has only one edge with

a negative weight. The negative-type has 3 edges with negative weights.

As for book No. 5, there is a common, and physically present, enemy for

most of the characters, Dolores Jane Umbridge. Her character may be the

most actively hated by the characters, as well as by the fans. Even more than

the main antagonist of the story, Voldemort. During most of the book, she is

in direct conflict with one or more characters, and as such, those characters

become more sympathetic towards each other. This narrows the possibility

of internal tension emerging between the characters.

For the rest of the books, it does seem to hold that more internal frustra-

tion is present between the characters as we progress in the series. The first

three books, especially the first one, are intended for a younger audience.

It is from the fourth book that the story gets much more serious and no-

ticeably darker. The number of frustrated triangles increases accordingly. In

the future, it would be interesting to test this assumption on a larger dataset.

An interesting point is the number of negative-type frustrated triangles. Their

number jumps in the fourth book, and then stays at about that level for the
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rest of the series. One explanation may be that the return of the Dark Lord

introduces additional stress into the social network. We can count how many

frustrated triangles he is a part of, and plot that in the same fashion (figure

5.6):

As the figure shows, Lord Voldemort is present in half or almost half of all

negative-type triangles per book. This supports the idea that his appearance

brings frustration into the network.

Figure 5.6: The number of frustrated triangles counted by book in the Harry

Potter series. The triangles are counted in the graphs for each chapter, not

the aggregated network. They are then summed together for each book. The

negative-type has 3 edges with negative weights. The Voldemort negative-

type is a negative type that has Lord Voldemort part of it as a node.
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Chapter 6

Future work

In future additions to this project, there are two main paths to entertain:

the creation of the network and the techniques used to analyse it. For the

creation, the main question is the validation of the output.

6.1 Network creation

Arguably, the biggest lack of the LLM method described in Chapter 4 is the

insufficient dataset on which it was tested. The Harry Potter series is among

the most popular fiction books of our age, and consists of only 7 parts. For

a network extraction method to be trusted, a better benchmark is needed.

For this project, validating the outputs by hand was a viable option. But

for a larger dataset, this becomes too labour-intensive. One option is to use

an already existing literary dataset, like TODO(used in the NLP paper ear-

lier). This way, the data is pre-labelled and can be trusted to validate our

method.

Another method that can work in conjunction with benchmarking is to im-

plement an LLM as a judge approach. This way, each output generated by

a model would be supervised and graded by another model with a different
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prompt. Due to the difference in the required task, this second model has the

possibility to catch some errors that the first model made. The method is

described in length in a paper by Gu, Jiawei, et al. [5]. This would inflate the

price of processing a book due to the additional LLM usage. Depending on

the architecture, the price may be double or triple compared to the current

method.

If we have a method to validate the outputs, it would be interesting to see

the difference in effectiveness between languages. As this method does not

depend on hard-coded logic like some traditional NLP methods, changing

the language of the input work does not necessitate the recreation of the

whole logic. So far one literary work, The Physicist written by Dürenmatt,

was tested inputted in Hungarian. The resulting network was without any

major errors.

6.2 Network exploration

During the work on this project, I have experimented with the detection of

communities. Some progress was made, but they were not included in the

final work.

It is an interesting problem to find communities in this type of social net-

work. Due to the narrative point of view, there is a significant proportion

of connections not represented in the network. For example, in the Harry

Potter series, the teachers at Hogwarts form an obvious community. But we,

as readers, rarely see two of them interact with each other. All these conver-

sations happen hidden from the main characters.

The experiments with the frustrated triangles in the network also have room

for improvement. As of now, we have no method to weigh the importance of

a frustrated triangle. A solution to this would be to associate time intervals
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with each triangle, to see how long they are present in the story, and how

long a reader should keep in mind that there is unresolved stress between

three characters.

The assumption about the correlation between the number of frustrated tri-

angles and the intended audience’s age can be tested on a larger dataset. Of

course, the frustration between characters is not the only factor that gears

a novel towards a more mature audience, as illustrated by the 5th and 7th

books in the Harry Potter series. But I believe it has a measurable impact.
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Appendix A

Prompt

##Role

You are a part of a process aiming to extract information from a

given text as precisely as the text allows for.

##Specific task

Below is a part of a novel. Read it and list all meaningful characters

and connections as per the definitions below.

##Definitions

Meaningful character: Induviduals that have meaningful interactions

with other character. This includes characters that cannot comunicate

verbally, such as meaningful animals.

Connection: Connection I mean direct interaction between them that

has information value or they are discussed by other characters.

May include non verbal interactions, if they are important to the

characters.

##Restrictions

DO NOT RELY ON YOUR PREVIOUS KNOWLEDGE BASE TO GENERATE THE ANSWER.

##Internal check

Before returning an answer, create a review checkbox for yourself.

If any on the response is not grounded in the input, generate the

response again.
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Appendix B

Book Networks

These figures were generated by aggregating all the scenes in a given book.

The networks are signed (SNet), and the edges are colored according to the

sentiment score on them.

The code used to generate these figures can be found at my github, link:

https://github.com/J0ryn/social_networks_in_books/. This repository

is only used as a backup storage. The work was done in a Google Collabora-

tory environment with Google Drive used to store the data. For all functions

to work properly, the repository should be loaded onto Google Drive and the

file paths in the notebooks should be adjusted accordingly.
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Nyilatkozat Mesterséges Inteligencia használatáról
Aluĺırott Körtvélyesi Dániel nyilatkozom, hogy szakdolgozatom elkésźıtése

során az alább felsorolt feladatok elvégzésére a megadott MI alapú eszközöket

alkalmaztam:

Feladat Felhasznált

eszköz

Felhasználás

helye

Megjegyzés

Adatfeldolgozás Gemini 3.1 flash 4 és 5 fejezetek API-n keresztül,

Python kódba beéṕıtve

Kód kiegésźıtés Gemini 2.5 flash Programkód

elkésźıtése

Programozó

környezetbe beéṕıtett

kód kiegésźıtő modell

LaTeX képletek Gemini 3.5

Flash

1 . fejezet Képletek megfogal-

mazása LaTeX kód

formájában.

Táblázat késźıtés Gemini 3.5

Flash

5.1.3 fejezet és MI

nyilatkozat

Táblázat LaTeX kódját

AI seǵıtségével ı́rtam

LaTeX dokumentáció Gemini 3.5

Flash

Teljes dolgozat Ismeretlen LaTeX

funkciók megtanulása

Logikai hibák

ellenőrzése

Gemini 3 Pro Teljes dolgozat

Nyelvhelyesség

ellenőrzése

Grammarly Teljes dolgozat

A felsoroltakon túl más MI alapú eszközt nem használtam.
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