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\We don’t need other worlds. We need mirrors. We don’t know

what to do with other worlds. One world is enough, even there

we feel sti
ed."

� Stanislaw Lem, Solaris
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Chapter 1

Introduction

An anomaly is "something di�erent, abnormal, peculiar, or not easily classi�ed, a deviation

from the common rule", as per the Merriam-Webster dictionary.

There are many real-world problems that require detecting anomalous patterns in the values

of variables measured through time. These applications include:

ˆ Healthcare: anomalies in the recordings in the ECG-, EEG-, or other measurable data

obtained from patients allows for the identi�cation of various medical conditions (acute

and chronic).

ˆ Finance and banking: Irregularities in transaction volumes and login locations can be

indicative of credit card fraud or account takeover.

ˆ Industrial maintenance: data collected from various sensors (e.g. acoustic-, visual sensors,

thermometers, chemical sensors, etc. . . ) can exhibit anomalous patterns that may indicate

impending system breakdowns.

ˆ Cybersecurity: anomalous patterns in server utilization and network tra�c can signal

DDoS (Denial of Service) attacks or other malicious activities.

The purpose of this thesis is to formulate the notion of an anomaly in a mathematically useful

way, and then analyze how various methods, including Variational Autoencoders (later referred

to as VAEs), can be used most e�ciently to detect anomalies in time series data.

The thesis introduces the theoretical foundations necessary to understand and reason about

this problem. The theory of VAEs is presented separately, since understanding them in full
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detail requires substantial background. After the theoretical groundwork is laid, the focus of

the thesis is a thorough examination and data-speci�c optimization of various unsupervised

frameworks applied to detecting anomalies in electrocardiogram (later referred to as ECG)

time series data. Chapter 6 explores the performance of supervised models on the same task.

The resulting models' test performances are then compared with ground-truth and the other

statistical models.
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Chapter 2

Theoretical Foundations

2.1 Anomalies in Time Series Data

De�nition: A time series X � pX 1; X 2; : : : ; X nq is an ordered sequence of vectors Xi , where

X i P Rd @1 ¤ i ¤ n

When working with time series, one has to make a few realistic assumptions in order to eliminate

unnecessary complexity:

ˆ The measurements Xi are taken at equal frequency

ˆ All X i are of the same unit

De�nition: Let X be a time series. X j P X is a point anomaly if:

PpXj |X 1; X 2; : : : ; X j�1 q   T , where T P p0; 1s is a predetermined threshold value.

De�nition: Let X be a time series and X 1 � tX i ; : : : ; X j u € X a contiguous set of data

points. X 1 is a subsequence anomaly if:

PpX1|X 1; X 2; : : : ; X i�1 q   T , where T P p0; 1s is a predetermined threshold value.

2.2 Introduction to Variational Autoencoders

This section relies heavily on the seminal paper of the authors, Diederik P. Kingma and Max

Welling: [KW19]. De�nitions and the structure used to introduce concepts is largely reliant on
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this paper. However, the derivation of the ELBO, and the DKL , and the explanatory context

is the work of the author of this thesis.

VAEs are a family of arti�cial deep neural network architectures, introduced in 2013 by Diederik

P. Kingma and Max Welling. Initially, VAEs were developed for the speci�c purpose of genera-

tive modeling. As the reader will see, anomaly detection is deeply tied to generative modeling,

since both problems, at their core, are about learning underlying probability distributions from

data.

De�nition: Let X � tx 1; : : : ; xnu be a sample from a distribution p� pxq. The goal of gen-

erative modeling is to approximate p� pxq by �tting the parameters � of a model p� pxq using X.

VAEs are latent variable models, that is, they model the data distribution p� pxq with p� pxq by

assuming that the latter is dependent on a lower dimensional variable z, drawn from a distri-

bution (prior) Ppzq (in this case a multivariate normal distribution). Therefore, the generative

process is done by �rst, sampling from ppzq, then generating a data instance, x from p� px|zq.

A direct consequence of this model setup is that the marginal likelihood of the data is p� pxq �
³

ppzqp� px|zqdz. Generally, to �t a parametric model to a dataset X, this value, the marginal

likelihood is maximized through the process of Maximum Likelihood Estimation (MLE), but

in this case that is not feasible, since our model (p� px|zq) is parameterized by a deep neural

network and its integral has no analytic solution. Furthermore, its Monte Carlo estimation is

overwhelmingly ine�cient due to the fact that sampling an arbitrary z from ppzq most often

leads to near-zero marginal likelihood (resulting in near-zero updating gradients in the MLE).

An obvious solution would be to use the posterior p� pz|xq to only sample from 'sensible' regions

of ppzq, but since p� pz|xq � ppzqp� px|zq
p� pxq and the denominator, p� pxq is intractable, the posterior

is intractable as well.
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Figure 2.1: mapping architecture of VAEs [KW19]

The VAE framework tackles this problem by introducing a third component, q� pz|xq to the

model that serves as an approximation to the posterior, p� pz|xq and is parameterized by a deep

neural network as well. This results in a symmetric model architecture, as shown in Figure 2.1.

For q� pz|xq to serve as a useful approximator to p� pz|xq, the parameters � have to be opti-

mized. The introduction of q� pz|xq was done with the hope of being able to use it to rewrite

log p� pxq � log
³

p� px; zqdz as an expectation under a di�erent, tractable probability measure.

This can be achieved as follows:

log p� pxq � log
»

p� px; zqdz � log
»

p� px; zq
q� pz|xq
q� pz|xq

dz

� log
�

Eq� pz|xq

�
p� px; zq
q� pz|xq

�


Using Jensen's inequality for expectations yields:

log p� pxq ¥ Eq� pz|xq

�
log

�
p� px; zq
q� pz|xq


�
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Thus, we have a surrogate objective that can be maximized instead of the intractable log-

likelihood, it's called the Evidence Lower Bound (ELBO),

L �;� pxq � E q� pz|xq

�
log

�
p� px;zq
q� pz|xq

	�
.

Rearranging the equation, we get:

log p� pxq ¥ Eq� pz|xq

�
log

�
p� px; zq
q� pz|xq


�

� E q� pz|xq

�
log

�
p� pz|xqp� pxq

q� pz|xq


�

� E q� pz|xqrlog p� pxqs � Eq� pz|xqrlog p� pz|xqs � Eq� pz|xqrlog q� pz|xqs

� log p � pxq � E q� pz|xq

�
log

�
q� pz|xq
p� pz|xq


�

� log p � pxq � D KL pq� pz|xq k p� pz|xqq

log p� pxq � log p � pxq � D KL pq� pz|xq k p� pz|xqq ¥ 0

DKL pq� pz|xq k p� pz|xqq ¥ 0

This shows that the tightness of the lower bound is exactly equal to the Kullback{Leibler di-

vergence (later referred to as KL-divergence) between the approximate posterior and the true

posterior. The KL-divergence is used to measure distance between probability distributions.

This means that optimizing the ELBO, � and � jointly, results in both a better generative

model and a better approximation to the true posterior. In practice, however, the ELBO is

usually rewritten into a more interpretable form.

Since p� px; zq � ppzqp� px|zq, we get:

L �;� pxq � E q� pz|xq rlog p� px; zq � log q� pz|xqs

� E q� pz|xq rlog p� px|zqs � Eq� pz|xq rlog ppzqs � Eq� pz|xq rlog q� pz|xqs

� E q� pz|xq rlog p� px|zqs � DKL pq� pz|xq k ppzqq
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This decomposition is crucial. The �rst term, Eq� pz|xq rlog p� px|zqs, encourages the model to

reconstruct the observed data accurately from the latent representation z. The second term,

DKL pq� pz|xq k ppzqq, penalizes the theoretical distance between the two distributions, namely,

the prior, ppzq and the approximate posterior, q� pz|xq. This means that the optimization of

parameters with respect to the ELBO is realized through two separate objectives:

ˆ increasingly accurate reconstruction of the input data

ˆ regularization of the latent space

In the terminology of neural networks, q� pz|xq is called the encoder and p� px|zq the decoder.

The encoder maps an observed input x to the parameters of a distribution over latent variables,

while the decoder maps a latent variable z to the parameters of a distribution over possible

observations.

De�nition: In a VAE, the encoder is a parametric family of distributions q � pz|xq and the

decoder is a parametric family of distributions p� px|zq, and both are (in most cases) parame-

terized by deep neural networks.

In practice, parameterizing a family of distributions with parameters � P Rd using a neural

network means that the output of the neural network is a vector with the dimensions of � and

thus represents an instance from the pre-supposed family of distributions.

The practicality of this setup is that the parameters � and � can be optimized jointly with

stochastic gradient descent on minibatches.

For a dataset X � x 1; : : : ; xn , the objective is:

L �;� pXq �
n¸

i�1

L �;� pxi q

One problem remains, namely that L�;� pxq contains an expectation with respect to q� pz|xq,

which itself depends on �. This means that backpropagation has to be implemented in such a

way that the computational graph of the chained derivatives can be traversed without having

to enter the node that represents the random sampling step. The solution is the reparameteri-

zation trick.
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Figure 2.2: reparameterization trick [KW19]

De�nition: Let � � Pp�q be a random variable independent of x and the parameters �. A

reparameterization of q� pz|xq is a di�erentiable map g� such that z � g � px; �q and the induced

distribution of z is exactly q� pz|xq. [KW19]

Thus, expectations with respect to q� pz|xq can be rewritten as expectations with respect to the

�xed distribution Pp�q: Eq� pz|xqrfpzqs � E Pp�qrfpg� px; �qs for suitable functions f . Since random-

ness now only appears in the node corresponding to �, and it does not depend on the trainable

parameters, gradients can be propagated through g� with simple backpropagation.

Most commonly, both the prior and the approximate posterior are chosen to be Gaussian. The

prior is assumed to have the form, ppzq � N p0; Iq, and the encoder outputs the vectors repre-

senting the mean and standard deviation of a factorized Gaussian: q� pz|xq � N pz; � � pxq; diagp�2� pxqqq.

The corresponding reparameterization is � � N p0; Iq; z � � � pxq � � � pxq d �, where d denotes

component-wise multiplication and z P Rm .

These choices for pre-supposed distributions are not arbitrary. Using Gaussians results in less

computational burden for two reasons. First, sampling z is easy. Second, the KL-divergence

term has a closed form:

DKL pq� pz|xq k ppzqq �
1
2

m̧

j�1

�
� j pxq2 � � j pxq2 � log � j pxq2 � 1

�

Now, having seen each part of the VAE architecture, the image is quite clear: VAEs can be de-

scribed as two connected neural networks (encoder and decoder), with randomness introduced
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Figure 2.3: VAE architecture [Pri23]

in the middle by a sampling step. Their optimization is solved via a surrogate objective, namely

the ELBO, and the problem of backpropagation through a sampling step is bypassed using the

reparameterization trick.

From the perspective of time series anomaly detection, the importance of the VAE architecture

stems from the model's ability to capture the characteristics of the data distribution it was

trained on in its parameters. This means that if the trained model is given an input sequence

X that is from a distribution similar to the distribution the model was trained on, it'll generate

an output, Y that is similar to the input. On the other hand, if X is an anomalous sequence

(ie. it has "low" likelihood of being drawn from the training distribution), then the model will,

most likely, fail to reconstruct a similar output Y .

The topic of the following chapters are the speci�c architectural choices one encounters while

building such a model. Notably, the details of building a latent space that serves its purpose well.

2.3 CNNs for VAEs

This section relies on the presentation of convolutional neural networks given in [Pri23].

The speci�c choice of neural networks used in this work are Convolutional Neural Networks

(later referred to as CNNs). The reason for this is that this speci�c type of network is built

to be able to process inputs that have a large dimension, such as images, video or in our case,

time series data.
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This section will introduce the basics, the notation and terminology of CNNs.

A CNN is a neural network in which the a�ne maps (found in feedforward networks) are re-

placed by local, weight-shared linear operators. This decreases the overall number of parameters

that need to be trained. In the case of time series, the input data X has only one meaningful

dimension, therefore, convolutions are applied along the temporal axis. Let the input be

x P RT �C ;

where T denotes the number of time steps in an input instance and C the number of channels.

A 1D convolutional layer maps this input to a hidden representation:

h P RT 1�C 1
;

where C1 is the number of output channels.

For a kernel of size (here just length) K, the pre-activation at time t in output channel c1 is

f t;c1 �
K�1¸

k�0

C¸

c�1

wk;c;c1 x t�k;c � b c1:

The hidden activation is then

ht;c1 � gpf t;c1q;

where gp�q is an element-wise activation function (eg. ReLU). Each output channel therefore

corresponds to a temporal �lter, and is used at every index.

Several such layers can be stacked, if needed, to construct a deep neural network, just as stan-

dard feedforward layers. Other than the fact that the layers apply a di�erent transformation

and thus, drastically lower parameter volume can be achieved, there is no signi�cant di�erence

between CNNs and feedforward networks that are worth mentioning for the purpose of this

thesis. Of course, there is a bag of tricks available that are speci�c to CNNs, but these will be

mentioned in the "applied part" of the thesis, and only if explicitly de�ning them aids under-

standing or proves an interesting point.
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Chapter 3

Classi�er Evaluation metrics

The thesis uses largely the same metrics to evaluate the performance of each classi�er built. Be-

low is the list of metrics used, and their corresponding de�nitions, as per: [Ped+11] and: [sci26].

The list of metrics:

1. area under the receiver operating characteristic (AUROC)

2. precision

3. recall

4. F1-score

5. balanced accuracy

6. average precision

7. confusion matrices

Let TP , TN, FP , and FN denote true positives, true negatives, false positives, and false neg-

atives.

De�nition: Accuracy is the threshold-dependent metric

� �
TP � TN

TP � TN � FP � FN
:
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De�nition: Precision and recall are de�ned by scikit-learn as

Precision �
TP

TP � FP
; Recall �

TP
TP � FN

;

where recall is also called sensitivity [sci26].

De�nition: The F1-score is the harmonic mean of precision and recall:

F1 � 2
Precision � Recall
Precision � Recall

:

De�nition: For imbalanced binary classi�cation, balanced accuracy is the mean of sensitivity

and speci�city:

BalancedAcc �
1
2

�
TP

TP � FN
�

TN
TN � FP



:

De�nition: AUROC is the area under the receiver operating characteristic curve.

De�nition: Average precision is used here as the area-under-precision-recall summary:

AP �
¸

n

pRn � R n�1 qPn ;

where Pn and Rn are precision and recall at threshold n [sci26].

De�nition: The confusion matrix summarizes the counts TP , TN, FP , and FN at selected

thresholds.

All metrics were computed with scikit-learn.
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Chapter 4

Application { non-VAE Focus

4.1 The data

The data used in this section of the thesis is from the PTB-XL electrocardiography dataset.

The data is expert-labeled, speci�cally designed for automated ECG analysis. However, some

chapters of this thesis will use a strictly unsupervised approach for �nding anomalies, due to

the fact that such labeled data is often not available and unsupervised methods result in more

robust and more broadly applicable models. In these cases, labeled data will only be used for

validation and testing. The thesis mostly uses lead II ECG recordings.

Disclaimer: from here on, any de�nition, proof or �gure is the author's own creation, if not

explicitly stated otherwise.

PTB-XL is a large public clinical ECG dataset consisting of 10-second, 12-lead electrocardio-

gram recordings from 18,885 patients. Wagner et al. describe it as \the to-date largest freely

accessible clinical 12-lead ECG-waveform dataset" [Wag+20]. The recordings are distributed in

WFDB format at both 100 Hz and 500 Hz sampling rates. In addition to the waveform data,

PTB-XL provides structured metadata in ptbxl database.csv, including demographic infor-

mation, recording information, signal �le paths, and clinical ECG statements. The annotations

are based on SCP-ECG statements and include diagnostic, form, and rhythm labels. Diag-

nostic statements are further organized into clinically meaningful superclasses and subclasses,

allowing models to be evaluated at di�erent levels of diagnostic granularity. The dataset also

provides recommended folds for machine-learning experiments, which supports reproducible
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train-validation-test comparisons.

As Figure 4.1 shows, the ECG recordings in the data represent a diverse set of conditions (many

di�erent classes inside the superclasses), and the patient sample is roughly representative re-

garding sex, height, weight and age (for people hospitalized and requiring an ECG) therefore,

models trained on this data can be useful for detecting anomalous patterns in ECG recordings,

in general.

Figure 4.1: parameters of the patient sample

4.2 The Approach

Each ECG recording in the dataset is categorized into one of 5 diagnostic superclasses (one of

these classes represents normal ECG waveform, the others are each pathological in a way). As

it was mentioned, this thesis focuses on an unsupervised approach (however, some supervised

models appear later too), in this case, learning data distribution. VAE anomaly detection works

via the model learning the distribution of "normal" data and its ability to 
ag instances that

are unlikely to have been drawn from that distribution. Therefore, the logical choice is to have

the model learn the distribution of normal ECG waveforms and try to engineer its hyperpa-

rameters such that it can successfully detect readings with pathological patterns.

Figure 4.2 shows a typical ECG waveform from each superclass, superimposed. This graph

demonstrates that waveforms in di�erent superclasses have di�ering characteristics, thus, the
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hope of constructing a model that can detect abnormal readings is not disastrously far-fetched.

Figure 4.2: example ECG waveforms from each class

The next section of the thesis will describe the preprocessing of the ECG time series data.

Speci�c choices made regarding data format will be discussed and explained. After the prepro-

cessing phase, model building can begin. First, a few basic statistical methods for time series

anomaly detection will be applied to the data and their performance tested against the available

expert labeled test set. This will serve as a baseline for what can be achieved in time series

anomaly detection. Then, the main topic of this thesis: 'VAE aided anomaly detection' will

be explored in thorough detail. This exploration will follow an iterative manner: �rst, simpler

architectures will be used, then, complexity will be built on top of earlier versions at each step.

Each signi�cantly updated version of the model will be tested on the test set and its perfor-

mance discussed and compared to other versions'.

4.3 Data Preprocessing

This section will be concerned with transforming the data, such that it is suitable for VAE

aided anomaly detection. Data transformations exclusively necessary for the purely statistical

anomaly detection methods mentioned earlier will only be discussed in the corresponding sec-

tion.

As a �rst step, the set of all superclass='normal' records are split into 3 subsets: 7243 records

for training, 914 for validation and 912 for testing. As a direct consequence of the unsupervised
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problem setup, records in abnormal superclasses will only be used for validation and testing.

One exception is Chapter 6.

To avoid the possibility of some values in the time series having disproportionate e�ect on the

model (due to having large absolute value), a conservative standardization was applied to the

entire dataset. This was done by computing the empirical mean and standard deviation for

each of 12 channels (ECG leads) over all recordings in the superclass='normal' set's training

subset. Then, these values were used to standardize the entire dataset using the following for-

mula: x i �� i
� i �10 �6 , where � i is the empirical mean, �i the standard deviation and xi a data point

in an ECG time series recording instance, speci�cally, from the i-th channel (the 10�6 in the

denominator is a corrective term to avoid catastrophically large numbers if �i is near-zero).

The last transformation applied was in order to make the data compatible with VAEs, speci�-

cally, neural nets. Two separate versions of the standardized dataset were created:

1. Data compatible with feedforward neural networks: a time series instance is a 
attened

vector of the 12 concatenated channels' values. In case of � hz frequency data: T P R120�

2. Data compatible with convolutional neural networks: a time series instance is a matrix,

in which each row corresponds to a di�erent channel. In case of � hz frequency data:

T P R12
‘

10�

There is a seemingly valid argument for shifting the time series to R¥0 that aims to avoid the

bias arising from input components such as 0:001 and �0:001 resulting in very di�erent out-

puts, due to 
ipping a sign. However, this only has signi�cant e�ect under rare circumstances,

namely, if the transformation of these input components are subjected to result in a very large

number and additive biases fail to mitigate this problem at an early stage. Furthermore, ECG

voltage readings with negative and positive signs have qualitatively di�erent implications (re-

garding the state of cardiac muscle during the cardiac cycle), therefore, shifting all values to a

non-negative range would cause information loss. In short: not shifting the values seems wiser

in this case.
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4.4 Basic Statistics and Traditional ML for Time Series

Anomaly Detection { Setting a Baseline

4.4.1 The Outline of This Section

This section is exclusively concerned with the statistical exploration of the data and the appli-

cation of basic statistical learning algorithms with the aim of setting a performance baseline

for the more advanced methods using VAEs and deep learning. First, the statistical proper-

ties of the time series will be explored in detail. Then, taking into account the conclusions

drawn, a commonly used, but relatively simple algorithm will be built and tested against data.

Finally, a simpler (not deep learning based) ML algorithm will be applied to the data and tested.

Since most of the thesis follows an unsupervised approach and the end goal is developing a

framework that doesn't need expert-labeled, meticulously classi�ed data for its training, this

section is also limited to the use of superclass='normal' data.

In case of ECG waveform time series the task of anomaly detection is rarely concerned with

point anomalies, mainly due to the high temporal dependency between the measured underly-

ing variables. This, and the necessity of interpretability in clinical setting means that discrete

anomalous values, point anomalies are very rare, and even then, most often diagnostically ir-

relevant. Therefore, the focus is on pattern-level anomaly detection.

4.4.2 Statistical Exploration

The �rst thing to do when trying to solve a problem using statistics is to compute a list of

relevant basic statistics. In our case, this means diagnostically relevant parameters derived from

the ECG readings for each of the data instances. This serves a dual purpose, most importantly,

it helps us understand the data, but there is always a slight chance that one of these computed

parameters might serve as a decent classi�er.

As a starting point, a few basic statistics are computed from the data. These are all directly

calculated from the ECG time series, therefore, each has the same unit of measurement (mV).

Each statistic was computed for all leads (1-12), although some plots might only show the results
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Table 4.1: Raw voltage statistics from the normal training subset per lead
Lead Mean Emp. std. Median 2.5th perc. 97.5th perc. Min. Max.

I �0:002372 mV 0:151895 mV �0:028 mV �0:159 mV 0:334 mV �5:713 mV 3:638 mV

II �0:001617 mV 0:158564 mV �0:031 mV �0:203 mV 0:379 mV �2:169 mV 3:426 mV

III 0:000755 mV 0:136677 mV �0:001 mV �0:210 mV 0:210 mV �3:591 mV 6:010 mV

AVR 0:001997 mV 0:139444 mV 0:031 mV �0:351 mV 0:157 mV �2:461 mV 2:931 mV

AVL �0:001491 mV 0:120769 mV �0:010 mV �0:143 mV 0:210 mV �5:740 mV 3:614 mV

AVF �0:000386 mV 0:126920 mV �0:013 mV �0:181 mV 0:254 mV �2:334 mV 3:445 mV

V1 0:000046 mV 0:182826 mV 0:022 mV �0:511 mV 0:222 mV �17:825 mV 5:341 mV

V2 �0:001044 mV 0:281183 mV �0:012 mV �0:691 mV 0:519 mV �11:102 mV 12:157 mV

V3 �0:001728 mV 0:270150 mV �0:036 mV �0:493 mV 0:590 mV �14:725 mV 7:916 mV

V4 �0:001332 mV 0:260781 mV �0:048 mV �0:344 mV 0:633 mV �11:144 mV 4:796 mV

V5 �0:000853 mV 0:244928 mV �0:047 mV �0:283 mV 0:628 mV �13:055 mV 9:102 mV

V6 �0:003632 mV 0:313062 mV �0:039 mV �0:260 mV 0:562 mV �20:032 mV 8:841 mV

Table 4.2: Feature level raw voltage statistics from the normal training subset per lead (averaged

over the 7243 records)
Lead Avg. mean Avg. median Avg. std. Avg. min. Avg. max.

I �0:002372 mV �0:029938 mV 0:127576 mV �0:248635 mV 0:773652 mV

II �0:001617 mV �0:031463 mV 0:146692 mV �0:295789 mV 0:852230 mV

III 0:000755 mV �0:000537 mV 0:104338 mV �0:409929 mV 0:462503 mV

AVR 0:001997 mV 0:031894 mV 0:129034 mV �0:774272 mV 0:228605 mV

AVL �0:001491 mV �0:012335 mV 0:090369 mV �0:262358 mV 0:496750 mV

AVF �0:000386 mV �0:014074 mV 0:107912 mV �0:285005 mV 0:583737 mV

V1 0:000046 mV 0:020861 mV 0:159506 mV �0:951485 mV 0:319770 mV

V2 �0:001044 mV �0:016697 mV 0:255048 mV �1:319623 mV 0:685017 mV

V3 �0:001728 mV �0:040604 mV 0:245330 mV �1:029093 mV 0:987609 mV

V4 �0:001332 mV �0:051432 mV 0:243826 mV �0:702103 mV 1:443346 mV

V5 �0:000853 mV �0:047828 mV 0:224495 mV �0:444932 mV 1:429576 mV

V6 �0:003632 mV �0:040949 mV 0:188740 mV �0:313381 mV 1:162407 mV
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derived from lead II (lead II is considered the most representative lead, as per: [MM02] ). The

list of the initially computed statistics can be seen in Table 4.1. Next, the empirical distribution

of raw voltage data from the superclass='normal' training subset was determined. Figure 4.3

shows the results with important related parameters (empirical mean, median and boundaries

for the interval that contains 95% of the total probability mass). Furthermore, basic statistics

have been done on record level data. The di�erence between this and earlier calculations is that

these variables have been chosen with the speci�c intent of analyzing variation between entire

time series instances, not the raw voltage values in general. This serves a dual purpose: �rst, it

helps with the basic statistical exploration of the data, and second, understanding feature level

variability between time series instances is a prerequisite for the statistical models of the next

subsection. The aggregated results can be seen in Table 4.2. Empirical distributions for each of

these parameters have been computed as well, but for aesthetic reasons only a few important

ones are shown in Figure 4.3.

Some of the results may seem trivial for readers familiar with the characteristics of healthy

ECG data, however, some are still worth mentioning.

The conclusions drawn from the results shown in Table 4.1, Table 4.2 and Figure 4.3 are:

1. The voltage values recorded on di�erent leads are naturally di�erent (each lead records

cardiac muscle electrical activity from a di�erent spatial direction, so the measured pro-

jection of the same cardiac vector changes, thus the voltage sign and value di�erences

between leads), therefore, any model/framework applied here will need to handle the 12

time series separately.

2. The results in Table 4.1 and Table 4.2 (for example, the fact that the average minimum

is outside the 95% interval by a signi�cant margin) tell us that the standardization of the

voltage values might be necessary in case models that use raw voltage values as input.

Otherwise, record to record variance between larger absolute value sections of the time

series would have asymmetrically greater in
uence on the model.
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Figure 4.3: Empirical distribution of raw voltage values (lead II)

Figure 4.4: Empirical distributions of feature level statistics (lead II)

4.4.3 Exploration of Diagnostically Relevant Features

This section discusses manual feature selection and its results. The aim is to �nd features that

might be used, as markers, by ML models to decide whether a time series instance is anoma-

lous or not. This is necessary because otherwise, using distance metrics and ML models based

on spatial methods for the classi�cation task becomes rather di�cult, due to the "curse of

dimensionality". This is demonstrated later by applying one such method to raw voltage data.

There are methods, such as Principal Component Analysis (PCA) to reduce the dimension

of the data in a way that feels less handcrafted. However, since the focus of the thesis is not

statistical methods, and the suspicion is that PCA would likely result in massive information

loss, a subjective choice was made to immediately jump to handcrafted feature vectors after

showing the performance.

De�nition: For our purposes: let X P R n be a time series instance and S : Rn Ñ R a function
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that maps X to a scalar value. S will be referred to as a feature (map) and SpXq as the value

of the feature.

Finding appropriate and diagnostically relevant features is necessary because signals of abnor-

malities in ECG time series are often implied by more abstract, pattern-level variance than the

variance of individual values. Plus, di�erent ECG time series can't be expected to be in sync,

due to di�erences in patient heart rate, the exact moment the recording started and a number

of other, rarely avoidable variables.

After reading related material, learning from discussions with professionals, and a sequence of

trial and error, a list of 40 diagnostically relevant features has been chosen. However, upon

closer examination, 9 were deemed to be less useful for our purposes, and were thus excluded.

The remaining list of 31 features includes signals such as mean length between R-wave peaks,

median heart rate, etc.

The features are not measured in the same unit. To be precise, 4 di�erent measures of unit are

used: mV, ms, mV�ms, mV/s, and a few features are dimensionless quantities (ie. don't have a

corresponding unit of measure). Additionally, even the means of the features span 7 di�erent

orders of magnitude, just in R� . This means that standardization over all features is necessary

to avoid biased dimensions in our feature space.

De�nition: Let � � tX 1; : : : ; X nu € Rd be an arbitrary set of equally long, �nite time se-

ries and � � tS 1; ::; Smu, where @ 1 ¤ i ¤ m; Si : � Ñ R, a set of features de�ned

on �. v X i �
�

S1pXi q S2pXi q : : : SmpXi q

� T

, for any X i P �, will be referred to as the

feature vector of X i .

De�nition: Let � � tX 1; : : : ; X nu € Rd be an arbitrary set of equally long, �nite time series

and � � tS 1; ::; Smu, where @ 1 ¤ i ¤ m; Si : � Ñ R, a set of features de�ned on �. The vector

space V � Rm , the space that contains all vX i , will be referred to as the feature space of the

time series Xi P � with respect to �.

Consequently, robust standardization has been applied to the entire normal training subset.

The procedure used for standardization was the following:
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Let � train € � denote the normal training subset. For each feature Sj P �, the robust location

and scale parameters were computed from �train as: ~� j � median ptS j pXi q | Xi P � train uq, and

~� j � IQR ptS j pXi q | Xi P � train uq� Q 3;j � Q 1;j .

Thus, for any Xi P �, the standardized feature vector is de�ned as:

~vX i �
�

S1pXi q � ~� 1

~� 1

S2pXi q � ~� 2

~� 2
� � �

SmpXi q � ~� m

~� m

� T

.

Note: IQR denotes the interquartile range.

The reason for not using plain vanilla standardization is the fact that some features have skewed

or even fat tailed empirical distributions (easily noticeable in Figure 4.4), therefore, the use of

robust standardization is best practice, as per: [Ley+13] .

4.4.4 Mahalanobis Distance for Anomaly Detection

Mahalanobis distance is the generalization of the z-score. In short, it measures a notion of dis-

tance between a point instance X P Rn and a multivariate probability distribution Q de�ned

on Rn .

De�nition: Let X P R n be a point and Q a multivariate probability distribution de�ned on

Rn , with mean � �
�

� 1 � 2 : : : � n

� T

and a positive semi-de�nite covariance matrix � (not

to be confused with � denoting a set of features). The Mahalanobis distance between point

X and distribution Q is d M pX; Qq �
a

pX � �q T � �1 pX � �q.

It is worth exploring this formula in more detail. However, it must be noted that the following

derivation is not the author's own result, rather, the outcome of �nding an elementary linear

algebra fact (denoted by "p�q" below), by speci�cally searching for the existence of such a fact.

The source used here is: [HJ13] .

Assume that Q is positive de�nite. Then, Q�1 is positive de�nite, with eigenvalues t�1; : : : ; � ku

(� min ¡ 0, since Q �1 is positive de�nite), and by the standard spectral bound for symmetric

matrices:

vT Q�1 v ¥ � min pQ�1 q}v}22 p�q
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Applying this, using v � X � �, we get:

dM pX; Qq2 � pX � �q T Q�1 pX � �q ¥ � min pQ�1 q}X � �} 2
2

Since �min pQ�1 q ¡ 0, it follows that

}X � �} 2 Ñ 8 ùñ d M pX; Qq Ñ 8:

The reason why this fact is worth mentioning is that it shows that Mahalanobis distance does,

in fact, behave similarly to Euclidean distance, thus, its classi�er potential is limited by the

overlap of data points Xnormal P R1000 and Xabnormal P R1000.

The work
ow of applying Mahalanobis distance (from here on: MD) based classi�cation was

the following:

1. classi�cation of raw voltage time series using MD

(a) Compute � Q (sample mean), � �Q (Moore-Penrose pseudoinverse of the covariance

matrix) based on the time series X P R1000 in the normal training subset. In short,

estimate the distribution Q of the exact normal training subset feature vectors.

(b) De�ne the following classi�cation rule:

for any X: gpXq �

$
'&

'%

0; dM pX; Qq ¤ A;

1; dM pX; Qq ¡ A
where A P R is a threshold for deciding

whether an input instance should be classi�ed as normal or abnormal. gpXq � 0

means the model predicts class=normal, and gpXq � 1 means the prediction is

class=abnormal.

(c) Iterate over values of A2 in the range r100; 10000s, with varying step size dependent

on score density (a total of 25000 values for the threshold A were evaluated).

(d) Test and record model performance on merged validation+test subsets.

2. classi�cation of feature vectors using MD

(a) Compute � R (sample mean), � �R (Moore-Penrose pseudoinverse of the covariance

matrix) based on the feature vectors vX X P R1000 of each X in the normal training

subset. In short, estimate the distribution R of the normal training subset feature

vectors.
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(b) De�ne the following classi�cation rule:

for any vX : hpvX q �

$
'&

'%

0; dM pvX ; Rq ¤ B;

1; dM pvX ; Rq ¡ B
where B P R is a threshold for deciding

whether an input instance should be classi�ed as normal or abnormal. hpvX q � 0

means the model predicts class=normal, and hpvX q � 1 means the prediction is

class=abnormal.

(c) Iterate over values of B2 in the range r0; 150s, with a step size of 0:01.

(d) Test and record model performance on merged validation+test subsets.

Note that the aim of this setup is not model building, rather, testing and showing the range

of possible performance levels these simpler model architectures can achieve. The reason for

this is that the performance baseline set this way is much more robust than the one implied by

the results of a few model versions with threshold parameters set based on not more than an

educated guess.

The performance of the �rst version, as expected, is weak. Figure 4.5 shows that the empirical

distributions of the Mahalanobis distances calculated for data instances from the two classes are

very similar, and the slight di�erences between the two do not point in any decided direction.

It is easy to see that this makes di�erentiating between data instances from the two classes

di�cult. The list performance metrics measuring classi�cation capability plotted against the

iteration cycles can be seen in Figure 4.7, with the corresponding maximum values indicated.

The AUROC curve, shown in Figure 4.6, also supports the claim that this model setup is 
awed.
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Figure 4.5: Empirical distributions of Mahalanobis distance values corresponding to data in-

stances in the two classes (raw voltage value version)

Figure 4.6: AUROC curve of Mahalanobis distance based binary classi�er (raw voltage value

version)
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Figure 4.7: Performance metrics tracked over the iterative cycle (raw voltage value version)

The performance of the second version is, however, decent. This is, at least in part, explained

by the markedly di�erent empirical probability distributions of the Mahalanobis distance values

computed for data instances from the two classes (Figure 4.8). The roughly concave AUROC

curve in Figure 4.9 and the maximum values of the performance metrics shown in Figure 4.10

characterize a signi�cantly better model than the �rst one.

Figure 4.8: Empirical distributions of Mahalanobis distance values corresponding to data in-

stances in the two classes (feature vector version)
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Figure 4.9: AUROC curve of Mahalanobis distance based binary classi�er (feature vector ver-

sion)

Figure 4.10: Performance metrics tracked over the iterative cycle (feature vector version)

4.4.5 The Isolation Forest Algorithm for Anomaly Detection

The isolation forest algorithms are a family of algorithms with the same core structure that are

commonly applied for the detection of outliers, or otherwise anomalous data points that have

distinctly di�erent properties than the majority of the data.

More formally, the algorithm builds many binary trees following this basic structure:

1. Takes the data � � tX 1; : : : ; X nu € Rd as input.

2. Chooses a random i P t1; : : : ; du.
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3. Chooses a random s P R, such that min1¤j¤n X piq
j ¤ s ¤ max 1¤j¤n X piq

j .

4. Splits � to � k � tX P � : X piq   su and � l � tX P � : X piq ¥ su.

5. Applies steps 1-4 recursively to �k and � l , until either |� k | � |� l | � 1, or maximum tree

depth is reached.

The idea behind the algorithm is that anomalous X points (outliers) are easier to isolate

through the repeated separation of the base set, thus, they will occupy a node closer to the

root of the binary tree on average. Therefore, a function a : � Ñ N can be de�ned, for which,

apXq � DISTpr k ; Xq, where r denotes the root of the k-th binary tree, and DISTp� ; �q is the

shortest path between two nodes in a tree. This is useful because through iteratively building

such binary trees, the mean of the apXq values becomes a better and better approximation of

ErDISTpr; Xqs, which is a decent proxy for how anomalous a point X is. However, a more

complex anomaly function is often de�ned for each �k and the corresponding binary tree, as

spX; |� k |q � 2 �
ÊrDIST pX;r k qs

cp|� k |q , where cp|�k |q � 2H |� k |�1 � 2p|� k |�1q
|� k | and H|� k | is the |� k |-th harmonic

number (the purpose of the function c is to normalize anomaly scores by the expected path

length of an unsuccessful search in a binary tree built from |�k |).

The outline of implementation is the same as for the MD based method, with one exception:

here, only feature vector based classi�cation will be discussed. The structure of exploration is

as follows:

1. Use the standardized feature vectors only from training subset to build the isolation trees

(iTrees). (Building the isolation tree is equivalent to the recursive partitioning of the

feature vectors, that is how trees appear in this context)

2. Run the isolation forest algorithm n times (starting with n � 1000, increase to large n).

3. Compute anomaly scores after each run for each feature vector.

4. Use the results to compute the empirical distributions of anomaly scores over normal

training subset feature vectors.

5. Use the anomaly score as classi�er cuto� threshold.

6. Iterate over many threshold values in the range rminpanomaly scoresq
2 ; maxpanomalyscoresqs.
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The performance is very similar to that of the MD based algorithm. The results can be seen in

Figure 4.11 - Figure 4.13, presented in the same fashion as before.

Figure 4.11: Empirical distributions of anomaly scores corresponding to data instances in the

two classes

Figure 4.12: AUROC curve of isolation forest based binary classi�er
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