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Chapter 1
Introduction

Semidefinite programming is one of the central tools of modern optimisation. It gen-
eralises linear programming by replacing vector inequalities with positive semidefinite
constraints on matrices. This makes SDPs more expressive than LPs, while still preserv-
ing the powerful duality theory and polynomial-time solvability. However, classical SDP
solvers can become expensive when the matrix dimension or the number of constraints
grows large.

Quantum computing offers a new perspective on this problem. The variable of an
SDP is a positive semidefinite matrix, while the basic mathematical object of quantum
mechanics is a density matrix, also positive semidefinite. Several quantum SDP solvers
exploit this fact, working with candidate matrices that naturally take the form of Gibbs

states. o
o=

et (1.0.1)

Preparing such Gibbs states is one of the main subroutines in quantum SDP algorithms.
If this preparation can be done efficiently, then it can replace one of the most expensive
classical steps, namely explicitly forming and manipulating large matrix exponentials.

The main algorithmic framework studied in this thesis is the SDP primal oracle ap-
pearing in quantum SDP solvers such as those of Brandao—Svore and van Apeldoorn—
Gilyén |Bra+19; |AG19]. The oracle repeatedly constructs Gibbs states associated with
weighted sums of the constraint matrices and updates the weights according to violated
constraints. Thus, the behaviour of the Gibbs state preparation routine directly influences
the behaviour of the oracle.

The Gibbs sampler considered in this thesis is based on recent developments in the



quantum MCMC framework [Che+25; |Gil+24]. As in the classical algorithm, our goal
is to construct a quantum Markov chain which converges to the desired Gibbs state,
which is achieved with the quantum analogue of the classical accept-reject Metropolis
rule [Tem+11]. In particular, one has to construct a detailed balanced quantum channel
and a suitable reject term that preserves trace while keeping the desired Gibbs state fixed.

The numerical part of the thesis performs small-scale tests of this Gibbs sampling
subroutine inside the primal oracle. Since the quantum channel is simulated explicitly on
a classical computer, only small SDP instances are feasible. I use selected instances from
the SDPLIB benchmark library, mainly from the hinf and truss families. These tests
aim to examine how the Gibbs sampler behaves during the primal-oracle iterations: how
many channel applications are needed, when the sampler reaches the required tolerance,
how the spectral gap behaves, and where the computational time is spent.

The structure of the thesis is as follows. Chapter 2 introduces the necessary linear
algebra and quantum computing notation, including density operators and the basic for-
malism used later. Chapter 3 discusses semidefinite programming, SDP duality, the primal
oracle, and the role of Gibbs state preparation in quantum SDP solvers. Chapter 4 in-
troduces classical Markov chains, the Metropolis algorithm, quantum channels, and the
quantum Metropolis construction based on coherent reweighing and a reject term. Chap-
ter 5 presents the numerical experiments on small SDPLIB [Bor99| instances and analyses
the behaviour of the Gibbs sampler inside the primal oracle. Finally, Chapter 6 summarises

the conclusions and discusses the limitations of the experiments.



Chapter 2
Preliminaries

This chapter introduces the mathematical and quantum mechanical notation used
throughout the thesis, leading to the basics of the standard quantum mechanical model,
for which linear algebra provides the basis. The notation commonly used by physicists
for linear-algebraic concepts is quite different from what mathematicians use, and while
it may seem somewhat intimidating, it is not hard to get used to. I will mostly follow
the logic of the textbook [NCO00], which is considered a standard textbook in quantum

computing.

2.1 Preliminaries from Linear Algebra

2.1.1 Basics and Notation

The mathematical model of quantum mechanics concerns itself with Hilbert spaces,
that is, complete and complex inner product spaces. Since in quantum computer science,
we will always be dealing with systems that are finite in size, we will work with the
Euclidean vector space C". The standard quantum mechanical notation for a (column)

vector, called the Dirac notation after its creator, or the bra-ket notation, is the following:

[¥) (2.1.1)

This object is referred to as a ket. We denote the transpose of a vector as )7 and the
elementwise conjugate as |1). The adjoint, or Hermitian conjugate, of a vector [¢) is

defined as its conjugate-transpose and is denoted by [)T (pronounced psi dagger). The



object (1| is called a bra, and it is the common notation for the adjoint vector (| = [1)T.
The bra is then a row vector.

The inner product (-,-) on C" is defined by

which can be written more conveniently as

(), 1)) = (&] - l) = (¥]e), (2.1.3)
which is where the name bra ket notation stems from. So we are conjugating in the first
argument.

With this notation, the norm of the vector |¢) is |||¢)|| = \/(¥|¢) and the vector |¢)) is

normalized if |||1)|| = 1. Two vectors |¢) and |¢) are orthogonal if (|p) = 0. Given a set
of indices [i], we say that a set of vectors |¢;) is orthonormal if each vector is normalised
and they are pairwise orthogonal; for each index ¢ and j, (¢;|¢;) = 0;;. From any set of
basis vectors in a finite dimensional Hilbert-space, one can produce an orthonormal basis

using the Gram-Schmidt procedure.

2.1.2 Linear operators

We define a linear operator A as an operator between vector spaces V and W that

satisfies linearity:
A (T M) = T xalvi, 214

For convenience, A(|1)) is often denoted as A|v). Similarly, the composition of the oper-
ators B(A(|1))) is denoted by BAJy). We can think of a linear operator A : C" — C™
through its , which is a matrix A € C™*" satisfying

Al;) =3 Aijles) forall je{l,...m} (2.1.5)

where [¢1), ..., |[¢n) and |p1), ..., |pm) are bases in C™ and C™, respectively. We will use
the convention of always selecting orthonormal bases in the matrix representations of
linear operators, as well as using the same basis for the input and output when dealing

with linear operators that map a vector space into itself.



We define the outer product of the vectors |¢) and |p) as the matrix given by the
matrix product |p)(¥|. It can also be thought of as a linear operator, defined by the
action (|)(¢[)(§) = [} (®l§) = (WIE)]w).

Given a linear operator A on a vector space, we define its eigenvector as a non-zero
vector |¢) for which Al¢) = A|e) holds for some A € C scalar, which is called the corre-
sponding eigenvalue. The eigenvalues can be computed as the roots of the characteristic
function c(x) = det|A — M|, where det denotes the determinant of the matrix. An impor-
tant result from linear algebra is that the eigenvectors and eigenvalues do not depend on
the choice of matrix representation of an operator. The set of eigenvalues of an operator
A is called its spectrum, and the difference in the lengths of its two largest eigenvalues is
its spectral gap.

We say that an operator A is orthogonally diagonalizable if there exists a set of
orthonormal vectors |¢;) of eigenvectors, with corresponding J; eigenvalues such that
A =¥, Mi|vi) (4] This formulation is called a diagonal representation or an orthogonal
decomposition.

There are a handful of operator classes that serve an important role in quantum
mechanics. Similarly to vectors, we use the notation A" for the adjoint of a matrix, i.e.
the conjugate transpose in an orthonormal basis. We say that an operator A is self-adjoint
or Hermitian if AT = A, and an operator is normal if AAT = ATA. It is easy to see that
if an operator is self-adjoint, it is also normal.

Given an n-dimensional vector space V' and an m-dimensional subspace W, using the

Gram-Schmidt procedure, we can provide an orthonormal basis [i1), ..., |¢,) of V, such
that the vectors |¢),. .., |tn,) form an orthonormal basis for W. Then we can define the
operator

P = Z |thi) (il (2.1.6)

called an orthogonal projector onto the subspace W. The orthogonal projectors form an
important subclass of self-adjoint operators.

The following theorem is an important characterisation of normal operators.

Theorem 1 (Spectral decomposition). [NC00, Theorem 2.1]
Any normal operator M on a vector space V' is diagonal with respect to some orthonormal

basis for V. Conversely, any orthogonally diagonalisable operator is normal.

We say that an operator U is unitary if UTU = I. It is easy to see that unitary operators



are also normal and thus they have a spectral decomposition. An important geometric
characterisation of unitary operators is that they preserve the inner product between
vectors; equivalently, they map any orthonormal basis set into another orthonormal basis
set. For this reason, they will play an important role in describing the connection between

quantum systems in different points in time.

2.1.3 Tensor product

To understand and model multiparticle quantum systems, we need a way to combine
Hilbert spaces to form a larger Hilbert space. Suppose that we have two Hilbert spaces
V and W with dimensions n and m, and orthonormal bases [¢;) and |g;), respectively.
We define V@ W as a Hilbert space with dimension n x m, generated by the vectors
|1i) @|¢;). The operator ® is called the tensor product, and |¢) ® |p) is often abbreviated
as [1)|p) or simply [1p) if working in the computational basis.

Given two Hilbert spaces V and W and arbitrary vectors |1, [11), [t2) € V) |p), |e1), |¢2)

and an arbitrary scalar A, the tensor product satisfies the following properties by defini-

tion.

1.
M) @ o)) = (A[Y)) ® |¢) = |[¥) @ (Alg)) (2.1.7)

2.
([1) + [12) ® |@) = |1h1) @ [p) + [1h2) @ [ip) (2.1.8)

3.
1) @ (lp1) + lw2)) = 1) @ |p1) + [¥) @ [i2) (2.1.9)

Given two linear operators, A and B on V and W, respectively, we can define the

linear operator A ® B on the space V ® W by the action
(A® BY(X M) ® o)) = X AAli) © Bl (2.1.10)

We can also define an inner product on V @ W as

J

(z Al) © [oi), Y- msli) @ |¢}>) = 3 X ) (i) (21.11)

10



It can be shown that the above standard tensor product is well-defined. More concretely,
the matrix representation of the tensor product is given by the Kronecker product in the
following way. Suppose A is an m X n matrix, and B is a p X ¢ matrix, then A ® B will

be an mp X nq block matrix:

AllB AlgB c. AlnB
AnB  AnB ... AyB

AoB=|"" S (2.1.12)
AmB AmB ... AwB

Given a vector [1)), we denote its k-fold tensor product with itself by [1/)®*, for example

)72 = [¥) @ [¢).

2.1.4 Operator functions and Trace

There is a natural way to define f : C — C functions on normal operators in the
following way. Given a normal operator A, with spectral decomposition A = 3=; A;|v;) (vy,

we define f(A) = >, f(Ai)|vi){v;]. As an example, the exponential of the matrix Z =

(& 9) multiplied by a constant j3 is

50
Az — (60 e—ﬂ) , (2.1.13)

since the eigenvectors of Z are |0) and |1).

A very important matrix function is the trace of the matrix, which is defined as

the sum of the diagonal elements. Let us examine the properties of the trace:

1. The trace is cyclic:
Tr(ABC) = Tr(CAB) = Tr(BCA) (2.1.15)

2. The trace is linear
Tr(uA +vB) = uTr(A) + v Tr(B) (2.1.16)

3. The trace is invariant under the unitary change of basis A — UAUT, which results

11



from the cyclic property
Tr(UAUT) = Tr(UTU A) (2.1.17)

The third property enables us to meaningfully define the trace of an operator as the trace
of its matrix representation, as the invariance under similarity transformation ensures
that the trace does not depend on the choice of the basis; i.e., it is well-defined. A useful

result for evaluating the trace of an operator is the following:

Theorem 2. Suppose A is an operator and |¢) is a unit vector. Then Tr(Al))(Y]) =
(¥l Al¢)

Proof. By the cyclicity of the trace,

Tr(A[p) () = Tr((¢[Aly)). (2.1.18)

Since (| Al) is a scalar, its trace is itself, and hence

Tr(A[g) () = ([Aly). (2.1.19)

We will also use the anti-commutator operator, denoted as {-, -}, which is defined by
{A,B} = AB + BA (2.1.20)

where A and B are operators. We say that A anti-commutes with B if {A, B} =0
Finally, an important tool of linear algebra is the Singular Value Decomposition, often
abbreviated as SVD. For Hermitian matrices, the spectral theorem gives an orthonormal

basis of eigenvectors and a decomposition
A=UAUT, (2.1.21)

where A is a real diagonal matrix containing the eigenvalues of A. The singular value
decomposition can be viewed as an extension of this idea to arbitrary, possibly non-

Hermitian or rectangular, matrices.

Theorem 3 (Singular Value Decomposition). Suppose A € C"™™ is a matriz. Then

there exists a rectangular diagonal matrixz 3 € R™™ with non-negative entries, as well as

12



unitaries U € C"*"™ and V € C™ ™, such that
A=UxVT. (2.1.22)

The diagonal elements of ¥ are called the singular values of A.

2.2 The Postulates of Quantum Mechanics

With the notation and linear-algebraic background established, we can use this to
construct a mathematical framework for the development of laws that physical systems

must obey.

Postulate 1 (State Space). Associated to any isolated physical system is a Hilbert-
space — for our purposes C" with the Euclidean distance — called the state space of the
system. The state of the system is represented by its state vector, which is a unit vector
in the system’s state space.
The simplest and most fundamental quantum mechanical system is a quantum bit, or qubit,
for short. It is the quantum analogue of the bit from classical computation, which also
has a state of either 0 or 1. In quantum computing, a qubit has a two-dimensional state
space, C?, with an orthonormal basis, denoted by |0) and |1). The important difference,
as stated in the first postulate, is that a qubit |¢)) can be not only in these two basis states

but also in their linear combination, often called a superposition:

[¥) = |0) + B[1) (2.2.1)

where o and 5 are complex numbers. This means that it is not possible to say that a qubit
is definitely in either of the basis states |0) or |1). The state being a unit vector means that
|a)? +|8|? = 1, or equivalently (¢)|¢)) = 1, which is known as the normalization condition.
The coefficients of the basis vectors, here o and 3, are called amplitudes. The orthonormal
basis consisting of |0) and |1) is called the computational basis. A fundamental example

is the state
0) + [1)

V2

known as |+). It is a superposition of the states |0) and [1), both with amplitudes —. It

(2.2.2)

13



is easy to see that |+) is, a valid state, since

T 1. (2.2.3)

17 1

\ vt |¢§

So what is a qubit in real life? A classical bit has many different physical representa-
tions: two different levels of electric charge in a capacitor; or the presence or absence of a
microscopic pit in a CD. Similarly, there are many different physical implementations of
a qubit that have been successfully realised; for example, the two different polarizations
of a photon; or the alignment of the nuclear spin of an electron in a uniform magnetic
field. Currently, all implementations are affected by a certain amount of noise, and differ-
ent realisations offer benefits in different applications. It is not within the scope of this
thesis to delve deeper into these various realisations of qubits. It remains to be seen which
implementation will be most used in eventual quantum computers, though it would not

be surprising if it were some combination of the different technologies.

Postulate 2.1 (Evolution). The time evolution of a closed quantum system can be
described by a unitary transformation. That is, if the system is in the state [¢)) at time
t1 and in [¢)5) at time ¢o, then their relation can be described by the unitary operator

U depending only on t; and t,
[Y2) = Ulthr). (2.2.4)

The second postulate describes how closed quantum systems, i.e. systems perfectly isolated
from their environment, change over time. Once again, the postulate does not specify
which unitaries describe the real-world quantum dynamics; it just confirms that it may
be modelled this way. Recall the important property of unitary operators: preserving
length and mapping orthonormal bases into orthonormal bases, which means that the
state remains valid.

A classical computer is built from electrical circuits, consisting of wires transmitting
information and logic gates manipulating them. The quantum analogue of a logic gate
is a quantum gate which can be described mathematically by unitaries. For example,
the classical NOT gate maps 0 to 1 and 1 to 0; the quantum NOT gate extends this
action linearly, mapping «|0) 4+ 8|1) into /5]|0) + «|1). It can be represented by the matrix
X = (94). The quantum NOT gate is also commonly referred to as the Pauli X gate.

Another important example is the Pauli Z gate defined as Z = ({ %), which maps

14



al0) + B|1) into «|0) — B|1).
The second postulate describes the relation of quantum states between two moments

in time. We can refine this to describe what happens in continuous time.

Postulate 2.2 (Continuous Evolution). The time evolution of a closed quantum system

can be described by the Schridinger equation,

th = H|Y). (2.2.5)
dt
Here h is the reduced Planck’s constant, a physical constant which, for our purposes, can
be set to 1. More importantly, H is a Hermitian operator called the Hamiltonian of the
system, which corresponds to the total energy of the system. Hamiltonians will play an
important role in this thesis and will be discussed in more detail later.

The relationship between the two formulations of the second postulate can be seen by

solving the Schrodinger equation. The equation

—iH(ty — t
|1h(t2)) = exp [(;1)] l9h(t1)) (2.2.6)
is a solution, and it can be verified that the operator
—iH(t, —
Ut t5) = exp lz(tgtl)] (2.2.7)

is, in fact, a unitary operator.

Postulate 3 (Quantum Measurement). Quantum measurements are described by a
collection {M,,} of operators acting on the state space, known as the measurement
operators. Suppose that the state of the system is |¢)) immediately before the measure-

ment, then the probability that the result will be m is
P(m) = (M)}, My, |). (2.2.8)

After the measurement, the system collapses into the state

M, |¥)
(| M M, 1)

, (2.2.9)

15



The measurement operators satisfy the completeness equation
S MM, =1 (2.2.10)
m

which corresponds to the fact that the sum of the probabilities of the outcomes is 1.
In the second postulate, we described how a quantum system behaves when left alone; the
third postulate elaborates on what happens when we need to extract some information
about the state we have.

Looking at a classical bit, we can definitely decide whether it is a 0 or a 1, but when
looking at a qubit, we have no way of determining its quantum state. Suppose |¢) = «|0)+
B|1) is a one-qubit quantum system. Measuring it in the computational basis corresponds
to the measurement operators My = [0)(0] = ({§) and M; = [1)(1] = (39). It can be
easily verified that M, and M; are, in fact, valid measurement operators. Even though
|t)) can theoretically exist in a continuum of different states, after the measurement, the
outcome is either 0 or 1, and the state collapses either into the state |0) or |1). The

probability of measuring 0 is
P(0) = (Y| M{Moleh) = ([ Mo|ep) = |of, (2.2.11)

after which [¢) collapses into

MT“TJ - ’Z| 0)  [0). (2.2.12)

Similarly, the probability of measuring 1 is |3|*.

The probabilistic nature of qubits grants them interesting properties. We say that the
states [1) and |¢) = €¥|p), where 6 € R, are equal up to the global phase factor. This is
because, for arbitrary {M,,} measurement operators, the probabilities of measuring the
outcome m are P(m) = (| M M,,|¢) and P(m) = (¢|e O M M,,e? b)) = (| M M,,|1)).
Thus, we can ignore global phase factors since they do not change the observed properties
of the system.

We say that two amplitudes a and b differ by a relative phase if there exists a real 6 such
that a = e¢?b. For example, let us look at the states |+) = % and |—) = %. Even
though they differ by a relative phase, in the computational basis, the two states have

equal probabilities of measuring 0 and 1. However, the relative phase is basis dependent,

16



and as such, we cannot ignore it. Notice that |[+) and |—) themselves form an orthonormal
basis of C2, and measuring in that basis provides an obvious way to tell them apart.

On the other hand, there is no quantum measurement capable of distinguishing states
|1;) with certainty, unless they are not orthogonal. This stems from the fact, that if |i;)
and |i¢) are not orthonormal, that means that |¢;) can be decomposed into a non-zero
component parallel to |¢) and a component orthogonal to it. Intuitively this means that
any measurement result produced by [¢;), could also come from the parallel component

of |1)9) if that state was prepared.

Postulate 4 (Composite Systems). The state space of a composite physical system is
the Hilbert space given by the tensor product of the state spaces of the components.
If we have n systems, in the states |t1), |¥2), ..., |¢,), then the joint state of the total
system is [11) ® [1h2) @ -+ - & |1hy,)
The final postulate describes how we can model systems consisting of multiple qubits. The
intuition behind why the tensor product is the correct method of describing composite
systems comes from the so-called superposition principle of quantum mechanics. It states
that for each « and 3 that satisfies |a|> + |3]? = 1, if [¢)) and |p) are orthogonal states,
then the superposition a|¢) + B|p) should also be a state. Applying this results in exactly

the tensor product postulate.

2.3 Entanglement

The fourth postulate also leads to one of the most curious concepts associated with
quantum computing; entanglement. Suppose H, and Hp are Hilbert spaces, with com-
putational bases |i)4 and |j)p, respectively. We say that a composite system is in an

entangled state |V) € Hy ® Hp if it cannot be written as a product state

W) =¥)a® |o)s (2.3.1)

for some |¢)4 € Hy and |p)p € Hp. Equivalently, in an expansion

W) = ZCUWA ® |7) B, (2.3.2)

17



the coefficient matrix (¢;;) cannot be factorized as ¢;; = a;b;. It is known as the first of the
EPR pairs, named after Einstein, Podolsky, and Rosen. Intuitively, entanglement means
a sort of quantum correlation between the states; in this example, after measuring the
first qubit of |®T), if the result 0 occurs, the state collapses into |00), and similarly, if we
measure 1, we will end up with the state |11). This means that by measuring only the
first qubit, we can determine the state of the second qubit with certainty. For this reason,
we can say that this state is mazrimally entangled.

Entanglement is an inherently quantum phenomenon, a feature of quantum mechanics
that cannot be explained by classical physics. A compelling example of this is the violation
of the Bell inequality, which reveals the deeply unintuitive nature of quantum mechanics.

Suppose the following experiment: Alice and Bob share a physical system; each of them
receives a particle that was prepared in a way that can be perfectly repeated time and
time again. Each of them chooses two measurements Ag, A; and By, By, respectively. These
measurements are of some physical property of the particle they receive; for simplicity,
we can suppose that the results are —1 and 1. After they have received their part of the
system, both of them pick one of their two measurements randomly and then perform it
at exactly the same time.

Our classical view of the world adheres to the very intuitive assumption of local realism.

1. Realism: The physical properties measured by Ag, A1, By, By are objective; they have
a definite value that exists independently of the observation. For example, the moon

exists regardless of whether we are looking at it.

2. Locality: The measurements performed at the same time by Alice and Bob do not

influence each other’s results, since information cannot propagate faster than light.

Let us look at the expected value of the following equation:
S = E[A()BO + AQBl + AlBO — AlBl] = ]E[A()(BQ + Bl) + Al(BO — Bl)] (233)

Since the result of Bob’s measurement, be it By or By, is 1, either one of (By + B;) and
(By — By) is equal to 0, and the other is +2. Therefore,

E[AoBo] + E[AoB1] + E[A1By] —E[A1By] <2 (2.3.4)
which is called the Bell inequality. By repeating the experiment many times, Alice and

18



Bob can estimate the values on the left-hand side, with an accuracy limited by the number
of trials. And with these tests they can also validate that the Bell inequality holds.

Now suppose that the shared system they receive is:

~|01) —[10)
A

which is another example of a maximally entangled state. Now suppose that they perform

|4) (2.3.5)

the measurements with the unitaries:

AO — Zl Al — Xl
7 — X, 71— Xu (2.3.6)
By=21"21 p =2 21
V2 NG

Here, X and Z denote the Pauli X and Z matrices. With simple calculations, it can be
shown that the expectation of these measurements will be, using the common quantum
notation for the expected value (A) = E(A):

(AoBo) + (AoB1) + (A1 Bo) — (A, By) = ;5 n ;5 + ;5 _ \}5

which is in clear violation of the Bell inequality. This violation was experimentally con-

=22, (2.3.7)

firmed by the physicists Alain Aspect, John Clauser, and Anton Zeilinger, which earned
them a Nobel Prize in Physics in 2022.

What do these results mean? They reveal that our world is not locally realistic, mean-
ing that at least one of our two assumptions was wrong; most physicists argue that it is
realism. On the other hand, it reveals the strength of entanglement compared to classical
systems, and in fact, the exploitation of entanglement plays a vital role in many quantum

algorithms.

2.4 Density Operators

There is another mathematically equivalent formulation of quantum mechanics that
will prove to be more convenient in many real world applications, such as the problem
discussed in this thesis.

Suppose that we have a number of states [¢;), and assign to each a probability p;.
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Then {p;, |¢;)} is called an ensemble of pure states, and the matrix
p= S nlui) (0 2:41)

is known as the density matriz or density operator. This corresponds to the fact that we
often do not have perfect information about what state our system is in; rather, we have
a probability distribution over several possibilities. In the case when we do have perfect
information about the quantum system [¢), we say that [¢)) is in a pure state, and its
corresponding density operator is p = [1)(¢)]. Otherwise, we say that p is in a mized
state, meaning it is in a mizture of pure states. We can also describe the mixture of mixed
states in the following way. Suppose our system is in the states p; = Y- pij|1i;) (¥i;] with

probabilities p;. Then the density matrix of our system is
p =D _pipislis) (Wi = Y _pipi. (2.4.2)
] i

We say that p is in a mixture of the states p; with probabilities p;. Density operators
can be thought of as the quantum generalisations of classical distributions; for a classical
distribution p, the corresponding density operator is diag(p).

We can reformulate the four postulates into the language of density operators instead
of state vectors. For this, it is useful to characterize the class of operators that are density
operators. We say that an operator A is positive if (|A]yp) > 0 for all |¢). This is

equivalent to stating that A is a positive semidefinite matrix.

Theorem 4. An operator p is the density operator associated with some ensemble if and

only if it satisfies the conditions
1. p has trace equal to 1
2. p s a positive operator

This means that we can think of density operators as positive semidefinite matrices
with a unit trace.

In postulate one, we associate a density operator with each physical system instead
of a state vector. Suppose that the unitary evolution of a system can be described by

unitary U, as stated in the second postulate. Then the evolution of the density operator
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can be described in the following way:
P = szw)z ¢%| —> szU|¢z ¢Z|UT vaUvJf (243)

since U maps the pure state |¢;) into Uly;). In a similar fashion, the measurements
described in postulate three can also be easily reformulated. Suppose that we perform a
measurement with measurement operators M,,. Then, the probability of obtaining the

result m is as follows:

= Zpiﬂ”(m\i) = ZPsz‘MLMmWJ
i i (2.4.4)
=>_pi Tr (M, My, [ 1i) (04]) = Tr(M], My,p)

If the system was initially in the state |¢;), then after obtaining the result m, the

system, as stated in postulate three, collapses into:

\/<¢z|MTTﬂMm|¢z>

i) = (2.4.5)

Thus, after obtaining outcome m, the density operator of the system is obtained by

substituting the expression above:

- Zwum)wmwm = 3 O

2
Tr MmMmp) (\/(@MM;anWZ)) (2.4.6)
~ M,pMj,

Lastly, in the fourth postulate, we can describe the joint state of the composite system of

states p; by p1 ® pa ® - -+ ® p,, using the same tensor product as before.
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Chapter 3

Semidefinite Programming

3.1 Primal-dual formulation

Linear programs (LPs) are a powerful and fundamental method in combinatorial op-
timisation and discrete mathematics. They have wide ranging applications and are ef-
ficiently solvable with tools such as the simplex algorithm or interior-point methods.
Semidefinite programs (SDPs) are a generalisation of LPs, providing an even wider range
of applications while preserving many of the useful properties of linear programs. As
an example, various integer programming problems in combinatorial optimisation have
semidefinite relaxations (meaning approximating the solution by finding a solution with-
out the integrality constraints), which approximate the solution much better. A famous
example is the Maxz Cut Problem, which is NP-hard but can be effectively approximated
to a certain accuracy through a semidefinite relaxation.

A semidefinite program has the following primal form:

OPTp =max Tr(CX)

s.t. Tr(A;X) <b; forallje{l,...,m}, (3.1.1)

X >0.
The inputs of the problem are Hermitian n x n constraint matrices Ay, ..., A,,, the objec-
tive matrix C', and real numbers by, ..., b,. The notation X > 0 denotes the constraint

that the variable n x n matrix X is positive semidefinite. Notice that every LP problem
can be written as an SDP, as the constraint Y, a;x; < b; can be represented by the di-

agonal matrix A; = diag(agl), e ,agn)). Without loss of generality, the solution X of this
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SDP will also be a diagonal matrix, and thus the constraint X > 0 is equivalent to z > 0.

The dual of the problem can be formulated as
OPTp =min by
st. Y yiAj—C=0 (3.1.2)

J=1

y > 0.

Similarly to LPs, it is easy to see that weak duality holds. Suppose that X is primal
feasible and y is dual feasible. Then

Tr ((i yjA; — C) X) >0, (3.1.3)

=1

because both matrices are positive semidefinite. Therefore,

Tr(CX) <y Tr(4;X) <D yby =b"y. (3.1.4)
j=1 j=1

Taking the supremum over primal feasible X and the infimum over dual feasible y gives
OPTp < OPTp. So, every dual feasible solution gives an upper bound on the value of
every primal feasible solution. We say that a primal solution X is strictly feasible if it

is positive definite, similarly a dual solution y is strictly feasible if it is strictly positive.

With this, we can state the Duality Theorem for SDPs:

Theorem 5 (Duality Theorem). [Lov05, Theorem 3.4] Assume that both the primal SDP
and the dual SDP are feasible. Then weak duality holds: OPTp < OPTp. If, in addition,
the primal SDP has a strictly feasible solution, then the dual optimum is attained and
OPTp = OPTp. Moreover, under the strict feasibility of both programs, the corresponding

optima are attained.

3.2 The SDP Primal Oracle

Due to the importance of semidefinite programming, there has been much progress in
developing quantum SDP-solving algorithms in the past 10 years. The main algorithmic

framework examined in this chapter is the primal oracle described in [Bra+419] and [AG19].
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Without loss of generality, let us assume that
IC|| <1, |A;]| <1 forall j€[m]. (3.2.1)
We also assume that the first constraint is a trace bound.
A =1, by = R. (3.2.2)
Thus, every primal feasible solution satisfies
Tr(X) <R. (3.2.3)

This bound is important because it will allow us to normalise primal candidates into
density matrices.

Consider an SDP in this normalized form:

OPT =max Tr(CX)
st. Tr(A;X) <b; forallje[m], (3.2.4)
X = 0.

The purpose of the primal oracle is to decide, up to additive error, whether there exists
a feasible solution whose objective value is at least a given threshold ¢. Thus, we are

interested in the feasibility of

Tr(A;X) <b; forall j e [m],
Tr(CX) > g, (3.2.5)

Then
Tr(ApX) < by <= Tr(CX)>yg (3.2.7)

Therefore, the primal oracle treats the objective value exactly like the other constraints,
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with the index set enlarged from [m] to {0,1,...,m}.

Definition 1 (Primal oracle). |[AG19] We say that an algorithm is an e-approximate
quantum SDP primal oracle if, for all inputs g € R and ¢ € (0, 1) with a success probability
at least 1 — ¢, the algorithm finds a vector 4/ € R™™! and z € R such that for

e Z;nzl Y545 +y0C

- m .2.
P Tr(e—zjzlyéAﬁyéC) (3:2:8)

zp is an e-feasible primal solution with an objective value at least g — ¢, which means
Tr(zpA;) <bj+e  Vje[m] andTr(zpC)>g—¢ (3.2.9)

or correctly concludes that the exact problem (3.2.5)) is infeasible, i.e., when £ = 0.

Given upper and lower bounds on the optimum, one can approximate it by binary
search over the possible values of g.

The primal oracle is based on the matriz multiplicative weights update (MMWU)
method, which originated from game theory but found widespread applications in fields
such as machine learning and optimisation. Instead of maintaining a single candidate

matrix directly, the algorithm maintains non-negative weights

y= (Y0, 91, Yym) € RZS (3.2.10)

on the constraints.

A Gibbs state is the quantum analogue of a thermal equilibrium distribution. Given
a Hermitian matrix H, which we interpret as a Hamiltonian, the Gibbs state associated
with H is

€_H

P = Ty (3.2.11)

The exponential assigns smaller weight to eigenspaces with larger energy, while the nor-
malizing factor Tr(e~) makes the matrix have trace one. Thus py is positive semidefinite
and satisfies Tr(py) = 1, so it is a valid density matrix. In the primal oracle, the Hamil-

tonian is not fixed in advance, but is iteratively built from weighted constraint matrices:

H(yW) =Yy 4;. (3.2.12)



The current candidate solution is therefore the Gibbs state corresponding to this con-

straint Hamiltonian:

mo () 4
eiH(y(t)) e_Zj:Oyj AJ

= = . 3.2.13
P = Do) = (e ™) o

This is the matrix analogue of the usual multiplicative weights distribution. In the
classical scalar setting, increasing the weight of a penalty decreases the probability of
choosing bad experts in later rounds. Here, increasing y; increases the contribution of
A; to the Hamiltonian, and the Gibbs state penalizes directions on which A; has large

expectation. Thus, when constraint j is violated, the update
Y <y + e, (3.2.14)

makes the next Gibbs state less concentrated on the part of the space responsible for that
violation.
We now reduce the trace-bounded SDP to a trace-one feasibility problem. Since

Tr(X) < R, set

X
X' ==. 3.2.15
. (3:2.15)

Then Tr(X’) < 1. To obtain a density matrix with trace exactly one, introduce one

additional scalar variable w > 0 and define the block matrix

X' 0
= (0 w). (3.2.16)

The conditions p > 0 and Tr(p) = 1 are equivalent to
X'=0, TrX) <L, (3.2.17)

where the remaining trace is stored in the scalar block w.

The constraint matrices are padded so that they act only on the original block:

- A 0
A=|"" , [ =0,1,...,m. 3.2.18
J (0 0) J ( )
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The right-hand sides are scaled by the trace bound:
by = = j=0,1,....,m. (3.2.19)

For notational simplicity, we drop the tildes and write A;, b; for the padded matrices and
rescaled bounds. Let N denote the dimension after the block augmentation.

Let € > 0 be the desired accuracy in the original SDP. The primal oracle uses the step

size
€
0=—. 3.2.20
2R ( )
The oracle then follows the following iterative procedure.
1. Initialise y = 0 € RZ;.
2. Repeat the following steps T = P‘;—QNW times.
(a) Prepare the Gibbs state
() ot (3.2.21)
ply) = o : 2.
Tr (e 2% yjAj)
(b) Search for an index j € {0,1,...,m} such that
Tr(A,p(y)) > b;. (3.2.22)
(¢) We may say that no violation is found beyond the threshold if
Tr(A;p(y)) <bj+6 forall je€{0,1,...,m}. (3.2.23)

In this case, the oracle outputs the current state as an approximately feasible
primal solution. The tolerance 6 is necessary because the Gibbs state is pre-
pared only approximately and the values Tr(A;p(y)) are estimated from quan-
tum measurements. Therefore, the oracle cannot reliably distinguish an exact
equality from a very small violation. Instead, it treats a constraint as truly vi-
olated only if the violation exceeds the additive threshold. After rescaling back
to the original SDP, this slack becomes Rf, and with the choice § = ¢/(2R),

this contributes at most £/2 to the final error.
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(d) If such an index j is found, update
y <y + Oe;. (3.2.24)
3. If the procedure does not output a state within 7" iterations, conclude that the exact
threshold feasibility problem has no solution.

It is easy to see that if the oracle terminates early, it yields an e-feasible solution to
the primal problem, with an objective value at least g — ¢, and the multiplicative weights
framework guarantees that if the oracle finds violating indices for all iterations, then there

is no solution to the feasibility problem.

3.3 Quantum speedup and Gibbs sampling

The primal oracle consists of two repeated tasks. First, for the current vector y, one

has to prepare the Gibbs state

( ) e~ Z;n:o Y Aj ( )
ply) = I 3.3.1
Tr(e” 2 =0 yJAJ)
Second, we have to estimate the expectation values
Tr(4;(y)) (3.32)

well enough to find a violated constraint.

On a classical computer, explicitly forming the matrix exponential is expensive for
large n. Even if the matrices are sparse, computing and storing the full density matrix can
become the dominant cost. On a quantum computer, the situation is different. The density
matrix p(y) does not need to be written down entry by entry. Instead, the algorithm can
prepare a quantum state whose density matrix is close to p(y). This is the Gibbs state
preparation problem.

This is the main source of the possible quantum speedup. The matrix multiplicative
weights framework naturally asks for Gibbs states, and quantum algorithms can sometimes
prepare or manipulate such states faster than a classical algorithm can explicitly compute

the corresponding matrix exponential.
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The second important subroutine is trace estimation. Once a Gibbs state p(y) has

been prepared, the algorithm has to estimate

Tr(A;p(y) (3.3.3)

for the constraint matrices. In a quantum implementation, this is an expectation value es-
timation problem. Depending on the input model, this estimation is implemented through
quantum subroutines that provide controlled access to the constraint matrices. For ex-
ample in the quantum operator input model the matrices are accessed through block-
encodings, meaning that a scaled copy of the matrix appears as one block of a larger
unitary operator [AG19).

The oracle also needs to search over the m + 1 constraints. A direct classical search
checks all constraints and costs at least linear time in m. In the quantum algorithm,
this step can be accelerated: van Apeldoorn and Gilyén |[AG19] use the Fast Quantum
OR Lemma and the resulting Two-Phase Quantum Search procedure to find a violating
constraint in the primal oracle, which leads to a \/m dependence.

The motivation for the experimental part of the thesis is the dependence of the algo-
rithm on the Gibbs state preparation. The primal oracle gives a clean setting in which the
Gibbs sampler is repeatedly called with Hamiltonians generated by multiplicative weights
updates. By testing this subroutine across different SDP instances, we can study when the
Gibbs sampler mixes quickly, when it becomes the bottleneck, and how its approximation

quality affects the behaviour of the oracle.
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Chapter 4

Gibbs Sampling and Quantum

Metropolis Dynamics

Markov Chain Monte Carlo (MCMC) methods are an essential class of algorithms
with wide-ranging applications in many real-world problems. Their goal is to sample
from complex distributions using Markov chains and reweighing rules like the Metropolis
and Glauber rules. The importance of these algorithms led to the development of their
quantum counterparts, which promise speedups in several use cases. Most importantly,
it results in a method for the efficient preparation of e # Gibbs states, which, as dis-
cussed in the previous chapter, serve as a vital subroutine in the multiplicative weights
update methods for quantum SDP solvers. The mixing times of these constructions under
different circumstances and SDP classes are exactly what this thesis aims to examine.
The coherent reweighing algorithm used for the effective quantum generalisation of the

Metropolis algorithm was devised by |Gil+24].

4.1 Classical Markov chains

Let us begin with a quick overview of classical, discrete Markov chains with finite
state spaces. A time-homogeneous Markov chain is a stochastic process on a finite set €2 =
{1,...,d}, called the state space, with a column stochastic transition matriz P € R4,
where P;; gives the probability of moving from state j to state i. Suppose v; € R? is a

distribution on the state space at the discrete time ¢. Then the process evolves in the
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following way:
Vt41 = P'Ut. (411)

The property of the chain, that the probability of transitioning from state j to state i is
independent of prior states and only depends on the current state j, is called the Markov

property. This way, we can write the distribution at time t explicitly using the equation:
v, = Py, (4.1.2)

where vg is the starting distribution. We say that a distribution 7 is a stationary distri-
bution of the chain if it satisfies 7 = Pw. We say that a chain is irreducible if, for each
pair of states 7, j, there exists an integer ¢, for which P]tZ > (, meaning that every state
can be reached from every other state with positive probability after a certain number of
steps. For each state 4, let d(i) = {t > 1: P{; > 0} be the times when it is possible for the
chain to return to the starting position i. Then we can define the period of the state ¢ as
ged(d(7)). We say that a chain is aperiodic if all of its states have a period of 1. For z € €,
let 6, denote the point-mass distribution concentrated at x. Using these definitions, we

can prove a fundamental theorem about the convergence of Markov chains.

Theorem 6 (Convergence Theorem). [LP17, Theorem 4.9]
Suppose that P is an irreducible and aperiodic Markov chain, with a stationary distribution

7. Then there exist constants a € (0,1) and C > 0 such that
max |P*S, — 7|7y < Cdf, (4.1.3)

where the metric used, known as the total variation distance, is defined as ||y — v||ry =

5 2 i — vil.

This means that every irreducible and aperiodic chain converges to a stationary dis-
tribution over time, regardless of the choice of the starting distribution.

Suppose a Markov chain P features a distribution 7 that satisfies for all states j and 4
Pz‘j’ﬂ'j = L7570 (414)

This is known as the detailed balance condition with respect to m. Suppose that a chain

P is detailed balanced with respect to 7. It follows that 7 is a stationary distribution of
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P, since
(Pr); = ZPijo = ZPgﬂTz = WZZPW = ;. (4.1.5)
J J J

Perhaps the most important question is the rate of convergence of the chain towards

its stationary distribution, starting from an arbitrary distribution.

Definition 2 (Mixing time).
tmix(€) = min {t P max ||P*6, — 7||7rv < 5} (4.1.6)
TE

While in this definition we used the total variation distance, later we will discuss the
mixing time with respect to other metrics.

An important result concerning classical Markov chains is the relation between the
mixing time and the spectral gap of the transition matrix P. Since P is a stochastic
matrix, 1 is always an eigenvalue, and it is not hard to see that for all eigenvalues A
we have |A| < 1. The absolute spectral gap of a transition matrix is defined as v =
1 —max{|A| : A is an eigenvalue of P, A # 1}. For an irreducible finite Markov chain, the

eigenvalue 1 is simple. Using the notation 7, = min; ;, the following holds:

Theorem 7. [LP17, Theorem 12.4]
Let P be a transition matriz of a reversible (i.e., detailed balanced with respect to its

stationary distribution), irreducible Markov chain with a state space §). Then

1
tmix(€) < — log<

- ) . (4.1.7)

ETMmin

This means that the spectral gap serves as an important proxy for the mixing time,
and roughly speaking the speed of convergence is inversely proportional to the spectral

gap of the transition matrix.

4.2 The Metropolis algorithm and Glauber dynamics

The goal of the Metropolis algorithm [Met+53] is to sample from a distribution 7 v,
where v € R?. Given a symmetric stochastic matrix P € R%9, the algorithm constructs

a modified Markov chain P’, defined by the transition matrix

P/; = Pijmin(1, &) for each i # 7, (4.2.1)

U

32



and Pj; is given in such a way that P’ remains column stochastic, meaning pr P/, =1for
all j € {1,...,d}. For this reweighing, we do not need to know =, only the unnormalised
v vector. Moreover, P’ will be detailed balanced with respect to 7. To see this, suppose

that m; < m;. Then, since P was symmetric

Pymj = Pym; = Pum; = Pj{igﬂj = Pjmi, (4.2.2)
j
which means that our new chain has 7 as its fixed point.
This construction can be generalised; for each function g : Ry — [0, 1] that satisfies
g(r)=r- g( ) for all positive r, the chain defined by the matrix P’ in the following way

will be detailed balanced with respect to =

P = ng( ) for all i # j. (4.2.3)
Uj
The reweighing rule g(r) = min(1, ), which we used before, is called the Metropolis rule,

while another commonly used rule g(r) = is known as the Glauber rule.

1 1

Intuitively, in the process modified by thz 1</Ietropolis rule, if we are moving from state
J to state i, and m; > m; is true, the move is accepted; but if m; < 7;, then the move is
rejected with a probability 1 — ﬂ =1- —J which means that the process stays in state
j. With this view in mind, we can decompose the new process M into an "Accept’ part
T’ and a 'Reject’” part R:

M =T +R, (4.2.4)

where T” is constructed by applying the Metropolis rule to every element of the initial
matrix 7', while R will be a diagonal matrix defined as Rj; = 1 — 3, ; T];. The two parts
serve distinct roles: 7" ensures detailed balance with respect to 7, while R guarantees that
M remains stochastic. This idea will serve as a basis for the quantum generalisation of
the algorithm; however, while in the classical case it is easy to see that the addition of
R preserves detailed balance, it is not as easy to describe the reject part in a quantum

setting.

4.3 Quantum Channels

As discussed before, the quantum analogue of a distribution v € [0,1]¢ is a density

operator p € C™? which is a positive semidefinite matrix with a unit trace. We described
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classical discrete-time Markov chains as M € R%*? column stochastic matrices acting on
the distributions. Their quantum counterparts can be described by linear maps acting on

density operators, called superoperators M : C¥*4 — C4*4,

Definition 3 (Completely positive maps). We say that a superoperator M is completely
positive (CP) if the operator M ® Z is positive (i.e., it maps PSD operators to PSD

operators), where Z : C4*¢ — C?*4 is the identity operator.

The intuition behind the concept of completely positive maps is that even if they act
on only a part of a joint system, they should map the joint system into a valid density
operator. There is a very useful equivalent characterisation of CP maps, called the Kraus

representation.

Theorem 8. A superoperator M : C¥*4 — C4¥*4 js completely positive if and only if there
is a set of operators { K, € C™} such that M[-] =3, K,[-]K].

These operators are called Kraus operators. The Kraus decomposition of a CP map is
not unique; the minimum number of nonzero operators needed in such a decomposition
is called the Kraus rank of the map.

We define the adjoint of a superoperator A[-] BT as AT[-] B with respect to the Hilbert-
Schmidt inner product (A, B)us = Tr(A'B)

Definition 4 (Quantum channels). A quantum channel Q : C4*4 — C%¥? is a completely

positive map that is trace preserving, or equivalently, it satisfies Q[I] = I.

The trace preservation can also be characterised by the Kraus operators, a quantum
channel Q] = ¥, K,[]K] is trace preserving exactly when ¥, K,K] = I. Quantum
channels, i.e., completely positive trace preserving (CPTP) superoperators, are the quan-
tum equivalent of the stochastic matrices describing classical time-homogeneous Markov
chains.

Similarly to the classical case, the goal of the Metropolis algorithm will be to construct
a quantum channel Q[-] that has the desired p density operator as its fixed point. For
this, we will need to define a quantum analogue of detailed balance, which will serve as a

sufficient condition for p to be a fixed point.

Definition 5 (Quantum detailed balance). A superoperator M[.] : C¥4 — Cd*4 is
detailed balanced with respect to a full-rank density operator p € C¥*¢ if

T =piMip7i- pTi]p (4.3.1)



Suppose Q is detailed balanced with respect to p. Then p is, in fact, a fixed point of
Q

T

Qlp] = pi(p~1Qlp*\/ppilp 1)pi
_ ot (pt 0l e Hh)pt (43.2)
— VPQ'I1\p = p.

As discussed previously, our goal is to converge to the Gibbs state p oc e, where
H € C%™9 is the Hamiltonian of the system. Intuitively, the Hamiltonian is an observable
corresponding to the total energy of the system. Since H is a Hermitian matrix, it admits
a spectral decomposition H = Y% | E;|1;)(¢);|. The states [¢;) are referred to as energy
eigenstates, and the corresponding eigenvalue E; is known as the energy of the state |1;).
The convention is to index the E; energies in a decreasing order: F; > Ej if ¢ < j.

It follows that the Gibbs state is diagonal in the basis of the energy eigenstates e~ =
diag(e~¥), and as such, any operator acting on it can be decomposed into components
M, according to the energy differences v = E; — E; that it connects. These differences

are known as the Bohr frequencies of H, and we denote their set as B(H) = spec(H) —

spec(H). Then the decomposition for a matrix M € C?*¢ can be written as:

M= > M, (4.3.3)
veEB(H)
where
M, = > (il M;)|i) (1. (4.3.4)
i,j€[d]
i—Ej=v

4.4 The quantum Metropolis algorithm

Our goal in the quantum Metropolis algorithm is to construct a p-detailed balanced
quantum channel M, given the target density matrix p and a self-adjoint proposal channel

T. Similarly to the classical case, it is composed of an accept and reject part
M=T +R. (4.4.1)

In the classical case, once we have constructed the detailed balanced matrix 7", the trivial

way of defining the reject term preserves that detailed balance; however, in the quantum
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case, this will not be as easy. So the algorithm will consist of two important steps. First,
we have to turn the proposal channel 7 into a reweighed channel 7' that is detailed
balanced with respect to p. After this, we have to prescribe the reject term R so that

M =T+ R is a p-detailed balanced quantum channel.

4.4.1 Constructing detailed balanced maps via coherent reweigh-
ing

Our goal is to describe the transformation that maps a self-adjoint completely posi-

tive map into another CP map that is also p-detailed balanced. A transformation between

superoperators is referred to as a super-superoperator. We define the following superoper-

ator:
StiM = Y A(w)M,, (4.4.2)

veEB(H)
where v are the Bohr frequencies of H. Recall that any superoperator 7 can be expressed
in its Kraus representation 7-] = 3=, A%[](A%)!. Using this decomposition, we can define

the following super-superoperator:
SOITIL] = Y2 SMAT[ (S AYY, (4.4.3)

which is well defined. Here, the function ~ is the quantum analogue of the Metropolis
and Glauber rules, which had to satisfy g(r) = r - g(+). We will now prove that with the
correct choice of v, the channel 77 = SUI[T] will be detailed balanced.

Theorem 9. [Gil+24, Theorem 8]
Suppose T is a self-adjoint CP map and v satisfies y(—v) = e2y(v). Then T’ = SVI[T]
is a p-detailed balanced CP map.

Proof. Define superoperator
1 1 1 1
Dy = p i Mlp7 - pilp~i. (4.4.4)
Then M is p-detailed balanced if and only if
Dy =Dl (4.4.5)

Thus, it is enough to show that the transformed map D7 is self-adjoint.
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Let

B = SVI[47] = Z FA“. (4.4.6)
The Kraus operators of Dy are
L* = piB%pi. (4.4.7)
Using the energy decomposition of A% we get

= > \/ v)p 4Aap4 (4.4.8)

veB(H

Since A% maps energy eigenspaces with energy difference v, conjugation by p® gives

prALYTY = e WAL (4.4.9)

Therefore
p_%A‘jp% = T A%, (4.4.10)

and hence
L= Y y(v)eiA (4.4.11)

Now consider the adjoint Kraus operator. Here the adjoint is meant in the Hilbert—

Schmidt sense for superoperators: if Dy has Kraus operators L, then D;-, has Kraus

Z VA (v)et (AL (4.4.12)

veEB(H

operators (L%)T.

Since taking the adjoint reverses the energy change,

(AT = (A°T)_,,. (4.4.13)
Changing variables © = —v, we obtain
Z VA T(A),. (4.4.14)
wEB(H
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Using the condition vy(—pu) = ey (u), this becomes

(L= > (et (A™),. (4.4.15)
)

neEB(H

But this is exactly the Kraus operator obtained by applying the same construction to
the adjoint map 7.

Thus, the adjoint of the transformed map associated with 7T is the transformed map
associated with 77

Dl = Dy (4.4.16)

Since T is self-adjoint, we have 7T = T. Therefore
D}, = Dr. (4.4.17)

Hence, Dy is self-adjoint, which is equivalent to saying that 7" is p-detailed balanced.
O

4.4.2 Constructing the reject term

After constructing a reweighted detailed balanced transformation, in order for the
super-superoperator to be a valid quantum channel, we need to ensure trace preservation.
For this, we need to ensure that the operator 7' is trace-non-increasing, i.e. T'[I] < I,
which can be done by rescaling 7’. The correct construction is given by the following

lemma:

Lemma 1. [Gil+2/, Lemma 3] Suppose p € C? is a full-rank density operator and
T’ : C*4 — C™4 s q p detailed balanced trace-non-increasing completely positive map.

Then there is a Kraus operator K such that
M[]=T[]+ K[]K' (4.4.18)
is a p detailed balanced quantum channel. The Kraus operator K can always be written

K =c*WUV/I - T[], (4.4.19)

where VW is the singular value decomposition of /I — T'i[I] Vp; U is an arbitrary

Hermitian unitary that commutes with ¥, and €% is an arbitrary phase.

as
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The condition that M is trace-preserving is MT[I] = I. Substituting the definition of
M gives T''[I] + KK = I. Thus the reject Kraus operator must satisfy

K'K=1-T7"1. (4.4.20)

This equation is the quantum analogue of the classical rule that the rejection probability

is the probability mass left after the accepted transitions. At first sight, it would seem

K' = \/1- 711 (4.4.21)

This choice indeed restores trace preservation. However, it does not necessarily preserve

natural to choose

detailed balance. The reason is that, unlike in the classical case, the operator 7'T[I] need
not commute with the target state p. This non-commutativity is one of the genuinely
quantum difficulties in defining a discrete-time Metropolis dynamics.

Looking at the construction given by Lemma [I| the trivial case is when 7 = 0, which
results in 7'7[I] = 0. The natural choice of U is I, and picking ¢ = 0, we get K = I.
If we want K to be a continuous function of 7', then the only natural choice is to take
¢ =0and U = I. This results in

K =WV /I - T1I]. (4.4.22)

Equivalently, this can be written directly in terms of p and 7" as

K =\/\p(I—-TI)) /pp 2. (4.4.23)

With this choice, the full map M is both trace-preserving and p-detailed balanced; con-

sequently, p is a fixed point of the dynamics.

4.5 Remarks on quantum implementability

The constructions described in this chapter are not only formal analogues of clas-
sical Metropolis and Glauber dynamics. Their relevance for quantum algorithms comes
from the fact that the reweighing and reject steps can be implemented without explicitly

diagonalising the Hamiltonian.
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The main difficulty is the reject Kraus operator

K = \/\/p(I-TI) /pp 2. (4.5.1)

At first sight, this expression looks difficult to implement, because it contains square
roots and inverse powers of the Gibbs state. However, the paper proves that this operator
admits a matrix Taylor expansion in terms of the same superoperator S that appears in

the detailed-balance construction.

Lemma 2 (Matrix Taylor expansion for the reject operator). |Gil+24, Lemma 4] If O is

a Hermitian operator satisfying the appropriate smallness condition, then

\/\/ﬁ(I —O)Jpp i =1— kfj(s o VM) [0], (4.5.2)

where

7
St = S ES (4.5.3)

and the higher-order terms are defined recursively by
k—1
viol=0,  VW[0] =Y (ST o VP)[0] (S o VED)[O]. (4.5.4)

p=1

In our application, this lemma is used with
O =T'"1].

Thus the reject operator can be approximated by truncating the above series. The reason

this is useful is that the only new operation appearing in the expansion is the superoperator
S.

The superoperator S has the following time-domain representation.

Lemma 3 (Time-domain representation of S). [Gil+24, Lemma 2] The superoperator

S[Al= Y ;tanh (Z) A,

vEB(H)
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can be written in terms of Heisenberg evolutions as

i . :

S[A] = el_i)r(& oy meZHtAe_’Ht dt. (4.5.5)

The importance of this representation is that it replaces an explicit decomposition
into energy eigenspaces by Heisenberg evolutions of the form et Ae~*#t On a quantum
computer, such evolutions can be implemented using Hamiltonian simulation, without
explicitly constructing or diagonalising the full Hamiltonian matrix. This is the source of
the potential quantum speedup: for an n-qubit system, the underlying Hilbert space has
dimension 2", so a direct classical implementation would generally have to manipulate
exponentially large matrices, while the quantum implementation can work directly with
the encoded quantum system. Thus, under the usual quantum input model, one step of
the constructed dynamics can be implemented using Hamiltonian simulation and block-
encoding techniques. This does not by itself prove fast mixing; the total runtime also

depends on the spectral gap, or equivalently the mixing time, of the resulting dynamics.
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Chapter 5
Numerical Experiments

The previous chapters established the two ingredients of the quantum SDP primal
oracle: the matrix multiplicative weights loop, which repeatedly asks for a Gibbs state
of a slowly changing Hamiltonian, and the discrete-time quantum Metropolis dynamics,
which prepares such a state by iterating a detailed-balanced quantum channel. Therefore,
the cost of the oracle is dominated by how quickly this channel mixes to its fixed point
at each iteration. This chapter studies that cost empirically. We implement the oracle
together with a classical simulation of the Gibbs sampler, run it on a selection of problems
from the SDPLIB benchmark library [Bor99|, and measure how the mixing cost behaves
along the oracle trajectory.

The central observation is that the mixing cost is not uniform across the oracle’s
iterations. For the first iterations, the channel reaches the required accuracy in a handful
of steps, which is consistent with known results about fast mixing [RSA24], after which
the number of steps needed jumps abruptly to the imposed cap and stays there. We will
see that this transition is not caused by a vanishing spectral gap of the channel but by a
small, slowly growing discrepancy between the simulated channel’s stationary state and
the exact Gibbs state, which eventually exceeds the accuracy tolerance demanded by the

oracle.
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5.1 Experimental methodology

5.1.1 The implementation and pipeline

The experiments are produced by a pipeline of three components. A conversion step
reads the SDPLIB problems in the SDPA sparse format and turns each into the normalised
oracle form of Chapter 3, where the constraint list is prepended with the trace constraint
Ay =1, by = R, and the objective is folded into the constraint set as Ay = —C, by = —g.
The primal oracle then runs the multiplicative weights loop at a fixed threshold g. At
every iteration, it prepares the Gibbs state p(y) = e ™/ Tr(e™™) of the current weighted
Hamiltonian H = 7, y;A;; this preparation is delegated to the Gibbs sampler, which
implements the coherent-reweighing quantum Metropolis channel M of Chapter 4 with
fixed point p(y).

Since the goal of these experiments is to study the mixing behaviour of the sampler,
we simulate the quantum channel classically: rather than preparing the state on quantum
hardware, we form the density matrix oy, explicitly and apply the channel 0%, = M|oy]
as a dense linear map. Developing it explicitly lets us count the number of channel appli-
cations required for convergence and inspect the spectrum of M. The price is that we are

limited to small problem dimensions, which guides our choice of benchmark instances in

Section [5.2]

5.1.2 Running environment and software

All code is written in Python 3 (NumPy/SciPy for linear algebra, CVXPY for the
dual solves used in conversion, and Matplotlib for the figures in Section . The bench-
mark driver and the oracle are optimised for multicore processing, the tests were performed
on a 48 core processor. The classical simulation code used in this chapter is available at:

https://github.com/DanielNg04/Gibbs-sampler-primal.

5.1.3 The trace bound, threshold, and step size

The reduction to a trace-bounded feasibility problem requires a bound Tr(X) < R.
The value of R is not part of the SDPLIB data, so for each instance we estimate it by

solving the auxiliary trace-maximisation problem

Ry = max{Tr(X): X >0, Tr(A,X) <b; for all j}. (5.1.1)
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This problem is solved for the original SDP constraints, before adding the trace constraint.
We then set R = 1.1Ry, where the factor 1.1 is a numerical safety margin. In the theoretical
oracle R should be a valid upper bound on the trace of every feasible primal solution; in
these experiments it is used as a numerically estimated bound. This matters because R

fixes the oracle step size and accuracy tolerance through

€

0 = R (5.1.2)
which is simultaneously the multiplicative weights step size, the feasibility tolerance, and,
most importantly for this chapter, the trace-distance accuracy to which each Gibbs state

must be prepared. A larger R thus makes 6 smaller and the sampling problem harder.
The threshold g does not directly enter the construction of the Gibbs sampler for
a fixed Hamiltonian. It can, however, affect the oracle trajectory by changing when the
objective constraint is violated and hence which sequence of Hamiltonians is generated. In
the experiments it is chosen only to avoid trivial early termination. We use the reference

optimum obtained from the original SDP as a guide and choose a nearby value for which

the oracle performs enough iterations to make the behaviour of the Gibbs sampler visible.

5.1.4 Measured quantities

For two density matrices we use the trace distance D(p,o) = 1||p — o||1, the natural
quantum analogue of the total variation distance of Chapter 4. At each oracle iteration ¢
the sampler is run from an initial state oy and the channel is applied until D(oy, p(y)) < 0
or until a fixed cap of ky.. channel applications is reached. We record the following

quantities along the oracle trajectory.

e The number of channel applications k; needed to reach the tolerance 6 at iteration .
The cap kpax is a runtime limit: if the sampler has not reached the tolerance by this
point, we record k; = k. and mark the iteration as non-converged. The final state
at the cap is then only a numerical proxy used by the experiment, not a correctly

prepared Gibbs state.

o The spectral gap of the channel. We measure

v =1 —max{|\| : A € spec(M), X # 1}, (5.1.3)
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the quantum counterpart of the absolute spectral gap introduced for classical Markov

chains in Chapter 4, which governs the rate of convergence.

o The full mizing curve D(oy, p(y)) as a function of the step k, recorded at selected

oracle iterations around the transition.

e The wall-clock time spent in each part of the computation.

5.1.5 Parameters

Unless stated otherwise, all runs use accuracy € = 0.1, inverse temperature § = 1 as
required by the construction of Chapter 4, a step cap of k., = 4000 channel applications
per oracle iteration, and a budget of 1000 oracle iterations. The sampler is warm-started,
meaning the converged state of one oracle iteration is used as the initial state og of
the next; since the Hamiltonian changes only by a rank-one update H += 6A;, this is
a natural choice and reflects how the subroutine would be used in practice. The first
iteration starts from the uniform mixed state I/n.

For the Metropolis channel we take as jump operators, i.e. the Kraus operators defining
the proposal channel, 7 the objective matrix C' and the distinct positive constraints A;,
because these are precisely the Hermitian generators that define the SDP and the weighted

Hamiltonian H.

5.2 The benchmark problems

The SDPLIB library [Bor99| is a standard collection of semidefinite programming
benchmark instances drawn from a range of applications. Because our classical simulation
forms the channel explicitly, its cost grows quickly with the matrix dimension n, for this
reason we are only examining to two of the smaller families.

The hinf family arises from H, control theory, where the SDP encodes the computa-
tion of the H,, norm of a linear system. The truss family comes from truss topology design
in structural engineering, where one optimises the layout of bars in a structure subject
to a compliance constraint. Both families yield SDPs of modest dimension, which makes
them suitable for explicit channel simulation while still being representative real-world

problems.
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Table [5.1] lists the converted instances together with their dimension n, the number
of oracle inequalities m, the trace bound R, the reference optimum, and the resulting

accuracy tolerance 6 = ¢/(2R).

Instance Family n m R OPT 60=¢/(2R)

hinfl hinf 14 27 6.66 2.03 7.5 %x 1073
hinf4 hinf 16 27 7247 27476 6.9 x 107
trussi truss 13 13 2090 —9.00 24x1073
truss3  truss 31 55 51.20 —-9.11 9.8 x 107*
truss4 truss 19 25 30.83 —9.01 1.6x1073

Table 5.1: The benchmark instances used in the experiments, after conversion to oracle
form with € = 0.1. The dimension n is the size of the SDP matrix, m is the number of
oracle inequalities, and R is the trace bound obtained from the dual optimiser.

We note that another small hinf instance, hinf12, was excluded: its main run failed
during channel construction, which we attribute to the poor conditioning of its weighted
Hamiltonian. This is itself a small illustration of the numerical sensitivity of the hinf

family:.

5.3 Results

5.3.1 The transition in mixing cost

The most prominent feature of every run is a sharp transition in the number of channel
applications needed per oracle iteration. Figure 5.1 shows, for each instance, whether the
sampler reached the tolerance 6 within the step cap at each iteration of the oracle. For an
initial stretch of iterations, the sampler converges; after that, it fails to converge within
the cap at every subsequent iteration. The transition is abrupt and instance-dependent: it
occurs at iteration 44 for hinf1, 16 for trussi, 34 for truss3, 22 for truss4, and already
at iteration 2 for hinf4. As a consequence, only a small fraction of the oracle’s iterations
are ever served at the required precision, that is 4.3% for hinf1 down to 0.1% for hinf4.

Figure[5.2] shows the same effect in terms of the actual step counts k; for hinf1. Before
the transition the count grows gently from zero to a few tens of steps; at the transition
it jumps to the cap of 4000 and remains pinned there. A flat-topped value at the cap
should be read as a lower bound: it means the tolerance was not reached within 4000

applications, not that convergence occurred at exactly that step.
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Convergence status per oracle iteration (zoom 1-80)

hinfl (4.3% converged overall)

ok

converged WM capped

capped
10 20 30 40 50 60 70 80
Primal-oracle iteration
hinf4 (0.1% converged overall)
ok

capped
10 20 30 40 50 60 70 80
Primal-oracle iteration
trussl (1.5% converged overall)
ok

capped
10 20 30 40 50 60 70 80

Primal-oracle iteration

truss3 (3.3% converged overall)

ok

capped
10 20 30 40 50 60 70 80

Primal-oracle iteration

truss4 (2.1% converged overall)

ok

capped

10 20 30 40 50 60 70 80
Primal-oracle iteration

Figure 5.1: Convergence status of the Gibbs sampler at each oracle iteration (first 80
shown). Green marks iterations where the channel reached the tolerance 6 within the step
cap; red marks iterations where it did not.
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hinfl: Gibbs steps (zoom 1-80, green=converged, red=capped)

4000 + ~ - c@ap= 4000 | __ e — 3 0-0-0-0-0-000000000000000000000000000006600—
blowup iter 44
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Gibbs-sampler steps
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0 10 20 30 40 50 60 70 80
Primal-oracle iteration

Figure 5.2: Number of channel applications k; per oracle iteration for hinf1 (first 80
iterations). Points are coloured by whether the tolerance was reached (green) or the cap
was hit (red). The dashed line marks the step cap kmax = 4000.

5.3.2 The spectral gap of the channel

A natural first hypothesis is that the transition reflects a sudden change in the chan-
nel’s spectral gap. We have established the spectral gap as a proxy for the mixing-time
in Chapter 4 already; an abrupt decrease in the gap would make the chain mix far more
slowly. However, this is not the case. Figure [5.3| plots the measured gap 7; for hinf1
across the transition. The gap is essentially constant throughout, varying by less than
half a percent and showing no feature at the transition iteration. The other instances
behave the same way, with v, ~ 2.5 x 1072 for the truss problems and an exceptionally
small but still constant v, ~ 2 x 107° for hinf4.

An almost constant gap means that the channel converges towards its stationary state
at the same rate. Indeed, a gap of v =~ 7 x 1073 predicts a relaxation scale of order
1/~ & 150 steps, which is consistent with the mixing curves below: every curve flattens
after roughly a hundred steps, regardless of the oracle iteration. The rate of mixing is

therefore not the explanation for the transition.
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hinfl: MCMC channel gap vs oracle iteration
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Figure 5.3: The spectral gap 7, of the Gibbs sampling channel for hinf1 as a function of
the oracle iteration. The dotted line marks the transition iteration. The gap is constant
to within 0.4% and exhibits no collapse.

5.3.3 Convergence is limited by precision

The explanation is visible in the mixing curves themselves. Figure [5.4] shows the trace
distance D(oy, p) as a function of the channel step k, recorded just before, at, and just
after the transition iteration, for both hinf1 and trussi. In every case, the curve drops
over the first hundred or so steps, as predicted by the constant gap, and then settles onto a
flat plateau for the remaining thousands of steps. The curve does not continue to descend

towards zero.

hinfl: mixing curves before/after blowup truss1: mixing curves before/after blowup

0.0034

0.0082
0.0032

0.0080 00030
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0.0078 0.0028

0.0026

0.0076

0.0024

o 500 1000 1500 2000 2500 3000 3500 4000 o 500 1000 1500 2000 2500 3000 3500 4000
Channel step k Channel step k

Figure 5.4: Mixing curves D(oy, p) for hinf1l (left) and trussl (right) at three oracle
iterations around the transition. The dashed horizontal line is the tolerance 6. Each curve
flattens onto a plateau within about a hundred steps; the plateau height crosses 6 exactly
at the transition iteration.
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The height of this plateau is the key quantity. It is the residual trace distance between
the stationary state of the simulated channel and the exact Gibbs state p(y). In exact
arithmetic the construction of Chapter 4 makes p(y) a fixed point of the channel, but
the explicit reject term, numerical errors, and the finite proposal strength used in the
simulation leave a small systematic error. This discrepancy grows slowly as the weighted
Hamiltonian H accumulates over the oracle iterations. The transition is precisely the
moment at which this plateau crosses the tolerance line 0: before it, the plateau lies below
0 and convergence is declared after about a hundred steps; after it, the plateau lies above
f and no number of steps within the cap can reach the tolerance, so k; saturates at kpay.

This reframes the cost of the subroutine. The benchmark does not measure the mixing
time in relation with the spectral gap, rather it shows the point at which the achievable
accuracy becomes higher than the one demanded by the oracle. This precision § = ¢/(2R)
is itself small, especially for instances with large R, which is why hinf4, with the largest

R and hence the smallest #, transitions almost immediately.

5.3.4 Where the time is spent

Finally, Figure [5.5| confirms that the Gibbs subroutine is indeed the computational
bottleneck of the oracle, as anticipated in Chapter 3. For hinf1, channel iteration and
the per-step convergence checks together account for essentially all of the runtime, while
the multiplicative weights algorithm, the constraint trace evaluations, violation selection,

and Hamiltonian update are negligible. The other instances show the same picture.

5.3.5 Summary of the observations

Across the tested instances, the same qualitative behaviour appears. During the first
oracle iterations, the Gibbs sampler reaches the required tolerance in relatively few chan-
nel applications. After an instance-dependent transition point, the trace distance no longer
falls below the required tolerance 0, and the sampler hits the imposed cap at every sub-
sequent oracle iteration.

The spectral gap measurements suggest that this transition is not caused by a sudden
slowdown of the implemented channel. In the instances tested, the measured gap remains
approximately constant throughout the transition. The mixing curves support the same
interpretation: they decrease at a similar initial rate before and after the transition, but

then flatten at a nonzero plateau. Thus, the issue appears not to be the rate of convergence
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hinfl: wall-time breakdown (total 1.88e+03s)

B Channel construction: 5.9s (0.3%)

BN Channel iteration (MCMC): 1.22e+03s (65.1%)
Bmm Convergence checks: 6525 (34.6%)

B Constraint traces: 0.217s (0.0%)

N Violation selection: 0.0845s (0.0%)

EmE Hamiltonian update: 0.0139s (0.0%)

Figure 5.5: Wall-time breakdown for the hinf1 run. Applying the channel and checking
convergence dominate; the multiplicative weights update itself is negligible.

towards the implemented channel’s stationary state, but rather the accuracy to which that
stationary state matches the intended Gibbs state.

This distinction is important. The experiment measures whether the implemented
sampling channel can prepare the exact Gibbs state to the tolerance required by the

primal oracle. Once the plateau in trace distance is above

€

0= 3R (5.3.1)

additional channel applications do not help because the limiting state of the implemented

channel is already outside the required tolerance. This explains why instances with larger
trace bound R, and hence smaller 6, are more sensitive to the discrepancy.

Therefore, the numerical evidence points to an accuracy bottleneck rather than a pure
mixing-time bottleneck. The Gibbs subroutine is still the dominant cost of the oracle,
but in these small classical simulations the dominant obstruction is that the simulated
channel does not reach the exact target Gibbs state accurately enough throughout the
whole oracle trajectory. A more complete validation would require directly comparing the

stationary state of the implemented channel with the exact Gibbs state at each oracle

iteration.
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Chapter 6
Conclusion

This thesis studies the role of Gibbs sampling inside quantum algorithms for semidef-
inite programming. The starting point was the observation that quantum SDP solvers
based on matrix multiplicative weights repeatedly require the preparation of Gibbs states

of the form
o H

p= Tr(e—)’ (6.0.1)

where the Hamiltonian H is built from weighted sums of the SDP constraint matrices. In
particular, I focused on the primal oracle appearing in quantum SDP solvers since it pro-
vides a clean setting in which the Gibbs state preparation subroutine is called repeatedly
and its behaviour can be studied directly.

The theoretical part of the thesis reviewed the necessary background from semidefinite
programming, quantum states, quantum channels, and Markov chain Monte Carlo meth-
ods. I described how the primal oracle reduces an SDP problem to repeated Gibbs state
preparation and trace estimation. I then discussed quantum generalisations of Metropolis
and Glauber dynamics, focusing on detailed balance, coherent reweighing, and the con-
struction of the reject term. These ideas explain how one can construct quantum channels
whose fixed point is the desired Gibbs state, and why such constructions are natural
candidates for quantum Gibbs sampling.

The numerical part investigated SDP instances using a classical simulation of the Gibbs
sampling subroutine used inside the primal oracle, with the goal of observing the behaviour
of the sampler during oracle iterations. A recurring phenomenon was that the sampler
often converged quickly in the first few oracle iterations and then abruptly starts hitting

the imposed step cap. This suggests that, in the tested instances, the obstruction was not
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primarily slow convergence to the implemented channel’s stationary state. Rather, the
limiting accuracy of the simulated channel became insufficient for the tolerance required
by the primal oracle. In other words, the implemented channel appeared to converge to a
state that was close to, but not close enough to, the exact Gibbs state.

This is an important limitation of the experiments. There were too few instances tested
to draw a broad conclusion from the observed behaviour. Nevertheless, the experiments
show that the Gibbs preparation subroutine can become a bottleneck in two distinct
ways: either the channel may mix slowly, or the implemented channel may fail to reach
the target Gibbs state to the accuracy required by the oracle. The present experiments
mainly exhibit the second phenomenon.

A natural next step is therefore to search systematically for problem classes where the
Gibbs sampler mixes quickly. This is also one of the most important open questions for the
practical relevance of quantum MCMC methods in SDP solving. The theory gives efficient
ways to implement detailed-balanced quantum dynamics under suitable assumptions, but
fast implementation of a Markov step does not by itself guarantee fast convergence to
the Gibbs state. Understanding which SDP families and constraint structures lead to
favourable mixing times is essential for identifying cases where quantum Gibbs sampling

may genuinely become an effective subroutine for SDP solvers.
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