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Chapter 1
Introduction

Most financial activity involves decision-making: portfolio rebalancing, market making,
trade execution, and hedging. These decisions are made sequentially, where each sequen-
tial decision impacts both what will occur later, as well as the costs and opportunities of
making subsequent decisions. Among these problems, this thesis focuses specifically on
trading: deciding when to hold a long, short, or neutral position in a single asset on the
basis of a price signal, so as to maximize risk-adjusted return net of transaction costs.
In ideal conditions, the listed problems can be solved with dynamic programming and
stochastic control, like Merton’s optimal portfolio choice problem (Merton, 1969, 1971).
In most cases, solutions typically rely on strong structural assumptions: the relevant state
variables are low-dimensional, the system is Markovian, the dynamics and parameters are
known, and the objective function and constraints have a simple form.

Unfortunately, financial markets in the real world usually do not exhibit these charac-
teristics. State spaces tend to be high-dimensional and contain unobserved states (latent
volatility, regime shifts), and even observable processes are often non-stationary. In ad-
dition, transaction costs, market impact, liquidity effects, and risk constraints introduce
nonlinearities and path-dependence. Even when a model is specified, solving the result-
ing control problem numerically can be difficult because classical dynamic programming
methods scale poorly with the dimension of the state space. This is because classical
dynamic programming relies on solving the Bellman equation across a discretized grid,
which fails under the curse of dimensionality as the number of assets grows (Bellman,
1957). As a result, learning-based methods that do not rely on discretization of the state
space, for example, direct approximation of value functions or policies from data and
simulations become appealing alternatives.

It is important to note that reinforcement learning is not free from model assump-
tions either. Many reinforcement learning algorithms are derived under the assumption
that the environment is a Markov Decision Process (Puterman, 1994; Sutton and Barto,
2018). This assumption usually does not hold in financial settings, but in practice we

assume that the state is approximately Markovian. The argument for this assumption is
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that if we construct the state in a way that it is sufficiently informative, then the condi-
tional distribution of future outcomes given the state and action becomes approximately
independent of earlier history. Making this assumption is important because it gives us
some basis for believing that the use of reinforcement learning techniques will allow us

to solve these problems.

1.1 Related Work

Our work in this thesis lies at the intersection of three different areas of research: Classical
Stochastic Control Theory, Reinforcement Learning, and Quantitative Trading. In this

section, we discuss the related works of each area individually.

Classical Stochastic Control and Optimal Portfolio Theory

Sequential decision-making under uncertainty in finance was first studied mathematically
by Merton (1969, 1971), who derived closed-form solutions for the optimal consumption
and portfolio choice problem of an investor with constant relative risk aversion. In his
work, Merton utilized the Hamilton—Jacobi-Bellman (HJB) equation introduced by Bell-
man (1957) and developed further by Fleming and Rishel (1975) as part of stochastic
optimal control. Comprehensive treatments are given by Fleming and Soner (2006) and
Yong and Zhou (1999), and an exposition towards financial applications can be seen in
Pham (2009).

In a stylized setting (geometric Brownian motion dynamics, smooth and concave util-
ity functions, no transaction costs) the HJB equation provides elegant results. However,
in real-world markets many of these assumptions cannot be satisfied. As already men-
tioned in the Introduction, transaction costs, market impact and/or partial observability
of latent state variables (volatility, order-flow, regimes) ruin the closed form solution.
Beyond tractable special cases, numerical solution is required, and classical grid-based
dynamic programming becomes infeasible in high dimensions due to the curse of dimen-
sionality (Bellman, 1957; Bertsekas, 2012). This is the methodological gap that motivates

the use of reinforcement learning.

Reinforcement Learning: From Dynamic Programming to Deep
Methods

Reinforcement learning originates from the study of Markov decision processes (Puter-
man, 1994; Bertsekas, 2012; Bertsekas and Tsitsiklis, 1996) in operations research, as
well as trial-and-error learning within artificial intelligence (Sutton and Barto, 2018). Al-

though the MDPs provide similar mathematical fundamentals based upon the Bellman



equation that forms the basis for stochastic control theory, the novel aspect lies in the
assumption that the underlying probability distributions are unobserved, and therefore
must be estimated using data collected through interactions with the environment.

There are two key algorithmic concepts derived from classical reinforcement learning
literature that will form the foundation of algorithms presented in subsequent chapters.
The first is temporal difference learning, introduced by Sutton (1988), which uses boot-
strapped sample-based estimates of the Bellman target as a learning signal. The primary
example of this concept is Q-learning (Watkins, 1989; Watkins and Dayan, 1992), a
model-free algorithm that learns the optimal action-value function directly from samples
and provably converges under standard stochastic-approximation conditions (Tsitsiklis,
1994). The second thread is policy gradient methods, formalized by Williams (1992) and
Sutton et al. (2000), which parameterize the policy directly and optimize it by stochastic
gradient ascent on an estimator of the expected return.

The transition to deep reinforcement learning (the use of deep neural networks as
function approximators) began with the Deep Q-Network of Mnih et al. (2015), which
demonstrated that a single Q-learning agent could achieve human-level performance on
a range of Atari 2600 games from raw pixel inputs. Subsequent modifications included
mitigating systemic bias issues and improving sample efficiency using Double DQN (van
Hasselt et al., 2016) and Dueling DQN (Wang et al., 2016). Concurrently, actor-critic
methodologies for continuous action space problems developed quickly: the deterministic
policy gradient (Silver et al., 2014) and its deep extension DDPG (Lillicrap et al., 2016)
were eventually replaced by more stable variants such as Twin Delayed DDPG (Fujimoto
et al., 2018) and the entropy-regularized Soft Actor—Critic (Haarnoja et al., 2018). For
the on-policy setting that dominates much of applied reinforcement learning today, Trust
Region Policy Optimization (Schulman et al., 2015) and its simpler descendant Proximal
Policy Optimization (Schulman et al., 2017) have become widely accepted standards:
the latter, combined with the Generalised Advantage Estimation procedure of Schulman
et al. (2016), is the algorithm used throughout Chapters 3 and 4 of this thesis. Theoretical
analysis of function approximation in temporal difference learning—including divergence
pathologies that can arise off-policy—was provided by Tsitsiklis and Van Roy (1997) and

is summarized in Sutton and Barto (2018).

Reinforcement Learning in Quantitative Finance

The application of reinforcement learning to financial trading has a longer history than
the recent deep-learning boom might suggest. Moody and Saffell (2001) introduced direct
reinforcement for portfolio selection, optimizing differentiable performance ratios (Sharpe,
Sterling) directly by gradient ascent—an early instance of what would now be recognized

as a policy gradient method tailored to financial objectives. Building on this tradition,



Deng et al. (2017) combined recurrent neural networks with reinforcement learning for
financial signal representation, and Jiang et al. (2017) proposed a deterministic-policy-
gradient framework for cryptocurrency portfolio management.

A parallel literature, more closely tied to classical stochastic control, applies reinforce-
ment learning to specific microstructural problems: optimal execution, where the agent
must liquidate a position while minimizing market impact (Nevmyvaka et al., 2006; Cartea
et al., 2015), and market making, where the agent quotes bid and ask prices to capture
spread (Guéant et al., 2013; Spooner et al., 2018).

More recent work applies deep reinforcement learning directly to spot trading of eq-
uities, currencies, and cryptocurrencies; comprehensive surveys are provided by Hambly
et al. (2023) and Sun et al. (2023). One common feature in many of these papers is that
their reported results have proven to be fragile. Results depend strongly on the choice of
transaction-cost model, the design of the walk-forward evaluation, and the inclusion or
exclusion of execution constraints, and they can degrade sharply when these assumptions

are tightened.

1.2 Thesis Structure and Objectives

The purpose of this thesis is twofold. First, it provides a mathematical introduction to
the reinforcement learning framework, tracing its origins from classical stochastic optimal
control to modern deep reinforcement learning algorithms. Second, it presents the prac-
tical implementation of these ideas in a controlled and in a more realistic environment.
In both implementations the concrete task is the same trading problem: a single agent
learns when to take a long, short, or neutral position in one asset from a price signal,
first on simulated data whose optimum is known and then on real Bitcoin data.

The thesis is organized into three major parts:

Part I: Theoretical Foundations (Chapter 2). We develop the mathematical frame-
work of reinforcement learning from first principles. Beginning with the continuous-time
stochastic optimal control problem and the Hamilton—Jacobi—Bellman equation, and con-
tinuing with the Bellman equation in discrete settings. We introduce the Markov Decision
Process formalism and then introduce the value functions, and the main families of deep

reinforcement learning algorithms. Finally, we introduce Proximal Policy Optimization
(PPO).

Part II: Simulated Validation (Chapter 3). Before applying reinforcement learn-
ing to real market data, we validate the implementation on a simulated mean-reverting

environment where the optimal trading strategy is known numerically. By comparing
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the agent’s learned policy to the numerical solution, we establish that the PPO imple-
mentation is correct and capable of recovering near-optimal behavior. This controlled
experiment isolates the learning algorithm from the complexities of real financial data

and provides a benchmark for the quality of the approximation.

Part IIT: Real-World Application (Chapters 4-5). We apply the same PPO
framework to high-frequency Bitcoin trading using real market data. Chapter 4 presents
the complete implementation pipeline—from data preprocessing and environment design
through the neural network architecture, training algorithm, walk-forward evaluation,
and results. Chapter 5 interprets the findings, discusses limitations, and summarizes the

contributions of the thesis.



Chapter 2

Theoretical Background

2.1 The Stochastic Optimal Control Problem

Reinforcement learning descends from classical stochastic optimal control theory (Fleming
and Soner, 2006; Fleming and Rishel, 1975). The connection runs through the Hamilton—
Jacobi—-Bellman equation in continuous time and the Bellman equation in discrete time.

Consider a controlled stochastic dynamical system in continuous time, where the state

X, evolves according to the stochastic differential equation
dXt = /,L(Xt, Ut) dt + O'(Xt, ut) th, (21)

where 1 is the drift function, o is the diffusion coefficient, u, is the control (action) chosen
by the decision maker, and W; is a standard Wiener process. The objective is to find a

control policy u = (u;);>o that maximizes the expected cumulative reward,

J(@u) = E UOOO (X, ) dt ‘ X, = x} , (2.2)

where r(z,u) is the instantaneous reward function and p > 0 is the continuous discount
rate. The value function V() represents the maximum achievable expected reward start-

ing from state x:

V(z) = sup J(x,u). (2.3)

u

2.1.1 The Hamilton—Jacobi—Bellman Equation

The fundamental result of stochastic control theory is that the value function satisfies the
Hamilton—Jacobi-Bellman (HJB) equation, a second-order partial differential equation
(Fleming and Soner, 2006; Yong and Zhou, 1999):

pV(x) = sup {r(a:, u) + p(z, u) aa—‘x/ + 10%(z,u) %} : (2.4)

u
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The practical importance of this reformulation is that it replaces a global optimization
over admissible control paths with a local condition: a PDE that must hold pointwise in
the state space. Once V' is known, the optimal control u*(x) is obtained by pointwise

maximization of the right-hand side.

2.1.2 Discretization and the Bellman Equation

To connect the continuous-time formulation to the discrete-time setting that underlies
most reinforcement learning algorithms, consider discretizing time with step size At. The

state transition becomes
Xigar = Xo 4+ w( X, ug) At + o (X, ug) VAL - &4, (2.5)

where g, ~ N (0, 1) is a standard normal random variable arising from the discretization of
the Wiener increment. The continuous discount rate p corresponds to a discrete discount
factor

v=e P 1 — pAt (2.6)

for small At. The integral of rewards becomes a sum, and the HJB equation discretizes
to

V(s) = max r(s,a) + vzp(s’ | s,a)V(s")]|, (2.7)

s
which is the Bellman optimality equation (Bellman, 1957). The transition probabilities
p(s' | s,a) are the discretized dynamics: they are determined by the drift x4 and diffusion
o of the continuous system. The expectation over the Wiener increment becomes a sum
over possible next states weighted by their transition probabilities. This equation forms

the foundation of dynamic programming and of reinforcement learning.

2.2 The Markov Decision Process Framework

The Bellman equation derived in Section 2.1.2 prescribes how an optimal value function
must behave when the dynamics of the controlled system are known. Reinforcement
learning is concerned with the same equation under a different epistemic assumption: the
dynamics are unknown, and must be inferred implicitly from sampled interaction with the
environment. The mathematical object on which both classical dynamic programming
and reinforcement learning operate is the same—a Markov Decision Process—and in this
sense reinforcement learning can be viewed as the data-driven counterpart of classical
stochastic control.

A Markov Decision Process (MDP) formalises the interaction between an agent and

its environment over a sequence of discrete time steps t = 0,1,...,T (Puterman, 1994;
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Sutton and Barto, 2018). At each step t, the agent perceives a representation of the
environment known as the state, denoted by the random variable S; € S, where S is
the set of all possible states. Based on this observation, the agent selects an action
A; € A(s), where A(s) is the set of admissible actions in state s. As a consequence
of executing the action, the agent receives a numerical reward R;,; € R C R and the
environment transitions to a new state S;,;. The agent’s task is to choose actions in a

way that maximizes the cumulative reward received over time.

The defining characteristic of an MDP is the Markov property: the joint distribution
of the next state and reward depends only on the current state and action, not on the

earlier history of states and actions. Formally, the transition dynamics are captured by
p(s',r|s,a) = ]P’(StH =5 Ry =r | S;=s, A = a), (2.8)

subject t0 Y cs D, er (8,7 | 5,a) =1 for every s € S, a € A(s). The Markov property
is the discrete analogue of the Markovian structure assumed in continuous-time stochastic
control (Section 2.1); it ensures that S; is a sufficient statistic for the future evolution of
the system, and it is what allows the Bellman equation of Section 2.1.2 to apply to the

discrete-time problem.

The Markov property is a strong modeling assumption and one that is almost never
literally true in financial markets, where latent state variables (volatility regimes, order-
book imbalances, dealer inventories) and slow-moving non-stationarities induce depen-
dence on the more distant past. The standard pragmatic response, which we adopt in
Chapter 4, is to construct the state vector to be sufficiently informative—for example by
including lagged returns and technical indicators—so that the conditional distribution of
future outcomes given the constructed state becomes approximately independent of ear-
lier history. The Markov assumption is then a property of the chosen state representation

rather than of the raw price process.

The conceptual distinction between dynamic programming and reinforcement learn-
ing lies entirely in what is assumed about p(s’,7 | s,a). When the transition probabilities
are known in closed form, the MDP can be solved by classical dynamic programming,
which iterates the Bellman equation directly. When they are not known but the agent
can sample transitions by interacting with the environment, the MDP can be solved
by reinforcement learning, which replaces the analytic expectation by sample averages.
This distinction is the central theme of the remainder of this chapter: Section 2.5 de-
velops the value-function machinery needed in either setting, Section 2.6 explains how
classical dynamic programming algorithms must be modified to work from samples, and
Sections 2.7-2.8 extend the resulting algorithms to the function-approximation regime

required for large or continuous state spaces.
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2.3 Return and Discount Factor

To evaluate and compare the performance of different behavioral strategies, a measure of
long-term performance is needed. This measure is the return G, defined as the discounted

sum of future rewards from time ¢ onwards:

T
G, = Z AL o (2.9)

k=t+1

The parameter v € [0, 1] is the discount factor, which corresponds to the discrete-time
version of the continuous discount rate p through the relationship v = e ?2* established
in Section 2.1.2. The discount factor admits several interpretations. From a probabilistic
standpoint, it can be viewed as encoding a constant continuation probability, where
(1—7y) represents the probability of termination at each time step. Alternatively, drawing
an analogy to economics, the discount factor reflects the time value of future rewards,
assigning progressively lower weights to rewards received further into the future. Under
this interpretation, the return G; bears a strong resemblance to the concept of present

value in financial theory.

2.4 Policies and Trajectories

The behavioral strategy employed by an agent, specifying which action to select in each
state, is referred to as the policy 7(-). This is the discrete-time analogue of the control law
u(x) in stochastic control. Policies may be either deterministic or stochastic in nature.
A deterministic policy constitutes a direct mapping from states to actions, 7 : S — A,
meaning that a given state always leads to the same action. In contrast, a stochastic policy

m(a | s) defines a conditional probability distribution over actions given the current state:

ma|s)=PA=a|S=s), > wal|s)=1 (2.10)
acA

Stochastic policies are important for exploration and can be optimal in partially observ-
able environments. We note that for infinite-horizon discounted MDPs, the restriction to
stationary Markovian policies of this form is without loss of optimality (Puterman, 1994,
Theorem 6.2.10).

As the agent interacts with the environment over the course of an episode, this inter-

action produces a sequence of states, actions, and rewards known as a trajectory:

T = (S0, 0,71, S1, 1,72, S2, A2, . . ., T, ST). (2.11)

12



The probability of observing a particular trajectory under policy 7 is

T—

p(7) = p(s0) H m(ar | s) p(sier | e ar). (2.12)

t=0

[y

2.5 Value Functions

To find an optimal policy we need to be able to evaluate policies and compare them. This
section introduces the two quantities that make such evaluation possible: the state value
function V7, which measures the expected return of policy 7 starting from a given state,
and the action value function )™, which measures the expected return of taking a specific
action and following 7 thereafter. Both satisfy recursive self-consistency equations—the
Bellman equations—and both have optimal versions that are characterized as unique
fixed points of contractive operators. These two properties (recursive self-consistency and

contraction) are the foundation of essentially every algorithm presented in this thesis.

2.5.1 The State Value Function and Its Bellman Equation

To quantify the expected long-term performance of an agent starting from a particular
state, we introduce the state value function V™ (s), which represents the expected return

when following policy 7 from state s:

T

Z 7k—t—l I~

k=t+1

Vﬂ(S) = Eﬂ[Gt | St = S] = Eﬂ

S, = 3] . (2.13)

The subscript 7 indicates that the expectation is taken with respect to the distribution
over trajectories induced by following policy 7. This value function is the discrete-time

analogue of the value function V(z) in continuous stochastic control.

The state value function satisfies a fundamental recursive relationship known as the
Bellman equation (Bellman, 1957; Sutton and Barto, 2018):

Vi(s)=> m(a|s)> p(s'r|sa)r+V7(s)]. (2.14)

This equation is the discrete-time counterpart of the HJB equation. It expresses a con-
sistency condition: the value of a state must equal the expected immediate reward plus
the discounted value of the subsequent state. Just as the HJB equation characterizes the
value function in continuous time, the Bellman equation characterizes the value function

in discrete time.
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The optimal value function V*(s) satisfies the Bellman optimality equation
V*(s) = max Zp(s’, r| s, a)[r+V*()], (2.15)

which corresponds to the supremum in the HJB equation. The optimal policy is then

obtained by acting greedily with respect to V*.

2.5.2 The Action Value Function

In addition to the state value function, reinforcement learning makes extensive use of the
action-value function, also known as the Q-function (Watkins, 1989; Watkins and Dayan,
1992). While the state value function measures the expected return from a state when
following a particular policy, the action-value function measures the expected return from
taking a specific action in a given state and thereafter following the policy. Formally, the

action-value function Q™ (s,a) under policy 7 is defined as
Q" (s,a) = E;[Gy | St = s, Ay = al. (2.16)

The Q-function satisfies its own Bellman equation:
Q(s,0) = Sop(s'sr | s,0) [r 47 S wd | 8) Q7( ) | - (2.17)

The relationship between the state value function and the action-value function is

Vi(s) =Y m(a|s)Q(s,a). (2.18)

a

The optimal action-value function QQ* satisfies the Bellman optimality equation

Q'(s,0) = 3 pls'sr | 5,0) [r + ymax Q(s',a')] (2.19)

Once (* is known, the optimal policy can be recovered directly by acting greedily:
m(s) = argmax, Q*(s,a). The significance of this observation becomes apparent when
contrasted with the analogous procedure for the state value function: recovering the

optimal policy from V* requires evaluating

*(s) = arginaXZp(s’,r | s,a)[r +V*(s")], (2.20)

s'r

which explicitly depends on the transition probabilities p(s’, 7 | s,a). In a financial setting

these dynamics are unknown, so a policy derived from V* alone cannot be implemented in
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practice. The action-value function side-steps this difficulty by absorbing the expectation
over next states into its own definition: QQ* encodes both the value and the model-implied
consequences of each action in a single quantity. This is the conceptual basis for model-
free reinforcement learning—methods such as Q-learning that estimate QQ* directly from

sampled transitions without ever estimating the transition model p(s',r | s, a).

2.5.3 The Bellman Operator and Contraction Property

The Bellman equation can be expressed in operator form (Bertsekas, 2012; Bertsekas and
Tsitsiklis, 1996). Define the Bellman operator T by

(TV)(s) = mngp(s’, r|s,a)[r+V(s)]. (2.21)

s'r

For any two value functions V; and V5, the Bellman operator satisfies the contraction

property
1TV =TVzlloo < 7 [[Vi = Valloc (2.22)

where || - [« denotes the supremum norm. Since v < 1, the operator T' is a contraction
mapping. By the Banach fixed-point theorem, 7" has a unique fixed point V*, and starting
from any initial value function Vj, repeated application of the Bellman operator converges
to this fixed point:

V* = lim T"V,. (2.23)

n—oo
This convergence property is the theoretical foundation for value iteration and, more
broadly, for the convergence of reinforcement learning algorithms. The discrete-time
analogue of the verification theorem states that the unique fixed point of the Bellman
operator is the optimal value function, and the greedy policy with respect to this fixed

point is optimal.

The argument above is presented for the state-value operator T', but it transfers with-
out modification to the action-value setting. Define the action-value Bellman optimality

operator Ty on RS*4 by

(ToQ)(s,a) = Zp(s’,r | 5,a) [r +7max Qs a’)]. (2.24)

s'r

The same supremum-norm contraction argument shows that Tj is a vy-contraction, and
Q* is therefore its unique fixed point. This justifies the use of fixed-point methods—most

notably Q-learning, introduced in Section 2.6.2—to compute QQ* directly.
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2.6 From Dynamic Programming to Reinforcement Learn-
ing

The Bellman equations of Section 2.5 prescribe what an optimal value function or policy
must satisfy, but do not by themselves specify how to find one. This section describes
two classical algorithms—value iteration and policy iteration—that solve the Bellman
equations when the transition dynamics are known, and then explains the modification
required to operate from sampled experience when they are not. The transition from the
first regime (dynamic programming) to the second (reinforcement learning) is the central

conceptual passage of this chapter (Sutton and Barto, 2018; Bertsekas, 2012).

2.6.1 Dynamic Programming with a Known Model

When the transition probabilities p(s’,7 | s,a) are known, the Bellman optimality equa-
tion can be solved iteratively using the contraction property established in Section 2.5.3.

Value iteration repeatedly applies the Bellman optimality operator:

Via1(s) = m(?XZp(s', | s a)[r+Vi(s)]. (2.25)

s'r

Since T' is a ~-contraction in the supremum norm, the sequence V) converges to the
unique fixed point V* from any initialisation Vj, with geometric rate . The optimal
policy is recovered from the converged V* by greedy action selection (which, as noted in
Section 2.5.2, requires knowledge of the transition probabilities).

Policy iteration is a complementary algorithm that alternates between two steps.
Policy evaluation computes the value function V™ for the current policy m—equivalently,
finds the unique fixed point of the policy-conditional Bellman operator T™—either by
solving the linear system implied by the policy-conditional Bellman equation (2.14) di-
rectly, or by iterating 7™ to convergence from any initialisation. Policy improvement then

constructs a new policy 7’ by acting greedily with respect to V™:

7'(s) = arg mapr(s’, rls,a)r+V7(s)]. (2.26)

a s',r

The policy improvement theorem (Sutton and Barto, 2018) guarantees that V™ (s) >

V7™ (s) for every state s, with strict inequality at some state unless 7 is already optimal.

Alternating evaluation and improvement therefore produces a monotonically improving

sequence of policies that terminates at 7* in finitely many iterations for any finite MDP.
Value iteration and policy iteration are the canonical model-based algorithms for solv-

ing the Bellman equations. They will be referred to repeatedly in what follows because

every reinforcement learning algorithm in this thesis can be understood, in part, as a
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sample-based and function-approximated analogue of one or the other: Q-learning (in-
troduced below) is the sample-based analogue of value iteration applied to Q*, and the
actor—critic algorithms developed in Section 2.9.3 are sample-based analogues of policy

iteration.

2.6.2 Sample-Based Methods: Temporal Difference Learning and

Q-learning

In a reinforcement learning setting the transition probabilities are unknown, so the expec-
tation >, . p(s',7 | s,a)[r+yV(s')] on the right-hand side of the Bellman equation cannot
be evaluated in closed form. Both value iteration and policy iteration must therefore be
modified to operate from samples rather than from the explicit transition distribution.
The fundamental idea is to replace the expectation with a single observed sample: if

in state s; the agent takes action a; and observes next state s;,; and reward r,,, then

Y = rev1 YV (Se41) (2.27)

is an unbiased one-sample estimate of Ey s, q. [ + 7V (s')]. The discrepancy between
the current value estimate and this sample-based target is called the temporal difference
(TD) error:

0t = Ter1 + YV (St41) — V(sp). (2.28)

When V coincides with the true value function V™ under the data-collecting policy m, the
TD error has mean zero conditional on (s, a;). The TD error therefore plays the same
role for sample-based learning that the Bellman residual plays for dynamic programming:
it measures how far the current estimate is from being self-consistent, and it provides the
stochastic-gradient direction along which the estimate can be moved closer to V™. This
is the basis of temporal difference learning, introduced by Sutton (1988) and developed
in detail by Sutton and Barto (2018).

Q-learning (Watkins, 1989; Watkins and Dayan, 1992) is the sample-based analogue

of value iteration applied to the optimal action-value function. The update is

Qsi,ar) = Qs @) + @ |7y +ymaxQ(sey, a') —Q(Staat)]a (2.29)

a stochastic-approximation step (Robbins and Monro, 1951) on the Bellman optimality
equation in which the expectation over next states is replaced by the single observed
transition s;;. Under standard conditions on the learning-rate schedule a; and on suf-
ficient exploration of the state-action space, the iterates converge almost surely to QQ*
(Watkins and Dayan, 1992; Tsitsiklis, 1994). Q-learning is model-free—the transition

probabilities are never estimated—and the optimal policy is recovered directly from Q*
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by greedy action selection, which (as discussed in Section 2.5.2) requires no knowledge
of the dynamics. This is the conceptual basis of all the value-based deep reinforcement

learning algorithms in Section 2.9.1.

2.7 Function Approximation

In most practical applications, both the state space and the action space are exceedingly
large or continuous, and tabular representations of value functions become infeasible (Sut-
ton and Barto, 2018; Bertsekas and Tsitsiklis, 1996). This motivates function approzima-
tion: the value function is represented by a parametric family 0(s; ), typically a neural

network with parameters 6, and learning reduces to finding 6 such that o(-;0) ~ V7 (-).

A natural starting point is to minimize the weighted mean squared error between the

approximation and the true value function,
. e N . 2
min 3" p(s) [V7(5) — (s 0)]%, (2.30)

where p(s) is the state-visitation distribution under the current policy. This objective is,
however, doubly unusable in its present form: the true value function V™ is unknown (it
is the quantity we are trying to compute) and the state distribution pu is not available

analytically either.

Both obstacles are resolved by techniques already introduced. The unknown target
V7™ (s) is replaced by the bootstrapped Bellman target y, = ryy1 + Y0(si11;60), which
is exactly the sample-based estimate of the right-hand side of the Bellman equation
discussed in Section 2.6.2. The unknown distribution pu(s) is replaced by the empirical

distribution of states actually visited during interaction. The resulting objective is

L0) = Egsp v | (revr +70(s011:6) = 0(5050)° (2.31)

where D is the distribution of transitions induced by the agent’s interaction with the
environment. In practice this expectation is replaced by an average over a minibatch of

sampled transitions, and 6 is updated by stochastic gradient descent.

A subtlety worth noting is that the bootstrapped target iy, itself depends on the
parameters . In standard practice the gradient is computed only with respect to the
prediction 0(s;; 0), treating y, as a constant. The resulting update is therefore a semi-
gradient rather than a true gradient method (Sutton and Barto, 2018). Although it lacks
the convergence guarantees of true gradient descent (Tsitsiklis and Van Roy, 1997), semi-
gradient TD learning is empirically stable in the settings considered in this thesis and is

the standard choice in modern deep reinforcement learning.
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2.8 N-Step Returns and the Bias—Variance Trade-off

The temporal difference update introduced in Section 2.6.2 and the function-approximation
loss in Section 2.7 both rely on a one-step bootstrapped target of the form r, 1 +vV (s141).
This is only one point on a spectrum of possible targets. By recursively substituting the
Bellman equation into itself, the value function can be expanded over an arbitrary horizon
(Sutton and Barto, 2018):

V7 (s) = B [re1 + risn + Vrips 4+ g + YV (514n)] - (2.32)
This motivates the n-step return:
ng) =11+ e+ YT T " 0(st4n3 0), (2.33)

which can be substituted for the one-step target y; in the function-approximation loss of
Section 2.7 to obtain an n-step TD update.

The choice of n represents a bias—variance trade-off. When n = 1, the target uses
only one observed reward and otherwise relies on the current (potentially inaccurate)
estimate 0(s,11;0); this introduces bias—any error in ¢ propagates into the target—but
yields low variance because only a single random transition is sampled. When n equals
the episode length, the target is the full Monte Carlo return, which is unbiased but accu-
mulates the randomness of the entire trajectory and so has high variance. Intermediate
values of n interpolate between these extremes. This trade-off is central to the design of
modern actor—critic algorithms: in Chapter 4 we use Generalised Advantage Estimation
(Schulman et al., 2016), which forms an exponentially weighted average of n-step returns
indexed by a parameter A\ and provides a principled way to position the estimator along

this bias—variance spectrum.

2.9 Categories of Deep Reinforcement Learning Algo-

rithms

The theoretical machinery developed above suggests two complementary routes for ap-
proximating the optimal policy. One route is to estimate the optimal action-value function
@* and recover the policy implicitly through greedy action selection; the other is to pa-
rameterize and optimize the policy directly, treating the value function as an auxiliary
object used to reduce the variance of policy-gradient estimates. Deep reinforcement learn-
ing algorithms are conventionally classified according to which route they follow, together
with a third hybrid family that combines them. This section surveys the three families

at the level of detail needed for the remainder of the thesis, and then develops Proximal
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Policy Optimization (PPO) in full, since it is the algorithm used in all experiments of
Chapters 3 and 4.

2.9.1 Value-Based Methods

Value-based methods learn an approximation Q(s, a; 0) of the optimal action-value func-
tion and recover the policy implicitly by 7(s) = arg max, Q(s, a;0). The defining mathe-
matical object is the Bellman optimality equation (Section 2.5.2), and the defining learn-
ing signal is the temporal difference error (Section 2.6.2). The archetypal value-based
algorithm is Q-learning, introduced in Section 2.6.2; its deep extension, the Deep Q-
Network (Mnih et al., 2015), approximates the Q-function with a neural network and
stabilizes training through experience replay (Lin, 1992) and a separate target network,
with later refinements such as Double DQN (van Hasselt et al., 2016) and Dueling DQN
(Wang et al., 2016) addressing systematic overestimation and improving stability.

The most significant limitation of value-based methods is their restriction to discrete
action spaces: because the policy is derived by taking the argmax over Q-values, the
action space must be enumerable, and discretization scales poorly with dimensionality.
A second limitation is the signature overestimation bias, in which the max operator inside
the Bellman target systematically biases noisy Q-estimates upward (Thrun and Schwartz,
1993; van Hasselt, 2010); value-based methods can also exhibit instability when combined

with function approximation (Tsitsiklis and Van Roy, 1997).

2.9.2 Policy-Based Methods

Policy-based methods parameterize the policy itself as my(a | s) and optimize the expected

discounted return

J<9) = E’T’Nﬂ'e = ETNP&[R(T)} (234)

T—1

t
E Y Ti41
t=0

by gradient ascent, where py(7) is the trajectory distribution induced by my and the

environment dynamics. The defining mathematical object is the policy gradient theorem
(Williams, 1992; Sutton et al., 2000), which expresses

T-1

ng log mg(ay | s¢) - Gy

t=0

VeJ(0) =E.., 7 (2.35)

with G; = ZZ;I v*~tri 11 the rewards-to-go. The key feature of this expression is that
the unknown environment dynamics cancel out: the gradient depends only on the chosen
policy parameterization and can therefore be estimated from sampled trajectories. The
simplest instantiation is the REINFORCE algorithm (Williams, 1992), which updates 6

in the direction of (2.35) using Monte Carlo returns.
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The signature failure mode of policy-based methods is gradient variance. Because the
return GG; accumulates the randomness of the entire remainder of the episode, and because
the gradient step scales with the magnitude of the return, the estimates are high-variance
and learning is correspondingly slow and unstable. A further structural issue is that the
estimator depends on absolute returns rather than relative ones: in an environment where
every trajectory yields a return in [+99, +101], REINFORCE increases the probability of
every action taken, because G; > 0 everywhere, burying the actual learning signal under
a common positive scale. The objective J(#) is also non-convex and admits multiple
local optima, so the choice of initialisation and exploration materially affects the solution

reached.

The standard variance-reduction technique subtracts a state-dependent baseline b(s;)

from the return:
Vo J(6) Z Vologmg(a | s:) - (Gy — b(sy)) | - (2.36)

This leaves the expected gradient unchanged, provided b does not depend on the action,
because Eqr,[Vglogmg(a | s)b(s)] = b(s) Vo>, me(a | s) = 0, but it reduces variance
whenever b(s) tracks the average return. The approximately variance-minimizing choice
is b(s) = V™ (s), with which the bracketed quantity becomes

G = V™(s1) = Q" (s,a) = V7(se) = A(s1, 1), (2.37)

the advantage function, which measures how much better action a; is than the average

action taken by m at s;. The policy-gradient update becomes

Vo J(0) nglogm(at|st) (50, a1) | (2.38)

the form used by all modern policy-gradient and actor-critic algorithms.

In practice A™ is unknown, and estimating it is itself a bias—variance problem analo-
gous to value estimation (Section 2.8). The one-step TD residual §; = 741 + ’yf/(stﬂ) —
V(st) is a low-variance but biased advantage estimator, while the Monte Carlo devia-
tion G, — V(s;) is unbiased but high-variance. Generalised Advantage Estimation (GAE)
(Schulman et al., 2016) applies the A-weighted n-step interpolation of Section 2.8 directly

to advantage estimation:

AFAEON =N (g0 Gy, (2.39)

When )\ = 0, GAE reduces to the one-step TD residual; when A = 1, it equals the Monte
Carlo return minus the baseline. GAE is the advantage estimator used by the PPO
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algorithm in the experimental chapters of this thesis.

2.9.3 Actor-Critic Methods

Actor-critic methods maintain both a parameterized policy 7y (the actor) and a param-
eterized value function V, or Q, (the critic). The critic provides a low-variance estimate
of returns used as a baseline for the policy gradient, while the actor selects the actions
that produce the data used to train the critic. This addresses the two failure modes of
the other families at once: the actor is updated by policy gradients, so continuous action
spaces are no obstacle, and gradient variance is reduced by replacing the high-variance
Monte Carlo return with the critic’s bootstrapped estimate. The general actor-critic up-
date takes the form 0 < 0 + o Vylogmg(a, | s;)d;, where d; is the temporal difference
error used as a one-step advantage estimate. The Advantage Actor-Critic (A2C) algo-
rithm (Mnih et al., 2016) uses the advantage form (2.38) with GAE; off-policy variants
for continuous control include DDPG (Lillicrap et al., 2016), TD3 (Fujimoto et al., 2018),
and the entropy-regularized Soft Actor-Critic (Haarnoja et al., 2018).

The price of the actor-critic design is added complexity: two function approximators
must be kept jointly stable, and bias in the critic can propagate into the policy update.
The remainder of this section develops Proximal Policy Optimization in full, since it is

the actor-critic algorithm used throughout the experimental work.

Proximal Policy Optimization

Proximal Policy Optimization (PPO), introduced by Schulman et al. (2017), is one of
the most widely used deep reinforcement learning algorithms, valued for its simplicity,
stability, and strong empirical performance. It addresses a fundamental challenge in
policy gradient methods: how to take the largest useful improvement step without causing
the policy to collapse or diverge.

PPO builds on Trust Region Policy Optimization (TRPO) (Schulman et al., 2015),
which frames the policy update as a constrained optimization,

mo(ay | s¢)

max E{ flt] subject to  E[KL(mg,, (- | ) | ma(- | s¢))] <6, (2.40)
T6o1a (at ’ St)

0
where the KL constraint keeps the new policy in a trust region around the old one. TRPO
has monotonic improvement guarantees under mild assumptions, but the constrained
optimization requires expensive second-order computation. PPO achieves a similar effect
with a first-order surrogate. Defining the probability ratio r,(6) = mg(as | s¢)/me,, (ar | St),
the PPO-Clip objective is

O (g) — ]Et[min(rt(e) Ay, clip(r(6), 1 —¢, 1+ ¢) At)} , (2.41)
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where A, is the GAE advantage and € is a hyperparameter (typically 0.1 or 0.2). When
the advantage is positive, the objective increases with r;(6), encouraging a higher action
probability, but once r;(0) exceeds 1 + € the objective flattens, removing the incentive
to move further; when the advantage is negative the clipping symmetrically prevents
the probability from dropping too rapidly. The clip therefore acts as a soft, first-order
surrogate for TRPO’s hard KL constraint. The complete loss adds a value-function term

and an entropy bonus,
L(0) = L) — ¢ LYF(0) + e H(m), (2.42)

with coefficients ¢y, co; the entropy bonus prevents premature convergence to a determin-
istic policy.

PPO is an on-policy algorithm: it requires fresh data generated by the current policy
for each round of updates. It nonetheless achieves good sample efficiency by performing
several epochs of minibatch updates on each batch of collected data before discarding it,
which is made possible by the clipped objective keeping the policy close to the behavior
policy that generated the data, so the importance-ratio approximation remains valid
throughout the update. This combination of stability and simplicity is what motivates
the use of PPO in both the simulated and real-world implementations that follow. The
next chapter validates the implementation on a controlled environment for which the

optimal policy is known numerically.
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Chapter 3

Validation on Simulated

Mean-Reverting Data

Before deploying a reinforcement learning agent on real financial data, it is essential
to verify that the implementation is correct and that the learning algorithm can recover
known optimal behavior. This chapter presents a validation experiment using a simulated
mean-reverting environment in which the optimal policy can be computed numerically
to machine precision. By comparing the agent’s learned policy to this benchmark, we
establish that the PPO implementation developed in Chapter 2 functions correctly and
can approximate optimal behavior to within roughly one price unit of the numerical
thresholds.

The motivation is methodological. Real financial markets are noisy, non-stationary,
and lack ground-truth optimal policies, so an agent that fails there gives no way to
separate an implementation error from a genuinely hard learning problem. Establishing
success where the answer is known lets us approach the real-world application of Chapter 4
with the assurance that any failures there stem from the difficulty of the data rather than

from the algorithm.

3.1 The Mean-Reverting Environment

The simulated market is modeled as a discretized mean-reverting price process. The price

Sy evolves according to
St+1 = St — K (St — Sm) + O &y, Etr1 N(O, 1), (31)

with .S,, = 100, mean-reversion strength x = 0.1, and noise scale ¢ = 2.0. The price is
rounded to the nearest integer at each step, but is otherwise unbounded; the state space

is the full integer lattice Z.
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Equation (3.1) can be rewritten as
StJrl — Sm = (1 — /ﬂ)) (St - Sm) + O Ety1, (32)

which is a discrete-time AR(1) process around S, with autoregressive coefficient ¢ =

1—x = 0.9. This is, up to a reparameterization, the exact discretization of the continuous-
time Ornstein—Uhlenbeck SDE

dXt = _K/OU(Xt — S’m) dt + o0ouU dVVt,

which over a unit time step yields an AR(1) with ¢ = e~V and a specific noise scale (see,
e.g., Fleming and Soner, 2006). The process used here therefore inherits the qualitative
features of an OU process—a Gaussian stationary distribution and exponentially decaying
autocorrelation. The exact AR(1) stationary standard deviation is o/ \/1—7¢52 ~ 4.59

price units, so the process spends almost all of its time within roughly 415 units of .S,,.

At each time step, the agent selects one of three discrete actions, a; € {—1,0,+1},
representing a short, neutral, or long position. The chosen action becomes the position

pes1 held over the next interval [¢, ¢ + 1].

The reward at each step is the position-weighted return less a proportional transaction
cost,

41 = % [pt+1 (St+1 - St) - B ‘pt+1 _pt| ) (3-3)
with friction coefficient 5 = 0.15. The division by ¢ normalizes the reward to be approx-
imately of order one, which provides stable gradient signals for the neural network. The
friction term penalizes position changes: switching from long to short costs 23/0 = 0.15
in units of expected reward, while a single-step adjustment (to or from neutral) costs
/o = 0.075. This friction is the critical ingredient that makes the problem non-trivial:
without it, the optimal policy would switch at every sign change in expected drift, yield-
ing degenerate high-frequency behavior. With it, the agent must learn to tolerate small

adverse moves near the mean rather than incurring switching costs at every opportunity.

The agent observes a state vector consisting of the 7' = 10 most recent prices (each
normalized by the long-run mean and the stationary standard deviation) together with
the agent’s current position p, € {—1,0,+1}, yielding a state of dimension 11. The
OU process is Markov in the current price alone, so the price history is in principle
redundant from an information-theoretic standpoint. We retain it here as a deliberate
methodological choice that mirrors the state structure used for the real-world Bitcoin
agent in Chapter 4, where the underlying process is not believed to be Markov in any

single sufficient statistic.
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3.2 The Numerical Optimal Policy

The agent’s task is to choose a stationary policy m : § x P — P over the joint state space

(price, current position) so as to maximize the expected discounted return

Z 'YtTt+1] ) (3.4)

t=0

J(r) = E,

with v = 0.99. By the contraction property of Section 2.5.3, the optimal value function
V*(S,p) is the unique fixed point of the Bellman optimality operator on RISI*3:

V*(S,p) = max {—é o —p| + E }fp’ (S"—8) + vy VS, p) ‘ S} }, (3.5)
pe{—1,0+1} o

where S” | S is the one-step transition kernel implied by (3.1) (with rounding integrated
exactly). To solve this fixed point numerically, we restrict attention to a wide but finite
grid {Sgrid_min, ey Sgrid_max} chosen so that the price has negligible probability of leaving
it. Within this grid the contraction of the Bellman operator (Section 2.5.3) applies
as before, and value iteration converges to the optimum on the grid without further
approximation; the optimal policy is then 7*(S,p) = argmax, {--- } in (3.5).

We solve (3.5) by value iteration on the joint state space {60, ...,140} x {—1,0,+1}.
The grid is chosen wider than the region where the price actually goes (the process
spends essentially 100% of its time within £25 of S,,, under the stationary distribution),
so the grid boundaries are operationally invisible to the policy. The transition kernel
is constructed by integrating a Gaussian density of mean S — k(S — S,,) and standard
deviation o against the integer-bin edges, with probability mass beyond the boundaries
(smaller than 107! per step in the relevant region) absorbed at the nearest boundary
state purely for numerical safety. With a convergence tolerance of 107 in the supremum
norm, value iteration converges in 1886 iterations.

The resulting policy exhibits a discrete-trade / no-trade / discrete-trade (DT-NT-
DT) structure—a no-trade band of intermediate prices in which the optimal action is to
hold the current position, flanked by regions in which the optimal action is fully long or

fully short—with thresholds tightly concentrated around S,,:
e From the long position (p = +1): hold long for all S < 100; flip to short at S > 101.

e From the neutral position (p = 0): go long for S < 99; remain neutral exactly at
S = 100; go short for S > 101.

e From the short position (p = —1): flip to long for S < 99; hold short for all S > 100.

The policy is exactly symmetric around S,, = 100, as required by the symmetry of the

dynamics. The neutral position is occupied by the optimal policy only transiently: the
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agent passes through neutral at S = 100 when arriving from the long side, but otherwise
the policy switches directly between +1 and —1.

The value function V*(.9, p) is approximately parabolic in S near S,,, with a minimum
at the mean where the expected drift is zero and the agent’s options are most ambiguous,
and rising symmetrically with distance from the mean: V*(S,,,p) ~ 16.1 at the center,
growing to V*(80,p) = V*(120,p) ~ 22.4 at the typical extremes of the observed price
range, and continuing to grow beyond. The dependence on p is negligible: at .S = 100
we obtain V*(100, p) = 16.135 for all three positions, reflecting the fact that the friction-
adjusted expected return is the same regardless of starting position once the trajectory

equilibrates.

3.3 Architecture and Training

All implementations in this thesis were written in Python, primarily using the PyTorch
package for the neural networks and the training loop. The PPO agent used for the
simulated validation is deliberately simpler than the architecture deployed for Bitcoin
trading in Chapter 4, reflecting the lower complexity of the OU environment. The agent
consists of a two-layer fully connected network with 64 hidden units and tanh activations
serving as the shared feature extractor, followed by separate linear heads for the actor and
critic. The actor head is initialised with orthogonal weights at a gain of 0.01 to produce
a near-uniform initial action distribution; the critic head uses orthogonal initialisation
with gain 1.0.

The training configuration uses the PPO algorithm of Section 2.9.3, with hyperpa-
rameters adapted to the simpler environment. The discount factor is v = 0.99, the
GAE parameter is A = 0.95, the clip parameter is ¢ = 0.2, and the entropy coefficient
is co = 0.05. The optimizer is Adam with a constant learning rate of 3 x 107 The
environment runs 128 parallel episodes; rollouts of 128 steps per cycle yield 16,384 transi-
tions per cycle, on which 4 epochs of minibatch updates are performed with a minibatch
size of 256. Training runs for 200 cycles, which is sufficient for the reward, entropy, and

value-loss curves to fully stabilize.

3.4 Training Dynamics

Training is divided into three distinct phases (Figure 3.1). In the initial phase (cycles
1-25), the agent transitions rapidly from the random initialisation to a coherent mean-
reverting strategy: the per-step reward rises from —0.067 to +0.150. This rapid initial
improvement is consistent with the strong, unambiguous directional signal of the OU

environment, where even a partially trained agent can extract meaningful reward simply
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Training reward, with PPO and analytical-optimum benchmarks
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Figure 3.1: Training reward curve. The light blue line shows the per-cycle average re-
ward; the dark blue line shows a 20-cycle moving average. The horizontal lines show
the average reward obtained by the trained PPO agent under a greedy evaluation pol-
icy (solid green, +0.1670) and by the numerical optimal policy on independent rollouts
(dashed red, +0.1669).

by aligning positions with the dominant drift. In the second phase (cycles 25-75), the
agent refines its policy and the moving-average reward stabilizes near +0.155; policy-loss
magnitudes drop to the order of 1073, indicating that the clipped surrogate is effectively
constraining each update to small incremental improvements. In the third phase (cycles
75-200), the metrics plateau. The reward fluctuates narrowly around +0.156 and the
entropy of the action distribution settles near 0.30.

The persistence of non-zero entropy at convergence is a healthy sign: it reflects that
the agent retains stochasticity near the mean price, where the optimal action is genuinely
sensitive to small perturbations in the state, rather than collapsing to a deterministic
policy everywhere. The flatness of the training curve over the last hundred cycles confirms

that further training would not materially change the agent’s behavior.

3.5 Learned Policy versus Numerical Optimum

We now compare the policy learned by PPO to the numerical optimum computed in
Section 3.2, at three levels: the policy map, the value function, and a matched-seed
equivalence test of realised behavior.

Figure 3.2 overlays the learned and optimal policies as functions of price for each of the
three current positions. Both policies are long for S < 99 and short for S 2 101, regardless
of starting position; in these regions the directional signal overwhelms the friction cost.

The two policies differ only on cells immediately adjacent to S,,, where the friction cost
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Learned policy versus analytical optimum (8 =0.15, k =0.1)
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price S price S

Figure 3.2: Side-by-side comparison of the PPO learned policy (left) and the numerical
optimum (right) as a function of the current price S, for each of the three starting
positions. The dashed vertical line marks the long-run mean S,, = 100. Both policies
exhibit the DT-NT-DT structure with thresholds tightly concentrated around S,,.

and the expected directional gain are of comparable magnitude. Aggregating across all
41 x 3 = 123 (state, position) cells, the PPO policy agrees with the numerical optimum on
121, a fraction of 98.4%. The residual disagreement is a tie-breaking convention near the
mean: the PPO policy routes through neutral on a direction change where the optimum
flips directly, and because the cost structure is linear (5|p’ — p|) the two routings incur

identical total cost.

Figure 3.3 compares the PPO critic estimate %(s) with the numerical optimal value
V*(s) over the price range [80,120] that the process actually visits. The two functions
agree in shape: both are symmetric around S,,, have a single minimum at the mean price,
and increase monotonically with distance from it, and the PPO critic correctly captures
that the dependence on starting position is negligible except near S,,. Two systematic
gaps remain in absolute terms. First, the PPO critic underestimates the value at the
mean (V,(S,,) =~ 14.6 versus V*(S,,) ~ 16.1). This is a finite-horizon bootstrap bias:
PPO learns from 128-step rollouts and bootstraps from its own value estimate at the
truncation point, and with v = 0.99 the bootstrap weight v'?® ~ 0.28 is large enough
to make the effect non-trivial; the entropy bonus contributes a small additional negative
bias. Second, the critic plateaus toward the edges of the plotted range, while VV* continues
to rise: prices far from S, are exponentially rare under the stationary distribution, so
the critic has little training signal there and its small network smooths the function flat.
Both biases leave the ranking of values across actions—which is what the advantage, and
hence the policy update, depends on—intact.

Realised performance is compared by running both policies on identical price realisa-
tions. The procedure pre-generates the full sequence of Gaussian innovations €; for each
of 200 episodes of 500 steps and simulates the PPO and numerical policies in parallel

against the same shocks, so that the per-episode reward differences carry no sampling
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Value function: PPO critic versus analytical V"
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Figure 3.3: PPO critic estimate V,(s) (left) versus the numerical optimal value V*(s)
(right) as a function of price, plotted separately for each starting position. Both panels
are restricted to the price range [80,120] that the process actually visits. The shape—a
single minimum at 5,,, rising symmetrically—is reproduced by both. The PPO critic
is biased low at the mean (V,(S,,) ~ 14.6 versus V*(S,,) &~ 16.1) due to finite-horizon
bootstrap truncation, and plateaus near the edges because of sparse training data in those
rarely-visited states.

Table 3.1: Matched-seed comparison of PPO and numerical optimum on 200 episodes of
500 steps each, sharing identical Gaussian shock sequences across the two policies.

Statistic Value

PPO mean reward +0.16878 + 0.02851
Optimum mean reward +0.16961 4 0.02793
Paired difference (PPO — Opt.) —0.00083 +0.01676
Paired t-test p=0.49
Wilcoxon signed-rank p=10.83

95% confidence interval for the difference  [—0.003,+0.002]
Cohen’s d —0.029

PPO trades per episode 52.6
Optimum trades per episode 53.5

noise from the price process and any gap is attributable to the policy choice alone. The
results are summarized in Table 3.1.

On matched price paths the two policies make the same decisions at the same times.
They trade essentially the same number of times per episode (52.6 versus 53.5) and earn
statistically indistinguishable per-step reward: the paired difference is —0.00083, within
the 95% confidence interval [—0.003, +0.002], with the paired t-test at p = 0.49, the
Wilcoxon test at p = 0.83, and Cohen’s d = —0.029. The only structural difference is
whether a direction change is logged as one trade (optimum: —1 — +1 directly) or two
(PPO: —1 — 0 — +1 through neutral); under the linear cost structure these are exactly
equivalent (28 = 8 + ). The PPO policy is therefore the numerical optimum, differing

only by a tie-break the reward function cannot distinguish.
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Chapter 4

PPO for Bitcoin Trading:

Implementation and Results

4.1 Data

The price series consists of Bitcoin spot prices at 5-minute resolution. The underly-
ing tick data originates from the Tardis.dev historical cryptocurrency market-data ser-
vice (Tardis.dev, 2026) and was downloaded and processed into 5-minute bars using the
TardisProject GitHub repository (Kralik, 2026). Each bar carries a close price and a
signed transaction volume (positive for net buying pressure, negative for net selling).
Missing bars are imputed by forward-fill followed by backward-fill, and the residual miss-
ing values—primarily at the very start of the series before the first complete bar—are
filled with the period mean. Missing signed-volume entries are filled with zero. The total
proportion of imputed bars is below 0.5% and is concentrated in stretches of low overall
activity, so the imputation has negligible effect on the dynamics the agent actually trades.

The agent operates on log-prices throughout: features are computed in log space,
the reward is the position-weighted log-return less the friction cost, and gross and net
returns reported in this chapter are derived from log-returns and converted to percent
at the appropriate aggregation level (per week, per year). Log-returns aggregate cleanly
under composition and avoid the asymmetric distortions that compound percent returns

would introduce in weeks with extreme moves.

4.2 Features and State Representation

The state vector seen by the agent at each step concatenates four families of features
computed from the local log-price (and signed volume) history, together with the agent’s
current position. Each family is designed to expose a different aspect of the local mar-

ket structure, and within each family multiple window sizes are used so the agent can
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simultaneously condition on short and long horizons.

The first feature family is moving-average deviations. For each of eight exponential
moving averages spanning 30 minutes to 48 hours of 5-minute bars (windows 6, 12, 24, 48,
96, 144, 288, 576), the feature reported is the difference between the current log-price and
the EMA value: positive when the price is currently above its EMA, negative when below.
This is a standard trend-following / mean-reversion signal, and the multiple windows let
the agent disambiguate short-term overshoots from longer-term trend regime changes.

The second family is rolling variance. Squared log-returns are smoothed by EMA
over four windows (12, 48, 144, 288 bars), giving the agent a local view of volatility on
multiple timescales. The intent is for the agent to learn that the same directional signal
carries different reliability in high- vs. low-volatility regimes.

The third family is momentum. For each of five lookback windows (6, 12, 24, 48,
96 bars), the feature is the difference log p; — log p;_y, i.e. the unconditional return over
the last w bars. This is the simplest possible momentum signal and complements the
EMA-deviation features by exposing absolute rather than EMA-normalized price change.

The fourth family is signed-volume features. Net buy-versus-sell pressure is summa-
rized over three windows (12, 48, 288 bars) with two derived signals each: (i) the EMA of
signed volume normalized by its rolling standard deviation (a z-score for net flow), and
(ii) the rolling correlation between signed volume and same-period log-returns (a diver-
gence indicator: a flow that pushes price in the corresponding direction signals informed
pressure, while a flow that doesn’t may signal liquidity provision).

In total, the state has 8 +4+ 5+ 6 = 23 engineered features plus the current position,
for a 24-dimensional input. All features are z-score normalized using statistics computed
on the training segment of the current walk-forward window only, so the agent never sees

future moments of the data during normalization.

4.3 Walk-Forward Evaluation

Time-series evaluation of a trading strategy must respect temporal causality: the model
trained at time T may use any data from before T' but none from after. To make this
explicit and to ensure that reported test performance is genuinely out-of-sample, we use
a walk-forward protocol.

The total data span is partitioned into a sequence of overlapping windows. Each
window has four contiguous segments: a training segment of approximately 360 days,
used for PPO training; a small validation segment of 7 days, used for best-model selection
and early stopping; and a held-out test segment of 21 days, on which the trained agent
is evaluated. Windows overlap heavily—each window steps forward by only a fraction of
its width-—so that the agent sees most of its training data refreshed between windows.

To exploit this overlap, training within each window is warm-started from the best model
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selected in the previous window: rather than starting from random initialisation, the new
run begins from the previous window’s policy and refines it on the new training data.
This significantly reduces total compute and provides smoother model evolution across

windows.

The held-out test segment of each window contributes three test weeks (each of 2,016
bars), all of which are strictly after the window’s training and validation data. Aggregat-
ing across all 24 windows for each training-friction run, each run produces 72 test weeks
of held-out evaluation data. All reported performance numbers in this chapter pool these
72 weeks per run. Because the windows overlap, the test weeks across windows are not
statistically independent observations; we report standard errors of pooled-week means

with this caveat.

4.4 Architecture

The PPO core is unchanged from Chapter 3: the same clipped surrogate objective, the
same GAE advantage estimator, the same actor—critic architecture with shared backbone
and separate heads. What changes is the engineering around that core. Several additions
and modifications, summarized in Table 4.1, are required to make PPO learn stably on

the noisy, non-stationary real-world data.

The motivation for each addition is concrete. The deeper backbone provides the
representational capacity needed for the 24-dimensional input, where the simpler two-
layer network underfits the engineered features. AdamW with weight decay and the LR
schedule together stabilize training over the long horizon on non-stationary data, where
Adam alone can drift into degenerate policies in late training. The value-loss and ratio
clamps are defensive: in noisy financial data the empirical advantage can occasionally take
very large values, and without these clamps a single large gradient step can collapse the
policy. The entropy floor penalty prevents a specific failure mode: without it, the agent
can converge to a degenerate near-deterministic policy that ignores the input features.
With the floor in place, mean entropy stays near 0.3 throughout training, leaving the
policy responsive to features at deployment. The longer rollout length and lower discount
mismatch reduce the finite-horizon bootstrap bias that we identified in Chapter 3; one

rollout now covers a full test-week’s worth of decisions.

These additions are best understood as regularizers and stabilizers for the harder
learning problem, not as changes to the algorithm. The matched-seed equivalence test
of Chapter 3 demonstrated that the PPO core is the numerical optimum under known
dynamics; the engineering in this chapter is what is required to extract a comparable

level of competence from a problem where the dynamics are not known.
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Table 4.1: Engineering additions in the Bitcoin pipeline relative to the simulated-chapter
implementation. Each addition is a defensive measure for the harder learning problem,
not a change to the PPO algorithm itself.

Component Simulated (Ch. 3) Bitcoin (this chapter)
Backbone 2-layer MLP, 64 hidden, Input projection + 3 pre-norm resid-
tanh ual blocks with LayerNorm and
SiLU, 64 hidden
Heads Linear 2-layer MLP with SiLU
Optimizer Adam, constant 3x10™*  AdamW with weight decay 10~%

Learning-rate schedule
Value-loss clipping
Ratio clipping

GAE clipping

Return normalization
Entropy regularization

Rollout length

Parallel envs
Discount factor

None
None
PPO-Clip only
None

None
Bonus only (c2 = 0.05)

128 steps

128
0.99

Linear decay from 3 x 107% to 3 x
1075 over training

Clipped value loss (PPO2 style)
PPO-Clip plus a hard clamp p €
[0.5,2.0] before the clipped surro-
gate

TD-error and advantage clipped to
[—10, 10]

Per-minibatch normalization

Bonus plus an entropy-floor penalty
if mean entropy falls below 0.3
2,016 steps (one test-week worth of
bars)

512

0.999

4.5 Training Dynamics

Figure 4.1 shows the training reward and policy entropy across cycles for a representative
run (training half-spread 1 x 107%); the other four runs in the sweep show qualitatively
similar curves. Two features are worth noting. First, the rollout reward stabilizes after
roughly the first third of training and plateaus thereafter, indicating convergence and
confirming that the run is not undertrained. The plateau value is positive, showing that
the agent is extracting profitable signal in the training set even net of the training-time
spread cost. Second, the policy entropy settles in a healthy intermediate range: well
below the uniform-action baseline of log3 &~ 1.099 (which would correspond to a policy
that ignores the state), but well above zero (which would correspond to a deterministic
and brittle policy). The entropy-floor penalty (Section 4.4) keeps entropy from collapsing
in late training; without it the policy is prone to collapsing to a near-deterministic rule

that performs dramatically worse on the test set.
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Figure 4.1: Training dynamics for a representative run (training half-spread 1 x 107%).
Left: per-cycle rollout reward (scaled bps units, light blue) and its smoothed trace
(dark blue). Right: policy entropy (per-cycle in mauve, smoothed in purple) with the
maximum-entropy reference log3 ~ 1.099 for a uniform policy over three actions. Both
metrics stabilize well before the end of training. The entropy plateaus near 0.4, comfort-
ably above the entropy-floor penalty threshold of 0.3 and well below the uniform-policy
maximum, indicating a stochastic but informative policy.

Table 4.2: Summary statistics for each run evaluated at its training half-spread. All
returns are annualised log-returns in percent.

Training half-spread Mean return (%/yr) SD return (%/yr) Sharpe

5x107° +387 23 +7.31
7.5 % 107° +175 63 +2.76
1x10™* —13 41 —0.31
1.5 x 107* —219 64 —3.41
2 x 10~ —449 62 —7.23
Buy-and-hold +99 54 +1.81

4.6 Risk-Return Analysis Across Training Half-Spreads

We trained five agents, identical except in the half-spread they were charged during train-
ing: h € {hx107%, 7.5x107°, 1 x107*, 1.5 x 1074, 2 x 10~*}, corresponding to per-side
execution costs of 0.5 to 2 basis points. For each run we report two evaluations on the
same 72 test weeks: a matched evaluation in which the agent’s net return is computed
under its own training spread, and a fixed evaluation in which every agent is evaluated
under a single common deployment spread of 1 bp. All returns are reported as annu-
alised log-returns (mean per-week log-return x52) and annualised log-return standard
deviations (per-week standard deviation ><\/5_2); Sharpe ratios are the ratio of these. A
buy-and-hold benchmark, computed on the same pooled 72 test weeks per run, is included
as a baseline.

Figure 4.2 and Table 4.2 show that the matched-spread risk-return picture is dramatic

and monotone: lower training friction yields much higher reported return, with Sharpe
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Figure 4.2: Risk-return scatter when each agent is evaluated at the same half-spread
it was trained on. Points are annualised mean log-return (y-axis) against annualised
standard deviation of log-returns (x-axis), pooled across 72 test weeks per run. The buy-
and-hold benchmark is plotted in black. The error bars show the standard error of the
annualised mean; with overlapping windows these understate the true uncertainty.

ratios sweeping from +7.31 at the lowest friction to —7.23 at the highest. The lowest-
friction run beats buy-and-hold by a wide margin on this evaluation; the highest-friction
run loses heavily.

This picture is misleading, however. Each agent here is paying exactly the friction it
was trained against. An agent trained on h = 2 x 10~* is being charged a much higher
cost per trade than an agent trained on h = 5 x 1075, on essentially the same test data,
and naturally accrues a much worse net return. The comparison answers the question
“what return is achievable if the deployment friction equals what we trained on?” but
does not isolate the effect of the training choice itself. To do that we need to evaluate all
agents under a single common cost.

The fixed-spread picture (Figure 4.3 and Table 4.3) is starkly different. With every
agent evaluated at the same 1 bp deployment cost, the dispersion across training-friction
choices collapses dramatically: mean returns now span only +49% to —13% per year,
and Sharpe ratios span —0.31 to +0.96. The strong monotonic ordering of Table 4.2
disappears; the apparent superiority of low-friction training was largely an artefact of the
matched evaluation rule. Equally importantly, no agent achieves a Sharpe ratio higher

than buy-and-hold’s +1.81 at this deployment cost. The agents are extracting positive
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Risk-return: all runs at fixed spread (hs = 0.0001)
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Figure 4.3: Risk-return scatter when every agent is evaluated at the same deployment
half-spread of 1 x 107* (= 1 bp), regardless of the training spread. This isolates the effect
of training-spread choice on deployment performance. The dispersion across runs shrinks
substantially compared to Figure 4.2, and no agent achieves a higher Sharpe ratio than
the buy-and-hold benchmark.

but modest gross signal that does not survive a realistic deployment spread.

The conclusion is sharply sensitive to the assumed deployment cost. We repeated the
analysis at a market-maker-like spread of 0.5 bp and at a more retail-realistic spread of
2 bp. At 0.5 bp, all five agents beat buy-and-hold by a wide margin: Sharpe ratios range
from +4 to +7, with the lowest-friction agent at +7.31 and the highest-friction agent still
at +4.23. At 2 bp, every agent loses heavily, with Sharpe ratios between —7 and —14. The
deterioration of net return with deployment spread is fully accounted for by the per-trade
cost, which confirms that the gross directional signal is genuine. The implied break-even

spread, where the agent’s gross edge exactly compensates the per-trade friction, is around
0.5 bp.

Figure 4.4 confirms that the training friction is shaping the policy as intended: higher-
friction agents trade less often. Mean trades per week declines monotonically from 686
at the lowest friction to 458 at the highest. This is a real but modest effect—a 33%
reduction over a 4x change in training friction—which tells us that even at the highest
training friction, the agent finds it worthwhile to act on the available signal hundreds of
times per week, rather than developing a low-frequency strategy. The gross directional

signal is strong enough that the trade-off favors frequent action, even when each trade
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Table 4.3: Summary statistics for each run evaluated at a common deployment half-
spread of 1 bp. All returns are annualised log-returns in percent.

Training half-spread Mean return (%/yr) SD return (%/yr) Sharpe

5x 107° +49 51 +0.96
7.5 % 107° +9 64 +0.14
1x10°* —13 41 —0.31
1.5 x 10~* +24 64 +0.38
2 x 107 +11 55 +0.19
Buy-and-hold +99 54 +1.81

has been made more expensive.

4.7 Position Behavior

Figure 4.5 shows the mean fraction of test bars spent in each of the three positions, broken
down by training half-spread. All five agents are roughly market-neutral on aggregate,
with 48-52% of bars long, 44-50% of bars short, and 1-4% in the neutral position.
Two observations are worth drawing out. First, no agent has converged to a directional
bias: despite Bitcoin’s substantial upward drift over the test period (the buy-and-hold
benchmark earns +99% annualised), the agents do not exploit that drift simply by holding
long. They actively trade in both directions. Second, the neutral position is rare across
all runs. The agent uses neutral primarily as a transit state between long and short,
much as the simulated-validation agent of Chapter 3 did near S,,. The friction penalty
is not sufficient to push the agent into using neutral as a parking state during ambiguous

periods.
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Figure 4.4: Distribution of trades per test week as a function of the training half-spread.
Boxes show the 25th—75th percentile range across 72 test weeks per run; the diamond
marks the mean and the line marks the median. Trade count decreases monotonically
with training friction but only modestly (from ~ 686 to ~ 458 per week), suggesting that
the directional signal is strong enough that the agent benefits from trading often even
when each trade is more expensive in training.
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Figure 4.5: Mean time-in-position across the test set, by training half-spread. The agent
is roughly balanced between long and short positions across all five runs, with a small
(1-4%) sliver in the neutral position. The agent has not learned a directional bias; it is
actively trading in both directions.
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Chapter 5
Conclusion

Most financial activity is inherently decision-based. In portfolio rebalancing, market
making, trade execution, and hedging, market participants do not make a single decision
but a sequence of decisions, where every choice has a direct impact on what happens
later and on the cost of future decisions. Classical stochastic control and dynamic pro-
gramming allow us to frame these problems mathematically, but closed-form solutions
rarely exist, because they require assumptions that seldom hold in real environments.
As a result, learning-based methods have been proposed to confront complex sequential
decision-making problems. In the machine learning literature such methods are usually
referred to as reinforcement learning, and the approach can be thought of as the data-
driven counterpart of stochastic control. Reinforcement learning is not free from model
assumptions either, but the working belief is that if one collects sufficiently informative
data, these problems can be tackled with the toolbox reinforcement learning provides.
The thesis put this belief to the test, and in doing so it makes three contributions: an
expository one that develops the framework from first principles, a methodological one
that validates the implementation against a known optimum, and an empirical one that
measures what the validated method can extract from a real market.

The expository contribution is Chapter 2, which builds the reinforcement learning
framework from the continuous-time Hamilton—Jacobi-Bellman equation, through the
Bellman optimality operator and its contraction property, to the modern deep algorithms.

In Chapter 3 we tested the effectiveness of reinforcement learning in an artificial
environment in which the price follows an Ornstein—Uhlenbeck process. In this setting
the optimal policy can be obtained by numerical methods, which gives a ground truth to
compare against. The implemented Proximal Policy Optimization algorithm succeeded in
recovering that optimum: by computing the numerical optimum through value iteration
and then comparing the PPO agent to it under matched random seeds, we established
that the implementation is not merely near-optimal but behaviorally identical to the
optimum under the precise loss being minimized.

After this initial success on simulated data, we investigated the effectiveness of PPO
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in a real-data environment. We used 5-minute Bitcoin price data and applied the same
validated framework under a strict walk-forward protocol, sweeping the training-time
transaction friction across five levels. The agent extracts a real but modest mean-reverting
directional edge, small relative to the cost of each round-trip trade. We came to the
conclusion that the edge is genuine but small—it beats buy-and-hold only for the lowest-
cost participants, around the break-even spread of 0.5 bp, and does not survive the
transaction costs a typical retail trader would face. This is presented as the finding, not

as a disappointment to be explained away.

Looking across both chapters, the Bitcoin agent is best described as the right algo-
rithm applied to the wrong feature of the data. It found, and competently exploited,
a real mean-reverting component in local price action—the very thing the OU chapter
shows it excels at—but the reward structure and the action set did not lead it to also tilt
toward the longer-horizon trend that actually dominates returns. The agent succeeded
at the problem it implicitly posed for itself, and that problem was not the most prof-
itable one available. The broader picture is consistent with a weak-but-not-strict form
of market efficiency at this frequency: there is exploitable structure in 5-minute Bitcoin
returns, but it is small enough to be arbitraged away by realistic transaction costs for all

but the lowest-cost participants.

Several limitations bound these conclusions. The Bitcoin study used a single asset, a
single feature set, and a single algorithm; no feature ablations were performed to identify
which feature families carry the gross signal, and no comparison was made against other
reinforcement learning algorithms (DDPG, TD3, SAC) on the same data. The execution
model was a flat per-side half-spread, omitting latency, partial fills, market impact, and
time-varying spreads, all of which would tend to erode the already-thin edge further.
The walk-forward design, while causally sound, used heavily overlapping windows, so
the pooled test weeks are not independent and the reported standard errors understate
the true uncertainty. Finally, the agent’s action set was restricted to three discrete
positions {—1,0,+1}; a continuous position size, or an explicit term rewarding capture
of longer-horizon trend, might lead the agent away from the purely mean-reverting policy
it converged to and toward exploiting the drift that dominates the asset’s return.

These limitations map directly onto directions for future work. The most immediate
extension is a more realistic execution model, together with a non-overlapping or wider
walk-forward span for cleaner uncertainty quantification, which would establish whether
even the 0.5 bp edge survives a fully faithful deployment simulation. A second direc-
tion is to address the trend-capture gap directly: a continuous action space, a longer
effective horizon, or a reward shaped to value participation in persistent moves would
test whether PPO can be induced to combine mean-reversion with trend-following rather
than committing to one. A third direction is methodological generalization, since the

validate-then-deploy protocol used here—solve a tractable numerical benchmark, prove

41



behavioral equivalence under matched seeds, then transfer the identical machinery to real
data—is not specific to mean-reversion or to Bitcoin, and could anchor more trustworthy
empirical claims across the broader literature, where the surveys of Hambly et al. (2023)

and Sun et al. (2023) document how fragile uncalibrated headline results tend to be.
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Szo6szedet

A dolgozatban szereplé f6bb angol szakkifejezések magyar megfeleli és révid magyarazatuk.

Angol kifejezés Magyar megfelel6 Magyarazat
Reinforcement learn-  megerGsitéses tan- Gépi tanulési paradigma, amely-
ing uléas ben egy iigyndk kornyezettdl

kapott jutalmak alapjan tanul

dontéseket hozni.

Stochastic optimal sztochasztikus opti-  Optimalizalasi elmélet véletlen di-
control maélis irdnyitas namikaju rendszerek irdnyitasara.
Markov decision pro-  Markov-dontési A dontési probléma formélis

cess folyamat modellje allapotokkal, ak-

ciokkal, jutalmakkal és d&tmenet-

valoszintiségekkel.

Hamilton—Jacobi— Hamilton—Jacobi- A folytonos ideji iranyitasi prob-
Bellman equation Bellman-egyenlet léma értékfiiggvényét jellemzs

masodrendd parcialis differencial-

egyenlet.

Bellman equation Bellman-egyenlet Az értékfiiggvény rekurziv for-

méajara vonatkozé egyenlet.

Value function értékfiiggvény Egy allapotbdl (vagy allapot—
akcio parbol) varhato diszkontalt
jovébeli jutalom.

Policy stratégia Szabaly, amely minden allapothoz

akciot (vagy akcideloszlast) ren-
del.
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Angol kifejezés

Magyar megfelels

Magyarazat

Value iteration

Temporal difference

learning

Policy gradient

Advantage function

Generalised advan-

tage estimation

Actor—critic

Proximal policy opti-

mization

Ornstein—Uhlenbeck

process

Mean reversion

Buy-and-hold

Sharpe ratio

értékiteracio

temporalis differen-

cia tanulas

stratégiagradiens

elény-fiiggvény

altalanositott elény-

becslés

szerepl6—kritikus

proximalis strateé-

giaoptimalizalas
Ornstein—
Uhlenbeck-folyamat
atlaghoz valé vissza-

huzas

vedd meg és tartsd

Sharpe-mutato

A Bellman-operator ismételt al-
kalmazasa az optimalis értékfiig-
gvény kiszamitasara.
Mintaalapt tanuléds, amely a
Bellman-cél bootstrap becslését

hasznélja.

A varhato hozam gradiensének

becslése a stratégia paramétereire.

Egy akci6 relativ értéke az adott

allapot atlagos akcidjahoz képest.

Az n-1épéses hozamok exponen-
cidlisan stlyozott atlaga az elény

becslésére.

Algoritmuscsalad, amely egysz-
erre tanul stratégiat (szerepls) és

értékfiiggvényt (kritikus).

Stabil, els6rendii
stratégiagradiens-algoritmus lev-

agott célfiiggvénnyel.

Atlaghoz visszahtizo sztochaszti-

kus folyamat.

Az arfolyam tendencidja, hogy
hosszi tava atlagahoz térjen vis-

SZa.

Passziv referenciastratégia: az
eszkdz megtartasa a teljes idGsza-

kon.
Kockazattal korrigalt hozam: az
atlaghozam és a sz6ras hanya-

dosa.
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Magyar nyelvii osszefoglald

A legtobb pénziigyi tevékenység természeténél fogva dontés alapu. A portfolio-njra-
silyozasnal, az arjegyzésnél és a fedezésnél a piaci szerepl6k nem egyetlen dontést hoz-
nak, hanem dontések sorozatat, ahol minden dontés kozvetleniil befolyasolja a késébbi
eseményeket és a jovSbeli dontésekkel jard koltségeket. A klasszikus sztochasztikus ira-
nyitaselmélet és a dinamikus programozas lehetGvé teszi e problémak matematikai megfo-
galmazasat, viszont zart alakti megoldas ritkdn létezik, mivel valds koriilmények kozott a
sziikséges feltételek altalaban nem teljesiilnek. Részben ezek a hidnyossagok miatt terjedt
el az irodalomban a felsorolt problémak tanulas-alapt modszerekkel valé megkozelitése.
A gépi tanulasi szakirodalomban ezeket a modszereket altalaban megerdsitéses tanulés-
nak nevezik, és a sztochasztikus iranyitaselmélet adatvezérelt megfelelGjeként foghato
fel. A megerGsitéses tanulds sem mentes a modellfeltevésektsl, de az igy felmeriils prob-
lémakat az a meggondolas arnyalja, hogy ha kellGen informativ adatokat gytjtiink, akkor
a modellfeltevésekrdl feltételezhetjiik, hogy teljesiilnek.

A dolgozat soran harom cél elérése volt szem elGtt tartva: a megerdsitéses tanulas
keretrendszerének felépitése, a modszertan hatékonysaganak szimulalt adatokon valé vali-
délasa, valamint olyan modell-implementacio készitése és bemutatasa, amely valés adatok
esetén is értelmezhets eredményre jut.

A megerdsitéses tanulds keretrendszerének felépitését a Hamilton—Jacobi—Bellman-
egyenlettsl kezdtiik, majd a Bellman-operator kontrakcios tulajdonsigédnak targyalasa
utan a gyakorlatban hasznalt algoritmusok, kiilonos tekintettel a Proximal Policy Opti-
mization algoritmus bemutatasaval folytattuk.

A harmadik fejezetben szimulalt Ornstein—Uhlenbeck arfolyamat esetén alkalmaztuk
a targyalt PPO algoritmust. Numerikusan meghataroztuk az optimélis policy-t, és meg-
allapitottuk, hogy a PPO algoritmus azt sikeresen rekrealta.

Ezt kovetGen valos, Otperces Bitcoin-aradatok mellett implementaltunk ismét egy
PPO algoritmust. Az algoritmus eredményeit tobb feltételezett spread-szint mellett vizs-
géltuk, és arra a kovetkeztetésre jutottunk, hogy az agens jovedelmezGsége nagyban fiigg
attol, hogy milyen koltségek mellett van lehetésége a kereskedésre.

A kutatas tovabbgondolasihoz szamtalan lehetGség nyilik. KEgyrészt a megerdsité-
ses tanulas irodalma mara a PPO szamtalan alternativiajanak tesztelését teszi lehetdveé.

Masrészt a valds Bitcoin-aradatok nagysagrendekkel komplexebb kereskedési kornyezetet
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hoznak létre, mint az Ornstein—Uhlenbeck arfolyamat, de az agens lehetséges dontései kor-
latozottabbak annal, mint amivel egy valos kereskedd rendelkezik. Ennek fényében tehat
az implementacié még tovabbra sem tiikrozi egy kereskedési céllal 1étrehozott implemen-
tacio valos nehézségeit. A leginkabb kiemelend$ hidnyossag a kockézatkezelés hianya. A
bemutatott implementacioban jelenleg nem miikodik olyan mechanizmus, ami feltétleniil

megakadélyozna a teljes befektetett tGke elvesztését.
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