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Introduction
In safety-critical applications, such as autonomous systems or medical domains, the value
of a predictive model hinges not only on its raw predictive power but also on its reliabil-
ity. Models that predict the outcomes of medical procedures or vehicle trajectories must
also provide trustworthy estimates of their own certainty. In probabilistic regression,
this requires balancing two complementary objectives: concentrating probability mass
around the ground truth (sharpness) and accurately reflecting the true empirical error
distribution (calibration). However, common training objectives, such as the negative
log-likelihood, tend to reward improvements in the former even when achieved at the
expense of the latter. As a result, modern neural networks often fail to achieve cali-
bration, manifesting as narrow predictive intervals that fail to capture the true range of
outcomes [Guo et al., 2017]. In high-stakes environments, such miscalibration is danger-
ous; a system that cannot accurately quantify its own uncertainty provides a false sense
of security, potentially leading to severe consequences [Kompa et al., 2021].

Calibration has long been a central problem in statistical forecasting [Dawid, 1984]
and has been studied for as long as machine learning has existed. Today, it receives
constant attention through recent works on post-hoc recalibration [Guo et al., 2017,
Song et al., 2019, Gruber and Buettner, 2024]. The primary tool in this domain is
the Probability Integral Transform (PIT) [Dawid, 1984, Diebold et al., 1997, Mitchell
and Wallis, 2011, Kuleshov et al., 2018], which serves as both a design objective and
evaluation criterion by testing if the cumulative distribution function (CDF) values of
observed targets are uniformly distributed. However, as also noted by Gneiting and
Resin [2023], PIT uniformity is a necessary but insufficient condition: it is a marginal
property that allows for “error cancellation”. Consider an autonomous vehicle: a model
that is dangerously overconfident in difficult conditions (e.g., heavy fog) can mask this
behavior by being underconfident in easy conditions (e.g., clear weather). As long as
errors average out globally, the PIT statistic will appear uniform, concealing the model’s
unreliability.

The inadequacy of PIT has motivated stronger notions of calibration [Tsyplakov,
2013, Gneiting and Resin, 2023, Widmann et al., 2021, Glaser et al., 2023, Moskvichev
and Sejdinovic, 2025]; however, existing methods either focus solely on quantifying cali-
bration error or impose restrictive parametric assumptions when attempting to mitigate
it. Such constraints limit the use of existing recalibration approaches on complex, real-
world data, forcing a choice between flexible but weak methods (PIT-based) or rigorous
but unrealistic ones (parametric).

To address this gap, we propose a novel recalibration framework. By leveraging
Conditional Kernel Mean Embeddings (CKME) to map model representations directly
to a calibrated distribution, our approach avoids both the failure modes of marginal
PIT and the restrictiveness of parametric assumptions. Our specific contributions are
as follows: First, we introduce a nonparametric recalibration algorithm that enforces
the strict property of auto-calibration. Second, to achieve scalability, we propose novel
characteristic kernel over distributions, based on the notion of energy distance [Szekely
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and Rizzo, 2004]. For real-valued targets, this kernel can be evaluated in O(n logn)
time for empirical distributions of size n, overcoming the quadratic bottlenecks of stan-
dard nonparametric distribution kernels. Third, to better understand the theoretical
concepts of this approach, we derive a novel calibration–sharpness decomposition of the
population-level error, leveraging a notion of generalized conditional mutual information
between the target, feature, and prediction.

In our experiments, we show that models such as Distributional Random Forest [Ce-
vid et al., 2022], Mixture Density Networks [Bishop, 1994], Bayesian Neural Networks
[Blundell et al., 2015] are often miscalibrated. We show that our algorithm provides bet-
ter calibration compared to the state-of-the-art PIT calibration [Kuleshov et al., 2018].
We evaluate our method by Squared Kernelized Calibration Error (SKCE) [Widmann
et al., 2021], a PIT calibration test with Kolmogorov-Smirnov test, and average test set
CRPS relative to the same model without recalibration. Our experiments using the UCI
Regression Benchmark [Hernandez-Lobato and Adams, 2015] and other data confirm the
practical usability of our algorithm and the supporting theory.

This thesis work is an extended version of the paper under the same title that has been
accepted to appear in the Proceedings of the 43rd International Conference on Machine
Learning (ICML), co-authored with Domokos M. Kelen and András A. Benczúr [Jung
et al., 2026].

The thesis is organized as follows. It begins with an introduction and related work,
establishing the context and motivations of nonparametric distribution regression recal-
ibration. Section 2 outlines the foundational concepts, including proper scoring rules,
kernel mean embeddings, and notions of calibration. Section 3 then provides an analy-
sis of calibration versus sharpness, featuring a score decomposition that highlights the
interplay between these factors. In Section 4, we present our proposed recalibration
method based on Conditional Kernel Mean Embeddings. Finally, Section 5 offers an
empirical evaluation of the technique, concluding with a discussion of limitations and
future directions.
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1 Related Work
Our approach to calibration is grounded in the statistical properties of proper scoring
rules. We build on the theories of proper scoring rules [Gneiting and Raftery, 2007],
formal notions of calibration [Gneiting and Resin, 2023], and generalized definitions of
entropy, divergence, and mutual information induced by scoring rules [Dawid and Musio,
2014].

Statistical tests of calibration have appeared early in statistical literature, with per-
haps Dawid [1984] the first to introduce the Probability Integral Transform (PIT) with
a goodness-of-fit test. The relation of PIT and calibration is explored among others
in [Strähl and Ziegel, 2015, Modeste et al., 2024]. Perhaps the first auto-calibration test
overcoming the heuristic limitation of the PIT test is introduced in [Tsyplakov, 2013],
however it is not consistent in general. In our work, we employ the Squared Kernelized
Calibration Error (SKCE) [Widmann et al., 2021] as the most reliable test of calibration.

Towards understanding and decomposing the sources of prediction error, Gruber
and Buettner [2024] introduce the notion of the Proper Calibration Error, and provide
a similar decomposition to ours, but without separating aleatoric uncertainty explicitly.
They introduce a somewhat limited variance regression recalibration, and provide an
algorithm to recalibrate with respect to their notion only.

Most similar to our solution are the recalibration algorithms, out of which we use the
best performing ones as baseline. Most important and widely used is PIT recalibration,
for which we use the state-of-the-art method of Kuleshov et al. [2018]. Marx et al. [2023]
introduce the trainable calibration metric. During training, they add the kernelized
auto-calibration error as regularization to balance between sharpness and calibration.
However, with their technique they require a post-hoc recalibration algorithm, for which
they use PIT recalibration. While an empirically well performing method, it does not
provide any guarantees for auto-calibration.

Closest to our work is [Song et al., 2019], with the key difference that they rely on
strong parametric assumptions about the nature of the calibration error. They model
the parameters describing the calibration error as a Gaussian process, dependent on the
first two moments of the original prediction. Also, they do not report the hypothesis test
result of [Widmann et al., 2021], as their result is earlier. As future work, the authors
propose to solve the same problem with a nonparametric approach, which we address in
our work.

Another strongly related result is [Moskvichev and Sejdinovic, 2025], which evalu-
ates calibration with conditional kernel mean embeddings. Just as in their paper, we
propose nonparametric calibration, but with the following differences. First, we consider
regression, not just classification. Second, we provide a recalibration algorithm and not
just quantify the calibration error. Finally, our evaluation includes not only calibration
but the overall score as well.

The calibration of classification models is better developed than that of regression.
While Kull et al. [2017, 2019] achieve post-hoc auto-calibration, they rely on parame-
terizing the calibration map – similarly to Song et al. [2019] – which is restrictive for
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continuous regression densities. Other methods, such as those by Hebert-Johnson et al.
[2018], Luo et al. [2022] rely on the histogram binning of the confidence scores [0, 1] ⊂ R.
Vashistha and Farahi [2025] focus on quantifying a stronger notion of calibration called
local calibration error. Finally, Kull and Flach [2015] and Perez-Lebel et al. [2023a]
introduce and estimate the grouping loss component of the expected error. The notion
of grouping loss quantitatively coincides with our information-theoretic definition of lack
of sharpness (see Section 3 for details).

Conformal Prediction (CP) is a related framework in that it also utilizes a held-
out calibration set to provide / improve reliability guarantees [Fontana et al., 2023,
Chernozhukov et al., 2021, Vovk et al., 2017]. However, CP fundamentally differs from
our approach in its objectives and outputs. Standard CP aims to construct a prediction
interval or region that contains the true target with a user-specified marginal probability.
While it is practical for robust, worst-case decision-making it does not characterize the
probability distribution inside the predicted region. Furthermore, the two frameworks
operate on different notions of reliability. Standard CP guarantees marginal coverage,
and advanced CP methods strive for conditional coverage (conditioned on the feature
X). In contrast, our proposed framework enforces Auto-calibration (cf. Section 2.4.2),
which sits structurally between marginal and full feature-conditional calibration.

2 Background

2.1 Problem Setup

Let X and Y be the feature and response spaces, respectively. Let M(Y) denote the
space of probability measures over Y. Given random variables ξ and η, let Pξ, Pξ|η
and Pξ,η denote the marginal distribution of ξ, the conditional distribution of ξ given η
and the joint distribution of (ξ, η), respectively. Suppose that we have an i.i.d. sample
D = {(xi, yi)}n

i=1 from the joint distribution of the feature and the target (X,Y ) ∼ PX,Y .
Our ultimate goal is to learn the full conditional distribution of the target given the

feature, i.e., learn the mapping
X 7→ PY |X , (1)

from the sample D. We will consider the prediction of the model Q as a random variable,
taking values in M(Y) and being jointly distributed with the target Y and the feature
X.

To simplify the presentation, we will assume that the model is a deterministic func-
tion of the feature, i.e., there is an

f : X → M(Y) (2)

measurable function for which we have Q = f(X).

2.2 Proper Scoring Rules

Distribution fitting can be performed under various notions of alignment of the ob-
servations and predicted distributions. We will consider the concept of Scoring Rules
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[Gneiting and Raftery, 2007], as it provides a unifying framework.
Let S : M(Y) × Y → R be a function that assigns a score S(q, y) to a prediction

q ∈ M(Y) and an observation y ∈ Y. We will use negatively oriented scores, i.e., smaller
scores are better. S is said to be proper if

E [S(q, Y )] ≥ E [S(PY , Y )] , (3)

for all q ∈ M(Y). That is, in expectation the minimum score is obtained at the true
distribution of the target. S is called strictly proper if the inequality in Equation (3) is
strict for all q ̸= PY .

2.2.1 Examples of Proper Scoring Rules

Let M ∼ q and M ′ be an i.i.d. copy of M throughout the following paragraphs.

Logarithmic Score. The well known negative log-likelihood metric corresponds to
the so-called logarithmic score (a strictly proper scoring rule):

S(q, y) = − log pq(y) , (4)

with pq denoting the probability density function of q.

Continuous Ranked Probability Score. For real-valued distributions (Y = R)
which cannot be represented as a density, the Continuous Ranked Probability Score
(CRPS) is a widely used (strictly proper) scoring rule:

S(q, y) = E |M − y| − 1
2E

∣∣M −M ′∣∣ (5)

To highlight an important difference between the logarithmic and CRPS score, let us
imagine that we need to estimate an almost deterministic target (i.e., V ar(Y ) is close to
zero). If we make a small error in the mean of the predicted distribution, the logarithmic
score can be very large, since the true observation will be in the tail of the predicted
distribution. On the other hand, the CRPS can give almost perfect (i.e., close to zero)
scores, since in this case the second term of the score is almost 0 and the first term is
basically the absolute error between the mean of the predicted distribution and the true
observation, hence it is also small.

Energy Score. The Energy Score (ES) is a (strictly proper) multivariate (Y = Rd)
generalization of the CRPS, and is defined as

S(q, y) = E ∥M − y∥ − 1
2E

∥∥M −M ′∥∥ . (6)
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Kernel Score. It is important to note that it is possible to define proper scoring rules
based on similarity measures (a.k.a. kernels) in a very general way:

S(q, y) = E
[
k(M,M ′)

]
− 2E [k(M,y)] . (7)

This notion generalizes the CRPS and ES (with k(u, v) = −1
2 ∥u− v∥), and can work

on more abstract target spaces, i.e., when Y is not necessarily a Euclidean space. To
guarantee that the resulting kernel score is proper, the kernel k must satisfy a specific
property called conditional positive definiteness.

Definition 2.1. A k : Y × Y → R function is called a conditionally positive definite
kernel, if it is symmetric in its arguments and for any n ∈ N, arbitrary points y1, . . . , yn ∈
Y, and coefficients α1, . . . , αn ∈ R with ∑n

i=1 αi = 0, we have
n∑

i=1

n∑
j=1

αiαjk(yi, yj) ≥ 0 . (8)

In the rest of the thesis, we will only consider strictly proper scoring rules. Even
without explicit indication, all subsequently defined scoring rule based quantities are
assumed to be induced by strictly proper scoring rules.

2.2.2 Divergence

The excess score stemming from making an imperfect prediction is called the divergence
and is denoted with

d (q∗, q) = EM∼q∗ [S(q,M)] − EM∼q∗ [S(q∗,M)] . (9)

The divergence is always non-negative, and for strictly proper scoring rules d (q∗, q) = 0
implies q = q∗.

2.2.3 Entropy

The second term in (9) is the expected score of a perfect prediction, which is called the
generalized entropy and denoted with

H(q) = EM∼q [S(q,M)] . (10)

For the logarithmic score, H and d coincides with the differential entropy, and
Kullback-Leibler divergence, respectively. Whereas in the case of the CRPS score, H is
half the mean absolute error

H(q) = 1
2E

∣∣M −M ′∣∣ , (11)

with M,M ′ ∼ q i.i.d., and d (q∗, q) equals to

E |M −M∗| − 1
2E

∣∣M −M ′∣∣ − 1
2E

∣∣∣M∗ −M∗′
∣∣∣ , (12)
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where M∗,M∗′ ∼ q∗ i.i.d., independent of M and M ′. Equation (12) is a well known
metric in the statistical literature, called the energy distance [Szekely and Rizzo, 2004,
Baringhaus and Franz, 2004].

In the rest of this subsection, we examine basic properties of the generalized notion of
entropy. We include Definition 2.2, Proposition 2.3 and 2.4 only for completeness. They
can be readily found e.g. in [Gneiting and Raftery, 2007, Dawid and Musio, 2014]. The
only novelty is Proposition 2.6, which follows straightforwardly from Proposition 2.4.
Definition 2.2. A function H : M(Y) → R is concave, if for all λ ∈ [0, 1] and any
q1, q2 ∈ M(Y) we have

λH(q1) + (1 − λ)H(q2) ≤ H(λq1 + (1 − λ)q2) , (13)

where λq1 +(1−λ)q2 is understood as a mixture distribution. We call H strictly concave
if (13) is satisfied with strict inequality for λ ∈ (0, 1).
Proposition 2.3. The generalized entropy (Equation (10)) is concave, and is strictly
concave, when the underlying proper scoring rule is strictly proper.
Proof. Let q1, q2 ∈ M(Y) and λ ∈ [0, 1] be arbitrary. Define q = λq1 +(1−λ)q2. Observe
that

EM∼q1 [S(q1,M)] ≤ EM∼q1 [S(q,M)] (14)
EM∼q2 [S(q2,M)] ≤ EM∼q2 [S(q,M)] , (15)

since S is (strictly) proper. Now add the (14) and (15) inequalities together multiplied
by weights λ and (1 − λ) respectively and observe that:

λEM∼q1 [S(q1,M)] + (1 − λ)EM∼q2 [S(q2,M)] ≤ EM∼q [S(q,M)] , (16)

since by the linearity of the expectation operator we have λEM∼q1 + (1 − λ)EM∼q2 =
EM∼q.

Let us state an important property of the entropy function H, which enables us to
measure the dependence of two random variables via a general scoring rule.
Proposition 2.4. Let ξ and η be jointly distributed random variables. The generalized
entropy is monotone, that is

H(Pξ) ≥ Eη∼Pη

[
H(Pξ|η)

]
. (17)

When using a strictly proper scoring rule, there is equality in (17) iff ξ and η are inde-
pendent.

Proof. Observe that Pξ = Eη∼Pη

[
Pξ|η

]
is a convex mixture. Since H is (strictly) concave,

by the Jensen inequality we have

H
(
Eη∼Pη

[
Pξ|η

])
≥ Eη∼Pη

[
H(Pξ|η)

]
. (18)

If there is an event with nonzero Pη probability, where Pξ|η differs from Pξ, then by the
strict concavity of H, we will get a strict inequality in (18).

7



2.2.4 Mutual Information

Based on Proposition 2.4, one can define the generalized mutual information of random
variables ξ, η as

I(ξ; η) = H(Pξ) − Eη∼Pη

[
H(Pξ|η)

]
, (19)

i.e., via the amount of expected entropy reduction of ξ, if we condition on η. If S is
strictly proper, then I(ξ, η) = 0 implies that ξ is independent of η. [Dawid and Musio,
2014]

For our demonstration purposes, we will introduce a conditional version of the gen-
eralized notion of mutual information [Dawid and Musio, 2014]. It quantifies conditional
dependence via the expected reduction of entropy, as follows.

Definition 2.5. Let ξ, η, ζ be jointly distributed random variables. The generalized
conditional mutual information of ξ and η given ζ, induced by the entropy function H
is defined as

I(ξ; η|ζ) = Eζ,η

[
H(Pξ|ζ) −H(Pξ|ζ,η)

]
. (20)

The conditional mutual information not only quantifies the conditional dependence,
but also characterizes it, as follows.

Proposition 2.6. Given a strictly proper scoring rule, the generalized conditional mu-
tual information (Definition 2.5) is nonnegative and characterizes conditional indepen-
dence, i.e.

I(ξ; η|ζ) = 0 ⇐⇒ ξ|ζ ⊥⊥ η|ζ with Pζ probability 1 . (21)

Proof. Conditioning on fixed events {ζ = ζ0}, Proposition 2.4 can be applied point-
wise. Taking the expectation with respect to Eζ results in having the non-negativity
and characterization of conditional independence Pζ almost everywhere.

2.3 Kernel Mean Embedding of Distributions

Kernel based algorithms are a powerful and well-developed branch of statistical machine
learning. We will present only the most important concepts needed to introduce kernel
mean embeddings, which is a nonparametric technique capable of estimating distances
between distributions efficiently, and estimate conditional distributions, applicable over
very general feature and target spaces. See [Muandet et al., 2017] for a gentle introduc-
tion.

Consider a set X and a positive definite kernel k : X ×X → R. It is a well known result
of Aronszajn [1950] that every positive definite kernel uniquely defines a Reproducing
Kernel Hilbert Space (H, ⟨·, ·⟩H) and vice versa. Note that H is a Hilbert space of
functions X → R. For every x ∈ X the canonical feature map ϕ(x) := k(x, ·) is an
element of H.

Consider a random variable X ∼ PX , taking values in X . The expected value

µX = E [ϕ(X)] (22)
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is called the kernel mean embedding (KME) of PX .
If the feature map ϕ is sufficiently rich that the expected value (22) encodes the

whole distribution PX , (i.e., the mapping PX 7→ µX is injective), then the kernel k is
said to be characteristic.

2.3.1 Distance of Kernel Mean Embeddings

The norm of H (induced by ⟨·, ·⟩H) is a powerful tool to define a distance on distributions,
via their kernel mean embeddings. Given another random variable Y ∼ PY independent
of X, it is a well known fact that

∥µX − µY ∥2
H = E

[
k(X,X ′)

]
+ E

[
k(Y, Y ′)

]
− 2E [k(X,Y )] , (23)

where X ′ and Y ′ are i.i.d. copies of X and Y , respectively.
For empirical distributions P̂X = ∑n

i=1 δxi and P̂Y = ∑m
i=1 δyi , it is easy to see

that the distance of their empirical kernel mean embeddings µ̂X = 1
n

∑n
i=1 ϕ(xi) and

µ̂Y = 1
m

∑m
i=1 ϕ(yi) can be evaluated in O((n+m)2) time, via Equation (23).

An interesting fact is that in the special case of X = R, it is possible to reduce this
time complexity to O(n logn+m logm), when the kernel k is either the Laplace kernel
k(u, v) = e−|u−v|/σ or the Brownian motion covariance kernel k(u, v) = |u|+ |v|− |u−v|.
See [Bodenham and Kawahara, 2023, Baringhaus and Franz, 2004, Sejdinovic et al.,
2013] for details.

2.3.2 Conditional Kernel Mean Embedding

Let l : Y × Y → R be a kernel on the target space, with canonical feature map ψ(y) :=
l(y, ·). Since we are interested in estimating certain conditional distributions of the
target, a central object of this work will be the Conditional Kernel Mean Embedding
(CKME), defined as

µY |X = E [ψ(Y ) | X] . (24)
The estimation of µY |X=x based on an i.i.d. sample {(yi, xi)}n

i=1 from PY,X and a query
point x ∈ X can be done as

µ̂Y |X=x =
n∑

i=1
ψ(yi)βi(x) , (25)

where β(x) = (K + λIn)−1(k(x, x1), . . . , k(x, xn))T with λ > 0 being a regularization
parameter, K the kernel matrix [k(xi, xj)]ni,j=1 and In ∈ Rn×n the identity matrix.
See [Song et al., 2009, Park and Muandet, 2020] for details.

2.4 Notions of Calibration

2.4.1 PIT Calibration

A basic notion of calibration in regression is defined via the Probability Integral Trans-
form (PIT) of the predictions:

Z := FQ(Y ) , (26)
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where FQ is the cumulative distribution function (CDF) of the predicted distribution Q.
If Z ∼ U [0, 1], then we say that the model is PIT calibrated, which implies that the

predicted quantiles match the empirical frequencies of observing the target below the
given quantile.

The reason why PIT calibration is a weak notion of calibration is that it can eas-
ily happen that model errors cancel out on average (e.g. systematic over- and under-
estimation of the target), leading to Z ∼ U [0, 1]. Therefore, it is possible to satisfy this
notion of calibration with unreliable uncertainty estimates. Another problem is that
the reliance on CDFs restrict the applicability of this notion to the real-valued target
setting. See [Gneiting and Resin, 2023] for interesting negative examples.

2.4.2 Auto-calibration

A much stronger notion of calibration can be motivated by the idea of enforcing PIT
calibration conditionally on the predictions, i.e. requiring Z|Q ∼ U [0, 1]. This notion is
called auto-calibration or calibration in the strong sense, and is defined more generally
[Tsyplakov, 2013] via the condition

Q = PY |Q . (27)

Auto-calibration implies that the predicted distribution Q matches the true conditional
distribution of the target given the prediction itself. See [Gneiting and Resin, 2023]
for a detailed discussion of the hierarchies between different notions of calibration. In
particular PIT and other weak notions of calibration follows from auto-calibration under
mild technical assumptions.

2.4.3 Hypothesis Testing Calibration

Testing PIT calibration can be straightforwardly done via goodness-of-fit tests (e.g.
Kolmogorov-Smirnov test), applied to the PIT values computed on a test data split.

Testing auto-calibration needs more sophisticated approaches. An early attempt
was made by Tsyplakov [2013], who proposed a test based on checking the correlation of
certain real-valued transformations (such as mean or a given quantile) of the predictions
and the PIT values. However, this test is not consistent in general, and can only be
applied on real-valued targets.

A consistent and very generally applicable hypothesis test was introduced by Wid-
mann et al. [2021], based on the Squared Kernelized Calibration Error (SKCE), which
is defined as the (squared) distance of the mean embedding of the joint distribution of
(Q,Y ) and the joint distribution of (Q,M), where M ∼ Q, i.e.

SKCE = ∥µQ,M − µQ,Y ∥2
H . (28)

Here H corresponds to a kernel k, which is defined on the product space M(Y) × Y.
Usually k is constructed as a product kernel k((q, y), (q′, y′)) = k1(q, q′)k2(y, y′), where
k1 and k2 are kernels over M(Y) and Y respectively.
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Note that if k is characteristic on M(Y) × Y, then SKCE = 0 implies

PQ,M = PQ,Y , (29)

which further implies auto-calibration. See [Widmann et al., 2021] for technical details
and [Glaser et al., 2023] for a more efficient variant, applicable to unnormalized densities.

We argue that the assessment of a re-calibration algorithm must rely on hypothesis
testing of the resulting predictions using an appropriate statistical test. In particular,
Figures 3 and 5 present the evaluation results for the SKCE auto-calibration test and
the Kolmogorov-Smirnov-based PIT calibration test, respectively.
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3 Calibration vs. Sharpness Principle
There are usually two distinguished sources of uncertainty in probabilistic modeling.
The first is called aleatoric uncertainty, which stems from the inherent randomness of
the target given the features. It cannot be reduced, unless one introduces new features
that describe more information about the target. The other source of uncertainty is
referred to as epistemic uncertainty, which is the result of insufficient training data, and
is a lack of knowledge which can be entirely eliminated in the limit of n → ∞.

The paradigm of maximizing sharpness subject to calibration was first introduced
by Gneiting et al. [2007]. Calibration corresponds to how accurately the model represents
both aleatoric and epistemic uncertainty, whereas sharpness measures the informative-
ness of the predictions, i.e., the extent to which the predictions capture the information
provided by the features about the target.

We now present one of the main motivations of our work in the following remark.

Remark 3.1. The performance of a model Q is usually quantified via the expected
error score E [S(Q,Y )] (such as the negative log-likelihood) it achieves on the whole data
distribution. This however conflates the two fundamentally different sources of error:

i) calibration error, and

ii) lack of sharpness.

Consequently, a model with low overall score may not be calibrated, i.e., reliable.

To present the argument in Remark 3.1 more formally, we next define lack of sharp-
ness and the notion of calibration. Then we present Lemma 3.5 to show that the expected
score conflates the two sources of error.

3.1 Lack of Sharpness

Although sharpness is often referred to as a kind of dispersion of the predictions (e.g.,
how small is the entropy or variance of the predictive distributions), we will proceed with
a different notion here. This is to be able to fully disentangle the two sources of modeling
error. See more notes on comparing our notion with other approaches in Section 3.4.

Definition 3.2. Let (Q,Y,X) ∼ PQ,Y,X be a jointly distributed prediction, target,
feature tuple. We quantify lack of sharpness as

I(Y ;X|Q) , (30)

i.e., the conditional mutual information (cf. Definition 2.5) between the target and the
feature given the prediction.

That is, lack of sharpness is the amount of information the feature carries about the
target, beyond what is already captured by the prediction. For a perfectly sharp model
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I(Y ;X|Q) = 0, i.e., the feature and the target are conditionally independent given the
prediction. Note that we always have1

0 ≤ I(Y ;X|Q) ≤ I(Y ;X) . (31)

A model with I(Y ;X|Q) > 0 has lack of sharpness and in the extreme case when the
predictions are independent of the feature, we have I(Y ;X|Q) = I(Y ;X).

Lack of sharpness quantifies the excess entropy of the target that the model does
not even attempt to capture, even though it could, in principle, be modeled from the
features.

Let us reiterate that in the literature a sharp model is often associated with low
entropy predictions (e.g. narrow confidence intervals in the real-valued setting). In this
formalism, however, this is only a consequence, not the primary definition of sharpness.
Narrower confidence intervals arise only from the combination of increased sharpness and
accurate uncertainty representation, i.e., low calibration error. Consequently, sharpness
only enables predictions to be more certain.
Remark 3.3. It is instructive to point out an alternative interpretation [Kull and Flach,
2015, Perez-Lebel et al., 2023b] of the quantity I(Y ;X|Q) to build intuition. We can
consider lack of sharpness as the grouping loss of the model, i.e., it can be seen that
I(Y ;X|Q) > 0 iff there are identical predictions

Q| {X ∈ X1} = Q| {X ∈ X2} , (32)

for events {X ∈ X1} and {X ∈ X2}, where the true conditional target distributions are
different:

PY |X∈X1 ̸= PY |X∈X2 . (33)
That is, the model groups different forecasting scenarios (observations of the feature),
when it should have provided differentiated predictions. See Section 3.4 for further
details.

3.2 Calibration

In the probabilistic forecasting literature there are several different notions of calibration.
We will be using the notion of Auto-calibration (cf. Section 2.4.2).

Since Auto-calibration is defined as the (almost sure) equality of the two random
distributions PY |Q and Q, it is natural to quantify the calibration error of the model as

E
[
d

(
PY |Q, Q

)]
, (34)

i.e., using the expected divergence between the true conditional distribution of the target
given the prediction and the prediction itself.

By the definition of the divergence (cf. Equation (9)), we know that the calibration
error is nonnegative, and is 0 iff the model is Auto-calibrated2.

1Via Proposition 2.6 and using Proposition 2.4.
2Note that we only consider strictly proper scoring rules, therefore d = 0 characterizes equality of the

distributions.
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Remark 3.4. To emphasize why Auto-calibration is a suitable notion of reliability, con-
sider the following thought experiment. Let us assume that the features are hidden,
and we only see the predictions and the corresponding realizations of the target. If the
model is Auto-calibrated, then it is impossible to distinguish the real target observa-
tions from synthetic samples drawn from the predicted distributions. This alignment
property means that the predictions accurately capture the combined uncertainty of
aleatoric (inherent) noise and the noise stemming from the modeling ignorance (lack of
sharpness).

3.3 Score Decomposition

Using the quantitative definitions of calibration and sharpness (Equations (30) and (34)),
we can now show that the expected score conflates the two sources of error, as stated in
Remark 3.1.

First, note that the expected score can be straightforwardly decomposed as

E [S(Q,Y )] = E
[
d(PY |X , Q)

]
︸ ︷︷ ︸

divergence from
perfect predictions

+ E
[
H(PY |X)

]
︸ ︷︷ ︸

aleatoric uncertainty

, (35)

using the definition of divergence and entropy (Equations (9) and (10) respectively).
The aleatoric uncertainty term has nothing to do with the model, it just captures the
irreducible inherent randomness of the target, given the features. Consequently, when
one optimizes the overall score of the model, that only reduces the first term.

As we will see next, the (expected) divergence from perfect predictions can be further
decomposed to disentangle the model’s calibration and sharpness errors.

Lemma 3.5. The sum of calibration error and lack of sharpness is equal to the diver-
gence from perfect predictions, i.e., we have

E [S(Q,Y )] = E
[
d

(
PY |Q, Q

)]
︸ ︷︷ ︸

calibration error

+ I(Y ;X|Q)︸ ︷︷ ︸
lack of sharpness

+ E
[
H(PY |X)

]
︸ ︷︷ ︸

aleatoric uncertainty

. (36)

Proof. Using the law of iterated expectations, we have

E [S(Q,Y )] = EQ

[
EY |Q [S(Q,Y ) | Q]

]
(37)

= EQ

[
EY |Q

[
S(Q,Y ) − S(PY |Q, Y ) + S(PY |Q, Y ) | Q

]]
(38)

= EQ

[
d

(
PY |Q, Q

)]
+ EQ

[
H(PY |Q)

]
. (39)

It remains to be shown that EQ

[
H(PY |Q)

]
= I(Y ;X|Q) + EX

[
H(PY |X)

]
.

Note that PY |X = PY |Q,X under the very natural assumption that the model and the
target are conditionally independent given the feature (i.e., there is no side information).

14



Again using the law of total expectation, we have

EQ

[
H(PY |Q)

]
= EQ

[
EX|Q

[
H(PY |Q) | Q

]]
(40)

= EQ

[
EX|Q

[
H(PY |Q) −H(PY |X) +H(PY |X) | Q

]]
(41)

= EQ

[
H(PY |Q) − EX|Q

[
H(PY |X) | Q

]]
+ EQ

[
EX|Q

[
H(PY |X) | Q

]]
(42)

= EQ

[
H(PY |Q) − EX|Q

[
H(PY |Q,X) | Q

]]
︸ ︷︷ ︸

I(Y ;X|Q)

+EX

[
H(PY |X)

]
, (43)

which concludes the proof.

The first two terms of Equation (36) are nonnegative by definition, and are both
0 for the perfect model Q = PY |X . The divergence from perfect predictions, can be
manifested in arbitrary combinations of the first two terms. It follows that the same
expected score may result from either a well-calibrated model or a sharp yet unreliable
one. See the following subsection for an analytic example illustrating this phenomenon.

3.3.1 An Analytic Example

Let X = Y = R. Consider the following data generating process: Let the marginal
distribution of the feature be

PX = U [0, 1.5] . (44)
We define the conditional distribution of the target given the feature as

PY |X =


U [0, 0.5] if X < 0.5;
U [1, 1.5] if 0.5 ≤ X < 1;
U [2, 2.5] if X ≥ 1.

(45)

Let us consider the following three models:

Calibrated: An Auto-calibrated model ignoring the information of the two first feature
intervals, and thus having lack of sharpness.

Qcal|X =
{1

2U [0, 0.5] + 1
2U [1, 1.5] if X < 1;

U [2, 2.5] if X ≥ 1.
(46)

Sharp: A perfectly sharp model, that underestimates the target in the first two feature
intervals, and thus is not calibrated.

Qsharp|X =


U [−0.5, 0.5] if X < 0.5;
U [0.5, 1.5] if 0.5 ≤ X < 1;
U [2, 2.5] if X ≥ 1.

(47)
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Figure 1: n = 500 samples from the three illustrative models (Equations (46) to (48)).

Perfect: The perfect model, which is both calibrated and sharp.

Qperf |X = PY |X (48)

See Figure 1 for an illustration of the three models.
Let us use the Logarithmic Score (Equation (4)) to define the expected score, lack

of sharpness, and calibration error of the three models. Since the log-density is either 1
or 2, the results are straightforward to compute:

• The aleatoric uncertainty is − log(2).

• It is easy to see that the calibrated model is indeed calibrated, and its lack of
sharpness is

I(Y ;X|Qcal) = E
[
H(PY |Q) −H(PY |X)

]
= 2

3

(
− log(1) − (− log(2))

)
+ 1

3

(
− log(2) − (− log(2))

)
= log(4)/3 .

• The sharp model’s predictions identify the value of the feature, hence its lack of
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sharpness is 0. The calibration error can be computed as

E
[
d

(
PY |Qsharp , Qsharp

)]
= E

[∫
R
pY |Q(y) log

pY |Q(y)
pQ(y) dy

]

= 2
3

(1
22 log 2

1

)
+ 1

3

(1
22 log 2

2

)
= log(4)/3 .

As a result, we can readily see that the divergence from perfect predictions, can be
manifested in arbitrary combinations of the two error terms:

Qperf Qcal Qsharp

Calibration error 0 0 log(4)/3
Lack of sharpness 0 log(4)/3 0
Aleatoric uncertainty − log(2) − log(2) − log(2)

3.4 Other Score Decompositions

There are several three term decompositions of the expected score E [S(Q,Y )] in the
literature. In this section we provide a sort description on how they differ or parallel
with our decomposition presented in Lemma 3.5.

3.4.1 Calibration, Resolution, Total Uncertainty

In meteorological forecasting, it is very reasonable to compare the performance of the
model against the baseline prediction of always predicting the marginal distribution of
the data PY . Since the weather is a chaotic system, if we were to predict say more than a
week into the future, then it is not really possible to do better than predict the marginal
distribution of the target (climatological forecast).

When Q is compared to PY , we get the following calibration, resolution, total uncer-
tainty decomposition [Candille and Talagrand, 2005, Bröcker, 2009, Gruber and Buet-
tner, 2024]:

E [S(Q,Y )] = E
[
d

(
PY |Q, Q

)]
︸ ︷︷ ︸

calibration error

−E
[
d

(
PY |Q,PY

)]
︸ ︷︷ ︸

resolution

+ H(PY )︸ ︷︷ ︸
total uncertainty

. (49)

The resolution term quantifies the amount of information the model captures about the
target, compared to the climatological prediction PY . The total uncertainty term is the
unconditional uncertainty of the target, which is not only independent of the model, but
also is from the features.

3.4.2 Calibration, Grouping loss, Aleatoric Uncertainty

Kull and Flach [2015] defined the following score decomposition3

3We adapted their notion to match the presentation of our paper.
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E [S(Q,Y )] = E
[
d

(
PY |Q, Q

)]
︸ ︷︷ ︸

calibration error

+E
[
d

(
PY |X ,PY |Q

)]
︸ ︷︷ ︸

grouping loss

+ E
[
H(PY |X)

]
︸ ︷︷ ︸

aleatoric uncertainty

. (50)

Although they only considered classification models, their result remains valid in the
regression setup as well. Using the definition of score divergence (Eq. 9), conditional
mutual information (Def. 2.5) and the natural modeling assumption that PY |Q,X = PY |X
it is straightforward to see that

E
[
d

(
PY |X ,PY |Q

)]
︸ ︷︷ ︸

grouping loss

= I(Y ;X|Q)︸ ︷︷ ︸
lack of sharpness

. (51)

This means that our formalism for decomposing the sharpness part of the expected error
quantitatively matches the notion of Kull and Flach [2015]. Since the notion of mutual
information contributes to the interpretability of the phenomena, we argue that our
decomposition remains valuable.

3.4.3 Sharpness as a Property of the Predictions Only

The word sharpness suggests that the predicted distributions are highly concentrated,
i.e., in the probability law that they represent, there is not much uncertainty about the
target. We can refer to this notion of sharpness as predictive sharpness, to distinguish it
from the mutual information-based notion of sharpness we introduced in Definition 3.2.
In the works of [Marx et al., 2023] and [Gneiting et al., 2007] they directly defined pre-
dictive sharpness as the expected predictive entropy E [H(Q)] or the expected predictive
interval length E

[
F−1

Q (0.95) − F−1
Q (0.05)

]
, respectively.

It is interesting to point out how the expected predictive entropy based notion of
predictive sharpness relates to our mutual information-based notion. Specifically, the
paradigm of maximizing sharpness subject to calibration can be formally shown to be
equivalent with standard expected score minimization. In the original work of Gneiting
et al. [2007], this was only stated as a conjecture due to the different notion of calibration
used.

Proposition 3.6. Suppose that the model hypothesis space contains the true data gen-
erating process. Then the standard optimization problem

min
Q

E [S(Q,Y )] (52)

has the same unique solution as the following constrained optimization

min
Q

E [H(Q)] subject to PY |Q = Q . (53)

Proof. Let S be a strictly proper scoring rule. We know that the unique minimum
of (52) is obtained at the true target distribution Qopt = PY |X . Consider a model Q
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that is a feasible solution to (53). Then using Equation (36), the expected score has 0
calibration error and the lack of sharpness and aleatoric uncertainty can be expressed
as the expected predictive entropy, i.e.,

E [S(Q,Y )] = I(Y ;X|Q)︸ ︷︷ ︸
lack of sharpness

+ E
[
H(PY |X)

]
︸ ︷︷ ︸

aleatoric uncertainty

(54)

= E
[
H(PY |Q) −H(PY |X)

]
+ E

[
H(PY |X)

]
(55)

= E
[
H(PY |Q)

]
(56)

= E [H(Q)] . (57)

We know that Qopt is the unique minimizer of the expected score, and since it is Auto-
calibrated4, it also uniquely minimizes E [H(Q)] subject to calibration.

In light of Proposition 3.6, we can readily see that under the calibration constraint,
lack of sharpness becomes more concrete than the mutual information-based notion: it
equals to the lack of predictive sharpness in terms of expected entropy, i.e.,

I(Y ;X|Q) = E [H(Q)] − E
[
H(PY |X)

]
. (58)

4E.g., see the proof of Proposition 4.2.
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4 Re-calibration
Motivated by the calibration–sharpness principle presented in Section 3, in this section,
we give a nonparametric, kernel based algorithm to recalibrate a given model while
preserving its sharpness, thereby obtaining reliable and useful predictions. To formalize
the goal of correcting calibration error, we introduce the following definition.

Definition 4.1. Assume we have a prediction, target, feature tuple (Q,Y,X) ∼ PQ,Y,X .
Let us define the recalibrated prediction Q̃ as

Q̃ = PY |Q . (59)

The following proposition shows that Q̃ indeed achieves our objective. See [Bröcker,
2009, Appendix A] and [Widmann, 2021] for a similar proposition stated for the classi-
fication setting.

Proposition 4.2. The recalibrated prediction Q̃ is Auto-calibrated, and has the same
sharpness as the original prediction Q, i.e., we have

Q̃ = P
Y |Q̃ and I(Y ;X|Q̃) = I(Y ;X|Q) . (60)

Proof. In general any model is calibrated if it is in the form of a conditional law PY |ϕ(X),
where ϕ is an arbitrary measurable function. Let Z = ϕ(X) and W = PY |Z = ψ(Z).
Then we have

PY |W = EZ|W
[
PY |Z | W

]
= EZ|W [W | W ] = W . (61)

Choosing ϕ(X) = Q|X concludes the first part of the proof.
Under the very natural assumption thatQ ⊥⊥ Y givenX, we have PY |Q,X = P

Y |Q̃,X
=

PY |X . Therefore, we only have to show that

EQ

[
H(PY |Q)

]
= E

Q̃

[
H(P

Y |Q̃)
]
, (62)

in order to prove the right-hand side of Equation (60). From Definition 4.1 and the first
part of the proof we have

PY |Q = Q̃ = P
Y |Q̃ . (63)

Using Equation (63) and the total law of expectation, it is straightforward to verify
Equation (62).

Having established the desired properties of Q̃, the remaining challenge is to estimate
the calibration map Q 7→ Q̃.
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4.1 Parametric Calibration Map Estimation

In the pioneering work of Song et al. [2019], the authors assumed that Q and Q̃ are
close enough that their difference can be described by a low-dimensional parametric
transformation, where the parameters are dependent on the first two moments of Q.

Specifically, they proposed to use the following link function as a parametric family
of calibration maps

ϕa,b,c(s) = 1
1 + 1/

(
ec sa

(1−s)b

) . (64)

They applied ϕa,b,c(·) to the CDF of Q to obtain the CDF of Q̃. The parameters a, b, c
were treated as latent parameters that were estimated conditionally on the first two
moments of Q using Gaussian process regression.

See Figure 2 for an illustration of the calibration map induced by ϕa,b,c(·). The
strength of this approach is that it is modifying the original predictive CDFs, with a
smooth calibration map, meaning that the density of the recalibrated prediction can
be readily obtained. However, it can only be applied to one dimensional targets, and
it is quite a hard assumption that the original model only suffers from such a simple
calibration error.

4.2 Non-parametric Calibration Map Estimation

We relax the heuristic and restrictive assumption on the calibration map, and estimate
it in a fully non-parametric manner using conditional kernel mean embeddings [Song
et al., 2009, Park and Muandet, 2020].

In the first step, we embed the predictions of the original model into an RKHS over
distributions, i.e., one induced by a kernel k : M(Y) × M(Y) → R. A general recipe
for this is given by the so called Gaussian-type kernels introduced by Christmann and
Steinwart [2010], namely

k(q, q′) = exp
(
−σ2 ∥µM − µM ′∥2

Hr

)
. (65)

Here µM and µM ′ are the kernel mean embeddings of q and q′, respectively, in a RKHS
Hr over Y, and σ is a bandwidth parameter. The induced kernel k is characteristic
provided that r is characteristic.
Remark 4.3. The assumptions regarding the original feature space X and the joint distri-
bution of (X,Y ) are treated implicitly in this work, as they are entirely determined by the
capabilities of the chosen base model. In contrast, nonparametric re-calibration imposes
requirements primarily on the target space Y. Specifically, Y must be a compact metric
space to admit a universal Gaussian-type kernel [Christmann and Steinwart, 2010]. Fur-
thermore, no restrictions are placed on the joint distribution of (Q,Y ), as conditional
kernel mean embeddings are universally consistent estimators [Park and Muandet, 2020].

Given the Gaussian-type kernel k and a kernel l : Y ×Y → R that encodes the targets
via its canonical feature map ψ : Y → Hl, the CKME framework yields an estimator of
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Figure 2: Calibration map of the Beta link function (cf. Equation (64)). As described by
the original authors Song et al. [2019], the calibration map can be interpreted as follows:
“. . . the Beta family contains the identity map (a = 1, b = 1, c = 0), the regression output
can remain the same, if already calibrated. Changing c pushes the distribution to the
left (c > 0) or right (c < 0). Sigmoids (a, b > 1) decrease the variance of the regression
output distribution, while inverse sigmoids (a, b < 1) increase the variance. Changing
the balance between a and b makes the distribution skewed to the left (a < b) or right
(a > b).”

Q̃ given Q of the form

µ̂
Q̃

=
n∑

i=1
ψ(yi)βi(Q) . (66)

The coefficient vector β(Q) ∈ Rn is computed as

β(Q) = (K + λIn)−1(k(Q, q1), . . . , k(Q, qn))T , (67)

where K ∈ Rn×n is the Gram matrix [k(qi, qj)]ni,j=1, λ > 0 is a regularization parameter,
and {(qi, yi)}n

i=1 is a size n calibration data-set, containing predictions qi of the original
model when we observed (X,Y ) = (xi, yi).

Although µ̂
Q̃

is a consistent estimator of µ
Q̃

(see [Park and Muandet, 2020, Theorem
4.4.]), note that we only obtain the kernel mean embedding of the recalibrated prediction,
rather than an explicit representation of the distribution itself. Recovering an estimate
ˆ̃
Q corresponds to the distributional pre-image problem [Muandet et al., 2017, sec. 3.8.1].
In our approach, this is solved by projecting the weight vector β(Q) onto the probability
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Algorithm 1 Pipeline of Post-hoc Re-calibration
Input: Datasets Dtrain = {(xi, yi)}ntrain

i=1 and Dcal = {(xj , yj)}ncal
j=1,

query point x∗ ∈ X
Train an f : X → M(Y) model on Dtrain

Make predictions {qj := f(xj)}ncal
j=1 on Dcal using f

Make a prediction q∗ := f(x∗) for the query point
Use Algorithm 2 on {(qj , yj)}ncal

j=1 and q∗ to get q̃∗

Output: Re-calibrated prediction q̃∗

Algorithm 2 Perform Nonparametric Re-calibration
Input: Dataset {(qj , yj)}ncal

j=1, query prediction q∗ ∈ M(Y)
Build kernel matrix K = [k(qi, qj)]ncal

i,j=1 via Eq. (65)
Compute coefficient β(q∗) ∈ Rncal via Eq. (67)
Let w be the projection of β(q∗) to ∆ncal

Output: Re-calibrated prediction q̃∗ := ∑ncal
j=1wjδyj

simplex ∆n to obtain an empirical distribution of the form

ˆ̃
Q =

n∑
i=1

wiδyi , w ∈ ∆n . (68)

Algorithms 1 and 2 provide an overview of the proposed nonparametric re-calibration
method.

4.2.1 Distributional Pre-image Problem

Conditional kernel mean embeddings only estimate µ̂Y |X ≈ E [ψ(Y )|X], which is a rep-
resentation of P̂Y |X not necessarily easy to work with. To be able to quantify the model
error E

[
S(P̂Y |X , Y )

]
or have predictive quantiles P̂(Y ≤ t), one often needs a more exact

form of P̂Y |X . This problem is called the distributional pre-image problem, since we are
interested in finding the distribution q ∈ M(Y) whose kernel mean embedding is µ̂Y |X=x.
There are several different approaches to solve this problem Muandet et al. [2017], Chen
et al. [2012], Schuster et al. [2020]. In order to minimize computational complexity and
approximation bias, we have chosen the following approximate pre-image approach.

The approximate distributional pre-image solution starts with choosing a family of
parameterized distributions {qθ | θ ∈ Θ} ⊂ M(Y) and define the approximate pre-image
P̃Y |X=x as

P̃Y |X=x = arg min
θ∈Θ

||µ̂Y |X=x − EM∼qθ
[ψ(M)] ||2Hl

. (69)

If the parameterized family is too rich, then the optimization (69) can be challenging to
solve, and if it is too restrictive then one introduces a significant approximation error to
the predictions. We made the following practical choice: Let n = |Dcal|, let Θ = ∆n,
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i.e. the n dimensional probability simplex, and let qθ = ∑n
i=1 θiδyi be the empirical

distribution supported on the observations in the calibration set with weight θi for the
point-mass δyi . This is a reasonable choice since extending the support of P̂Y |X beyond
{yi | i ∈ Dcal} requires prior knowledge (or assumptions) about PY |X .

With this choice (69) is easy to show5 to be equivalent with

θ∗ = arg min
θ∈∆n

(θ − β)TL(θ − β) , (70)

where β are the weights in the conditional kernel mean embedding estimate µ̂Y |X=x =∑n
i=1 βiψ(yi), L is the kernel matrix [l(yi, yj)]ni,j=1 and P̃Y |X=x results to be ∑n

i=1 θ
∗
i δyi .

Although (70) is a convex problem and therefore can be solved efficiently for each
observationX = x, solving simultaneously for all observations in Dtest is computationally
challenging. Consequently, we decided to further approximate θ∗ with

θ̃∗ = arg min
θ∈∆n

(θ − β)T In(θ − β), (71)

which is essentially the Euclidean projection of β to ∆n, for which there is an O(n)
time algorithm Duchi et al. [2008]. Using θ̃∗ instead of θ∗ should be considered an
implementation choice, which is not unprecedented; for example, the authors of Cevid
et al. [2022] also used clipped and renormalized CKME weights for inference in their
benchmark section.

4.3 The Energy Distance Kernel (EDK)

Up to this point, we have not made any assumptions on the target space Y; in particular,
we have not restricted ourselves to recalibrating real-valued distributions, as is done in
CDF-based approaches such as [Kuleshov et al., 2018, Song et al., 2019]. However, in
order to obtain a more efficient algorithm in the special case Y = R, we propose the
Energy Distance Kernel (EDK): a specific instantiation of the Gaussian-type kernel (65)
by the choice

r(u, v) = |u| + |v| − |u− v| . (72)

In this case, ∥µM − µM ′∥2
Hr

coincides with the so-called energy distance (cf. Eq. (12);
[Szekely and Rizzo, 2004, Sejdinovic et al., 2013]), which admits closed-form expressions
for many well-known parametric distribution families and, more importantly, can be
evaluated for empirical distributions of size m in O(m logm) time. This contrasts with
the quadratic complexity (cf. Eq. (23)) incurred when using an arbitrary kernel r on Y.
Efficiency is crucial in practice, since constructing the kernel matrix K requires O(n2)
evaluations of k.

5Using the reproducing property of l

24



5 Experiments
We perform a comprehensive benchmark of our proposed CKME based recalibration
algorithm described in Section 4. We compare it against the recalibration methods of
[Kuleshov et al., 2018] (PIT) and [Song et al., 2019] (GPBETA), as well as against uncal-
ibrated original models trained on Dtrain (None(T)) or on Dtrain∪Dcal (None(T + C)), to
ensure fair comparisons. We report p-values from auto-calibration and PIT-calibration
hypothesis tests (cf. Section 2.4.3; see aggregated results on Figure 3 and 5 respec-
tively), as well as the mean CRPS score (5) achieved on the test set, across several
real-world datasets and a range of machine learning models to be recalibrated. We
provide an additional empirical comparison with a conformal prediction method in Sec-
tion 5.4. Our experiment code is publicly available at https://github.com/adamgnuj/
recalibration_experiment.git.

5.1 Datasets

We use the UCI regression benchmark datasets [Hernandez-Lobato and Adams, 2015],
which consist of nine real-world datasets with 20 predefined train-validation-test splits
(10% test size, with 20% of the training set held out for validation). The exact splits
were taken from the repository of [Gal and Ghahramani, 2016].

In addition, we evaluate our algorithm on the Bike Sharing dataset introduced
by Fanaee-T and Gama [2014], as well as on a synthetic data set with bimodal tar-
get distribution (see Section B.1 for details).

5.2 Base Models

We evaluate our recalibration method on a diverse set of probabilistic regression mod-
els. Specifically, we consider Distributional Random Forests (DRF; Cevid et al., 2022),
Mixture Density Networks (MDN; Bishop, 1994) using the implementation of [Kelen
et al., 2025], and Bayesian Neural Network–based MDNs (BNN; Blundell et al., 2015),
also following the implementation of [Kelen et al., 2025]. In addition, we include a
single-component Mixture Density Network, corresponding to a heteroscedastic Gaus-
sian density network (GDN), as a simpler baseline model.

5.3 Experiment Setup

We treat the validation split of the original dataset as a calibration set, denoted by Dcal.
For every combination of dataset, base model, and recalibration method, we evaluate
performance on the test set Dtest, collecting results over 20 repetitions of model training,
recalibration (when applicable), and testing. When necessary, 20% of the data available
for training is held out as a validation set.

Note that in the case of (GPBETA; Song et al., 2019), the official implementation6

can only operate if the output of the base model is a single Gaussian. Consequently,
6https://github.com/Srceh/DistCal
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Figure 3: Fraction of random train-test splits where the hypothesis of auto-calibration
was accepted by SKCE at α = 5%. The numbers after the dataset name indicate the
size of the test set |Dtest|, allowing the power of the hypothesis test to be assessed. See
Section B.2 for detailed results.
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Figure 4: CRPS loss relative to the base model trained only on the train set (None(T)).
See Section B.2 for detailed results. Note that satisfying calibration is trivial if one
does not care about sharpness (e.g., by always predicting the marginal distribution
of the target PY ). Since estimating sharpness itself is prohibitively challenging as it
requires access to PY |X , we argue that the best way to assess a re-calibration method
is to simultaneously evaluate its calibration performance (Fig. (3)) and the resulting
expected score of the model (this Figure).

we benchmarked base models with GPBETA recalibration only after approximating the
base model’s predicted distribution using a Gaussian fitted to its first two moments.

The hypothesis test of [Widmann et al., 2021] was performed using the authors’ im-
plementation,7 but the kernel over distributions was the Energy Distance Kernel (c.f.
Section 4.3). The kernel l over the target was the Laplace kernel, and all kernel band-

7https://github.com/devmotion/CalibrationTests.jl
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Figure 5: Ratio of splits when the hypothesis of PIT-calibration was accepted at
α = 5%. The numbers after the dataset name indicate the size of the test set |Dtest|,
allowing the power of the hypothesis test to be assessed. See Section B.2 for detailed
results.

width parameters were chosen using the median heuristic.

5.4 Empirical Comparison Against Conformal Prediction

In this section, we compare conformal prediction (CP) with our proposed recalibration
framework. We use the split conformal prediction framework with ψ(x) = |x − 1

2 | of
Chernozhukov et al. [2021].

5.4.1 Evaluation

We compare the CP intervals [a, b] ⊂ R at a fixed coverage level (α = 0.05) against the
interval

[ã, b̃] := [qα/2, q1−α/2] ⊂ R

derived from the predictive quantiles q of the recalibrated model. We plot the marginal
coverage level on the test set, and the relative average width of the predicted intervals:

b̃− ã

b− a

In order to highlight that standard CP procedures, such as [Chernozhukov et al.,
2021] only target marginal alignment of model errors, and therefore the “error cancel-
lation” (i.e., over and underconfident predictions cancelling out on average) effect can
occur, we plot the distance correlation dCor [Székely et al., 2007] of the predicted interval
(as a point in R2) and the pit transform of the prediction Z = F (Y ).

It is easy to see that Z should ideally be independent of the prediction and therefore
from the interval [a, b]. This independence condition means that the errors are evenly
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distributed w.r.t. the predictions and there are no systematically under / overconfident
predictions.

Note that distance correlation is a normalized dependence measure that characterizes
independence (i.e., 0 ≤ dCor ≤ 1, with dCor = 0 ⇐⇒ the inputs are independent).
It is therefore a suitable metric to assess the degree of dependence between predictive
intervals and the PIT transform. Smaller values of dCor indicate better calibration.

5.4.2 CP Experiment Conclusions

We can see that the proposed method’s marginal coverage and interval lengths are com-
parable to those of standard CP, while the dependence between predicted intervals and
the PIT transform of the observations tends to be smaller (as the dataset size increases),
i.e., the remaining modeling error is more evenly distributed. See Figure 6 for our results
on comparing predictive interval coverage, average interval length, and dependence of
the PIT transformed observation on the interval. The source code for this experiment
is also available at https://github.com/adamgnuj/recalibration_icml2026.

5.5 Discussion

The aggregated results in Figure 3 demonstrate that, with the exception of our pro-
posed nonparametric recalibration approach, there was generally sufficient evidence to
reject the hypothesis of auto-calibration across most datasets by the SKCE test (exclud-
ing those with extremely small sample sizes). This highlights the effectiveness of our
approach to correct calibration error superior to previous attempts.

Regarding PIT calibration, Figure 5 indicates that the method of [Kuleshov et al.,
2018] remains the most effective. Still, our approach achieves performance comparable
to the original models and remains more effective than GPBETA, while simultaneously
addressing the stronger notions of calibration discussed previously.

While sharpness cannot be assessed directly, Figure 4 and Table 1 show that our
recalibration method usually was able to marginally improve on the overall score com-
pared to the base model it modified. This suggests that even if there might be some loss
of sharpness, it is less important given the improvement on calibration.

By examining Table 1 carefully, we observe that in addition to our algorithm, the
base model trained on Dtrain ∪ Dcal provides comparable best scores. The outcomes
are consistent with the calibration–sharpness principle discussed in Section 3: data can
be utilized to either improve calibration or enhance the overall predictive score. Im-
portantly, we demonstrate the motivating negative example for our work: a model can
improve its overall score while remaining significantly miscalibrated. This paradox em-
phasizes the need for careful testing and correction of calibration alongside standard
performance metrics.
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Table 1: CRPS scores relative to the base model trained only on the train set (None(T)).
Best relative score per row is marked with bold values. Standard deviations per split
are displayed for each entry. The numbers after the dataset name indicate the size of
the test set |Dtest|.

Re-calibration None(T) None(T+C) CKME PIT GPBETA
base model data set

GDN

yacht(31) 1.000± 0.000 0.690± 0.298 1.276± 0.537 0.997± 0.077 0.905± 0.198
housing(51) 1.000± 0.000 0.955± 0.134 1.150± 0.170 1.000± 0.033 0.995± 0.096
energy(77) 1.000± 0.000 0.962± 0.679 0.767± 0.224 0.981± 0.048 0.984± 0.048
concrete(103) 1.000± 0.000 0.968± 0.139 1.045± 0.047 0.999± 0.014 1.000± 0.021
wine(160) 1.000± 0.000 0.996± 0.018 0.901± 0.026 0.999± 0.009 1.000± 0.011
kin8nm(819) 1.000± 0.000 0.971± 0.026 0.994± 0.012 0.996± 0.005 1.001± 0.006
power(957) 1.000± 0.000 0.982± 0.024 1.004± 0.007 0.999± 0.003 1.001± 0.004
naval(1193) 1.000± 0.000 1.104± 0.449 0.417± 0.105 0.882± 0.086 0.896± 0.090
bike(1738) 1.000± 0.000 0.950± 0.076 0.977± 0.023 1.000± 0.007 1.003± 0.006
sinus(2000) 1.000± 0.000 1.000± 0.002 0.900± 0.003 0.905± 0.002 1.033± 0.045
protein(4573) 1.000± 0.000 0.975± 0.088 0.937± 0.008 0.995± 0.005 0.991± 0.008

MDN

yacht(31) 1.000± 0.000 0.960± 0.365 1.326± 0.591 1.058± 0.130 0.870± 0.131
housing(51) 1.000± 0.000 0.944± 0.114 1.175± 0.149 1.007± 0.030 1.027± 0.064
energy(77) 1.000± 0.000 0.794± 0.308 0.594± 0.178 1.019± 0.046 1.153± 0.071
concrete(103) 1.000± 0.000 0.934± 0.088 1.032± 0.038 1.003± 0.018 1.006± 0.021
wine(160) 1.000± 0.000 1.005± 0.022 1.015± 0.023 1.020± 0.018 1.128± 0.027
kin8nm(819) 1.000± 0.000 0.962± 0.041 1.001± 0.013 0.997± 0.008 0.999± 0.013
power(957) 1.000± 0.000 0.986± 0.018 1.001± 0.008 1.000± 0.002 1.017± 0.006
naval(1193) 1.000± 0.000 1.002± 0.344 0.455± 0.102 0.907± 0.053 0.933± 0.054
bike(1738) 1.000± 0.000 0.947± 0.038 0.991± 0.016 1.001± 0.004 1.029± 0.009
sinus(2000) 1.000± 0.000 0.999± 0.003 1.006± 0.004 1.000± 0.002 1.150± 0.045
protein(4573) 1.000± 0.000 0.957± 0.042 0.985± 0.005 1.000± 0.002 1.079± 0.013

BNN

yacht(31) 1.000± 0.000 0.888± 0.171 1.614± 0.477 0.931± 0.117 0.848± 0.141
housing(51) 1.000± 0.000 0.994± 0.047 1.188± 0.143 1.001± 0.022 1.018± 0.039
energy(77) 1.000± 0.000 0.946± 0.175 1.077± 0.187 0.977± 0.038 0.973± 0.059
concrete(103) 1.000± 0.000 0.960± 0.074 1.065± 0.039 1.001± 0.015 1.011± 0.022
wine(160) 1.000± 0.000 0.989± 0.027 0.899± 0.029 1.001± 0.014 1.005± 0.016
kin8nm(819) 1.000± 0.000 0.968± 0.017 1.015± 0.012 0.999± 0.004 1.006± 0.009
power(957) 1.000± 0.000 0.981± 0.019 1.004± 0.007 0.999± 0.002 1.004± 0.005
naval(1193) 1.000± 0.000 0.975± 0.217 0.376± 0.067 0.870± 0.046 0.889± 0.046
bike(1738) 1.000± 0.000 0.977± 0.040 1.003± 0.010 1.000± 0.002 1.005± 0.003
sinus(2000) 1.000± 0.000 0.999± 0.002 0.900± 0.002 0.907± 0.004 1.030± 0.034
protein(4573) 1.000± 0.000 1.002± 0.051 0.947± 0.006 0.998± 0.002 0.993± 0.008

DRF

yacht(31) 1.000± 0.000 0.814± 0.046 0.405± 0.086 0.850± 0.160 0.885± 0.147
housing(51) 1.000± 0.000 0.949± 0.022 0.984± 0.088 0.983± 0.034 0.964± 0.057
energy(77) 1.000± 0.000 0.809± 0.025 0.473± 0.078 0.950± 0.040 0.985± 0.057
concrete(103) 1.000± 0.000 0.942± 0.013 0.871± 0.045 0.943± 0.022 0.899± 0.049
wine(160) 1.000± 0.000 0.981± 0.006 0.988± 0.025 1.404± 0.122 1.126± 0.024
kin8nm(819) 1.000± 0.000 0.979± 0.004 0.882± 0.015 0.989± 0.004 1.003± 0.016
power(957) 1.000± 0.000 0.975± 0.002 0.969± 0.009 0.992± 0.002 1.017± 0.005
naval(1193) 1.000± 0.000 0.893± 0.006 0.560± 0.016 0.792± 0.018 0.882± 0.033
bike(1738) 1.000± 0.000 0.955± 0.006 0.918± 0.010 0.966± 0.006 1.009± 0.007
sinus(2000) 1.000± 0.000 0.999± 0.003 0.997± 0.004 0.999± 0.002 1.131± 0.025
protein(4573) 1.000± 0.000 0.973± 0.001 0.923± 0.007 0.984± 0.000 1.092± 0.012

6 Limitations
Our method, like many nonparametric kernel-based approaches, has inherent limitations.
Specifically, measuring the distance between complex distributions is fundamentally chal-
lenging and can be computationally intensive when there is no explicit representation of
the predictions that is easy to work with. Standard kernel methods generally scale with
O(n3

cal) time complexity due to the linear solve in Eq. (67).
The targeted notion of calibration may also be too weak for specific applications

that require strict local (feature-conditional) calibration [see, e.g., Luo et al., 2022].
Additionally, in contrast to [Song et al., 2019], we do not modify the density of the
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Figure 6: Benchmark results for comparing our recalibration approach to conformal
prediction. See Section 5.4.
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original model’s predictions; therefore, we lose all previous efforts on density estimation.
Instead, our method provides empirical distributions.

7 Conclusions
In this work, we examined the limitations of commonly used calibration techniques and
demonstrated that predictive accuracy alone is insufficient to guarantee reliable uncer-
tainty estimates. In particular, we highlighted the limitations of PIT-based calibration.
To address this gap, we introduced a novel recalibration framework based on Conditional
Kernel Mean Embeddings (CKME), which directly maps model representations to cali-
brated predictive distributions without relying on restrictive parametric assumptions.

Empirical results on the UCI Regression Benchmark and additional datasets show
that widely used models are frequently miscalibrated, even when they achieve strong
predictive scores. Across these experiments, our method consistently improves calibra-
tion relative to state-of-the-art recalibration methods, validating both the theoretical
foundations and the practical utility of the proposed framework. The results also rein-
force the calibration–sharpness trade-off: available data can be used either to improve
calibration or to enhance predictive performance, but gains in one do not necessarily
imply gains in the other. Crucially, we demonstrated a negative example in which a
model achieves a better overall score while remaining significantly miscalibrated, under-
scoring the danger of relying solely on standard performance metrics. Together, these
findings emphasize the necessity of explicitly testing and correcting calibration, particu-
larly in high-stakes applications where reliable uncertainty quantification is as important
as pointwise predictive accuracy.
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A Declaration on the Use of AI Tools
Nyilatkozom, hogy szakdolgozatom elkészítése során az alább felsorolt feladatok elvégzésére
a megadott MI alapú eszközöket alkalmaztam:

Feladat Felhasznált
eszköz

Felhasználás
helye

Megjegyzés

Irodalomkeresés Gemini
ChatGPT

Teljes dolgozat

Programozás Gemini
Github Copilot

5. fejezet Python kód generálás

Nyelvhelyesség Gemini Teljes dolgozat
LaTeX formázás Gemini Teljes dolgozat

A felsoroltakon túl más MI alapú eszközt nem használtam.
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B Benchmark

B.1 Synthetic Data Set

We sampled n = 20 000 i.i.d. feature samples from U [−1, 1] and then generated the
corresponding target variable from the 2 component mixture model

1
2N

(
x+ sin(3x/20), σ2

)
+ 1

2N
(
x− sin(3x/20), σ2

)
,

where the variance of both components were σ2 = 1
102 .

B.2 Detailed Benchmark Results

Find detailed benchmark results of the relative CRPS scores in Table 1. Figure 5 contains
aggregated results of acceptance rate (at α = 5%) for the hypothesis of PIT-calibration.
See Figure 7, 8, 9 and 10 for detailed results of calibration hypothesis tests (where the
relative CRPS results are also plotted, for easier comparison.)
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Figure 7: Detailed benchmark results for base model GDN.
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Figure 8: Detailed benchmark results for base model MDN.
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Figure 9: Detailed benchmark results for base model BNN.
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Figure 10: Detailed benchmark results for base model DRF.
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