
Eötvös Loránd University
Faculty of Science

Anna Kelemen
Applied Mathematics MSc

Thesis

Cutting Plane Approaches for b-matchings

Supervisor: Alpár Jüttner
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1 Introduction

Matching problems form one of the central topics of combinatorial optimization. In an ordinary matching,
each vertex may be incident to at most one selected edge, while in a perfect matching every vertex is incident
to exactly one selected edge. The concept of a b-matching generalizes this condition by prescribing a demand
value b(v) for every vertex v. A perfect b-matching is a selection of edges, possibly with multiplicities, such
that each vertex v is incident to exactly b(v) edge units. Therefore the ordinary perfect matching is the special
case b(v) = 1 for every vertex. The minimum-cost perfect b-matching problem is finding a perfect b-matching
with minimum total edge cost. This problem can be reduced to an ordinary perfect matching problem by
replacing each vertex v with b(v) copies and replacing each original edge uv by all possible edges between the
copies of u and the copies of v. This observation shows that b-matchings are conceptually close to ordinary
matchings. However, the reduction may substantially increase the size of the graph. For this reason, it is
natural to study algorithms and polyhedral methods that work directly on the original graph and on the vector
b.

Following the classification used by Miller and Pekny [13], algorithms for b-matching problems can be
viewed through three main approaches: direct, reduction-based, and polyhedral. The direct approach tries
to generalize matching algorithms themselves. It uses ideas such as alternating trees, shrinking, expansion,
and path-transfer operations. Edmonds’ blossom algorithm for ordinary matchings [6] is the starting point
of this line of work. For b-matchings, direct algorithms must deal with the additional difficulty that a
vertex may have demand larger than one and that edge variables may have values greater than one. The
algorithms of Pulleyblank [16] and Urquhart [19] are based on the ideas of Edmonds’ algorithm. Cunningham
and Marsh gave the first polynomial-time algorithm for the optimum b-matching problem [4, 12] with
running time O(n2m log B), and Anstee later gave a strongly polynomial alternative algorithm based on
first solving a half-integral relaxation and then converting the solution to an integral one [1]. Pulleyblank’s
work on matching polyhedra also provides one of the foundational algorithmic frameworks for weighted
b-matchings [16]. More recently, Gabow developed data structures for weighted matchings and extended
them to b-matchings and f -factors [7], for weighted b-matchings this gives a bound on the running time of
O

(
min

{
b(V), n log n

}
(m + n log n)

)
, where n = |V |,m = |E|, and b(V) =

∑
v∈V b(v). This represents one of

the strongest currently available general direct algorithmic bounds for the weighted b-matching setting.
The reduction approach transforms the b-matching problem into another, better-understood problem. The

vertex-copying construction mentioned above is the simplest example: it reduces perfect b-matchings to
ordinary perfect matchings, but at the cost of a potentially large expansion. Other reductions use auxiliary
or incremental graphs, network-flow formulations, or transportation-type relaxations. This viewpoint is
useful because bipartite transportation and minimum-cost flow problems have strongly polynomial algorithms
[18, 14]. In the staged framework of Miller and Pekny [13], the first stage solves a transportation-type
degree relaxation, producing a half-integral solution, and the second stage then removes the remaining
fractional structure through combinatorial operations. The reduction approach is therefore often effective as
a component of a larger algorithm, even when the full b-matching problem itself is not solved by a single
compact reduction.

The polyhedral description of the problem is based on the degree constraints and on blossom inequalities.
The degree equations

x(δ(v)) = b(v) ∀v ∈ V

together with x ≥ 0 give the degree relaxation. This relaxation is not integral in general, the missing
inequalities are the b-odd blossom inequalities. For a set S ⊆ V , write b(S ) =

∑
v∈S b(v). If b(S ) is odd, then

every perfect b-matching must satisfy x(δ(S )) ≥ 1. Together with the degree equations and nonnegativity
constraints, these inequalities describe the perfect b-matching polytope [16, 17]. In this sense, they play the
same role as Edmonds’ odd-set inequalities in the ordinary perfect matching problem [5, 6].
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The polyhedral approach starts from the linear programming relaxation and enforces the missing blossom
inequalities. Padberg and Rao gave a polynomial-time separation algorithm for odd cut-sets and b-matching
inequalities [15]. This result makes it possible, at least in principle, to solve the problem by repeatedly solving
linear programs and adding violated blossom inequalities. Later work refined and analyzed separation for
these inequalities further [10]. Cutting-plane implementations for matching problems were also studied by
Grötschel and Holland [8], who combined simplex-based LP methods with separation procedures. However,
a black-box cutting-plane method does not automatically give a useful bound on the number of iterations.
The choice of which new cuts to add and which old cuts to keep can strongly affect the structure of the
intermediate LP optima and the number of iterations needed to obtain an optimal solution.

A major motivation for this thesis was the result of Chandrasekaran, Végh and Vempala on the ordinary
minimum-cost perfect matching problem [3]. They showed that a carefully controlled cutting-plane method
using only Edmonds’ blossom inequalities can be made polynomial. The algorithm maintains a laminar
family of active blossom inequalities, keeps only old cuts that are important from the dual point of view,
and adds new cuts in a way that preserves a half-integral structure of the next LP optimum. The number
of odd cycles in the support of the half-integral solution acts as a convergence potential, and the algorithm
terminates after O(n log n) cutting-plane iterations.

The first main topic of this thesis is to study how this cutting-plane framework can be adapted from
ordinary perfect matchings to perfect b-matchings. In the b-matching setting, odd cardinality sets are replaced
by b-odd sets, and the factor-critical structures used in the proof have to be modified to take the vertex
demands into account. The main difficulty is that after contractions and expansions, the fractional part of
a solution need not be a disjoint union of odd cycles in the original graph. Therefore the half-integrality
arguments used for ordinary matchings must be replaced by a weaker invariant that is still strong enough to
identify violated b-odd blossom inequalities.

The second main algorithmic viewpoint studied in the thesis is the staged primal-dual algorithm of Miller
and Pekny for perfect b-matchings with edge capacities [13]. Their algorithm is mainly combinatorial. It
first solves a relaxation that enforces the degree constraints and then removes the remaining half-integral
fractional structure by using alternating trees, supervertices, shrinking, expansion, dual updates, and transfer
operations. Although this method is not presented as a cutting-plane algorithm, the supervertices created
during the algorithm correspond to blossom-like structures.

The work of Bunch [2] is also relevant in this comparison. His method uses a simplex-based primal-dual
framework for the perfect b-matching problem, combining LP-based cutting planes with combinatorial
information from matching algorithms. In this sense, it lies between the purely polyhedral cutting-plane
viewpoint and the direct primal-dual combinatorial approach.

The structure of the thesis is as follows. First, the basic notation, definitions, and polyhedral back-
ground for b-matchings are introduced. This includes the degree relaxation, the blossom inequalities, the
dual variables, and the half-integrality properties used later. The next part studies the adaptation of the
Chandrasekaran–Végh–Vempala cutting-plane algorithm to the perfect b-matching problem. The final part of
the thesis considers the adaptation of the Miller–Pekny algorithm to the uncapacitated perfect b-matching
setting.
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2 Preliminaries on b-matchings

This section introduces the basic notation and polyhedral background for perfect b-matchings, following
the terminology and results of Schrijver’s [17] chapter on b-matchings. We first recall the definitions of
b-matchings and perfect b-matchings and introduce the cut and degree notation used throughout the thesis.
After this, we state the polyhedral description of the b-matching and perfect b-matching polytopes. Since the
later cutting-plane arguments rely on blossom inequalities and their dual variables, we also introduce the
corresponding LP relaxations and dual programs.

2.1 Basic notation and definitions

Let G = (V, E) be a finite undirected graph. Unless stated otherwise, the graph is loopless, but parallel edges
are allowed. For a set S ⊆ V , E[S ] denotes the set of edges with both endpoints in S , while δ(S ) denotes the
set of edges with exactly one endpoint in S . For a single vertex v ∈ V , we use the notation δ(v) instead of
δ({v}). The degree of v in G is denoted by dG(v), or simply by d(v) if the graph is clear from the context. If
x ∈ RE and F ⊆ E, then x(F) :=

∑
e∈F

xe. In particular, x(δ(v)) =
∑

e∈δ(v)

xe.

Definition 2.1.1. A demand vector is a function b : V → Z>0. For S ⊆ V, b(S ) :=
∑
v∈S

b(v).

Definition 2.1.2. A set S ⊆ V is called b-odd if b(S ) is odd.

Definition 2.1.3. A b-matching in G is an integer vector x ∈ ZE
≥0 satisfying

x(δ(v)) ≤ b(v) ∀v ∈ V.

A b-matching x ∈ ZE
≥0 is called perfect, if

x(δ(v)) = b(v) ∀v ∈ V.

An ordinary matching is obtained as the special case b(v) = 1 for every v ∈ V . In this case, the variables
are necessarily binary. In the general b-matching setting, an edge may be used with multiplicity greater than
one.

2.2 Polyhedral descriptions

Theorem 2.2.1. The b-matching polytope of G is the convex hull of all b-matchings:

Pb(G) := conv{x ∈ ZE
≥0 : x(δ(v)) ≤ b(v) ∀v ∈ V}.

The b-matching polytope is determined by

xe ≥ 0 ∀e ∈ E,

x(δ(v)) ≤ b(v) ∀v ∈ V,

x(E[U]) ≤
⌊
b(U)

2

⌋
∀U ⊆ V with b(U) odd.

Proof. Let Q denote the polyhedron in the statement of the theorem.
First, every b-matching satisfies these inequalities. Nonnegativity and the degree inequalities are immedi-

ate. If U ⊆ V is b-odd and x is a b-matching, then

2x(E[U]) ≤
∑
v∈U

x(δ(v)) ≤ b(U).
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Since 2x(E[U]) is even and b(U) is odd, this implies 2x(E[U]) ≤ b(U) − 1, and therefore

x(E[U]) ≤
b(U) − 1

2
=

⌊
b(U)

2

⌋
.

Thus the b-matching polytope is contained in Q.
It remains to prove the reverse inclusion. Let x ∈ Q. We construct a graph Gb = (Vb, Eb) by splitting

each vertex v ∈ V into b(v) copies. Denote the set of copies of v by Bv := {v1, . . . , vb(v)}. For every edge
uv ∈ E, and for every pair ui ∈ Bu, v j ∈ Bv, we add an edge uiv j to Gb. This way uv is replaced by b(u)b(v)
copy-edges.

Define x̄ ∈ REb
by x̄uiv j :=

xuv

b(u)b(v)
for every copy-edge uiv j corresponding to uv ∈ E.

We show that x̄ belongs to the ordinary matching polytope of Gb. By the matching polytope theorem of
Edmonds[5], it is enough to prove that

x̄e ≥ 0 ∀e ∈ Eb,

x̄(δGb(w)) ≤ 1 ∀w ∈ Vb,

and

x̄(Eb[W]) ≤
⌊
|W |
2

⌋
∀W ⊆ Vb with |W | odd.

The nonnegativity constraints are immediate. Now fix a copy ui ∈ Bu. Then

x̄(δGb(ui)) =
∑
uv∈E

b(v)∑
j=1

xuv

b(u)b(v)
=

∑
uv∈E

xuv

b(u)
=

x(δG(u))
b(u)

≤ 1.

It remains to verify the odd-set inequalities in Gb. First note that, although the system for Q only lists the

inequality x(E[U]) ≤
⌊
b(U)

2

⌋
for b(U) odd, the weaker inequality x(E[U]) ≤

b(U)
2

holds for every U ⊆ V ,

since
2x(E[U]) ≤

∑
v∈U

x(δ(v)) ≤ b(U).

Let W ⊆ Vb be an odd set. We prove x̄(Eb[W]) ≤
⌊
|W |
2

⌋
by induction on the number of sets Bv split by W,

where Bv is split if Bv ∩W , ∅ and Bv ⊈ W.
If W splits no set Bv, then there exists U ⊆ V such that W =

⋃
v∈U

Bv. Therefore |W | = b(U), and by the

definition of x̄, x̄(Eb[W]) = x(E[U]). Since |W | is odd, b(U) is odd, and hence

x̄(Eb[W]) = x(E[U]) ≤
⌊
b(U)

2

⌋
=

⌊
|W |
2

⌋
.

Now suppose that W splits at least one set Bv. Define W1 := W \ Bv and W2 := W ∪ Bv.

Both W1 and W2 split fewer copy-sets than W. By induction, x̄(Eb[W1]) ≤ |W1 |
2 and x̄(Eb[W2]) ≤ |W2 |

2 .

Moreover,
x̄(Eb[W1]) + x̄(Eb[W2]) ≤

∑
w∈W1

x̄(δGb(w)) ≤ |W1|.

Here we use that Bv = W2 \W1 is stable in Gb, since G is loopless.

Set λ :=
|Bv ∩W |

b(v)
, µ :=

|Bv \W |
b(v)

. Then λ + µ = 1. Since the value of every original edge incident with v

is distributed uniformly among the copies of v, we have

x̄(Eb[W]) = λx̄(Eb[W2]) + µx̄(Eb[W1]).
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If λ ≤ 1
2 , then

x̄(Eb[W]) = (µ − λ)x̄(Eb[W1]) + λ
(
x̄(Eb[W1]) + x̄(Eb[W2])

)
≤ (µ − λ)

|W1|

2
+ λ|W1|

=
|W1|

2
≤

⌊
|W |
2

⌋
.

The last inequality holds, because W1 ⊊ W.
If λ > 1

2 , then
x̄(Eb[W]) = (λ − µ)x̄(Eb[W2]) + µ

(
x̄(Eb[W1]) + x̄(Eb[W2])

)
≤ (λ − µ)

|W2|

2
+ µ|W1|

=
|W1|

2
+
λ − µ

2
|W2 \W1|

=
|W1|

2
+

1
2
(
|Bv ∩W | − |Bv \W |

)
≤
|W1|

2
+

1
2
(
|Bv ∩W | − 1

)
=
|W | − 1

2
=

⌊
|W |
2

⌋
.

Thus x̄ satisfies all inequalities of the ordinary matching polytope of Gb, therefore x̄ is a convex combination
of matchings in Gb:

x̄ =
k∑

i=1

αiχ
Mi , αi ≥ 0,

k∑
i=1

αi = 1.

Each matching Mi of Gb projects to a b-matching xi of G, by defining xi
uv := |{urvs ∈ Mi : ur ∈ Bu, vs ∈ Bv}|.

Since Mi uses at most one edge incident with each copy of v, the projection satisfies

xi(δG(v)) ≤ b(v) ∀v ∈ V.

Hence xi is a b-matching.
Finally, the projection of x̄ is exactly x, since for every uv ∈ E,

b(u)∑
r=1

b(v)∑
s=1

x̄urvs = b(u)b(v)
xuv

b(u)b(v)
= xuv.

Thus x =
k∑

i=1

αixi, so x belongs to the convex hull of the b-matchings. Therefore Q is exactly the b-matching

polytope. □

Theorem 2.2.2. The perfect b-matching polytope is determined by

xe ≥ 0 ∀e ∈ E,

x(δ(v)) = b(v) ∀v ∈ V,

x(δ(U)) ≥ 1 ∀U ⊆ V with b(U) odd.

Proof. Let Pb(G) denote the b-matching polytope. The perfect b-matchings are the b-matchings satisfying

x(δ(v)) = b(v) ∀v ∈ V.
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Therefore the perfect b-matching polytope is the face of Pb(G) obtained by replacing the degree inequalities
by equalities.

By the b-matching polytope theorem, this face is described by

xe ≥ 0 ∀e ∈ E,

x(δ(v)) = b(v) ∀v ∈ V,

and

x(E[U]) ≤
⌊
b(U)

2

⌋
∀U ⊆ V with b(U) odd.

We show that, under the degree equalities, the last family of inequalities is equivalent to

x(δ(U)) ≥ 1 ∀U ⊆ V with b(U) odd.

Indeed, summing the degree equalities over U gives

b(U) =
∑
v∈U

x(δ(v)) = 2x(E[U]) + x(δ(U)).

If b(U) is odd, then
⌊
b(U)

2

⌋
=

b(U) − 1
2

, hence x(E[U]) ≤
⌊
b(U)

2

⌋
is equivalent to

x(E[U]) ≤
b(U) − 1

2
.

Using

x(E[U]) =
b(U) − x(δ(U))

2
,

this is equivalent to
b(U) − x(δ(U))

2
≤

b(U) − 1
2

,

and therefore to x(δ(U)) ≥ 1. This proves the theorem. □

2.3 LP relaxations and dual formulations

We now introduce the linear programming relaxations and dual programs that are used in the cutting-plane
algorithm. Let c ∈ RE be a cost function on the edges of the graph. The degree relaxation of the minimum-cost
perfect b-matching problem is

(P0
b(G, c)) min

∑
e∈E

cexe

s.t. x(δ(v)) = b(v) ∀v ∈ V,

xe ≥ 0 ∀e ∈ E.

Its dual is
(D0

b(G, c)) max
∑
v∈V

b(v)Π(v)

s.t. Π(u) + Π(v) ≤ cuv ∀uv ∈ E.

The variables Π(v) are unrestricted, since the corresponding primal constraints are equalities.
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For a family F of b-odd subsets of V , we define the restricted blossom relaxation

(PFb (G, c)) min
∑
e∈E

cexe

s.t. x(δ(v)) = b(v) ∀v ∈ V,

x(δ(S )) ≥ 1 ∀S ∈ F ,

xe ≥ 0 ∀e ∈ E.

The corresponding dual is

(DFb (G, c)) max
∑
v∈V

b(v)Π(v) +
∑
S∈F

Π(S )

s.t. Π(u) + Π(v) +
∑
S∈F

uv∈δ(S )

Π(S ) ≤ cuv ∀uv ∈ E,

Π(S ) ≥ 0 ∀S ∈ F .

Again, the vertex variables Π(v) are unrestricted. The variables Π(S ) are nonnegative because the blossom
inequalities are lower bounds in the primal minimization problem. In the later cutting-plane algorithm, F
will be a laminar family of active b-odd blossom inequalities.

2.4 Total dual integrality and half-integrality

We also recall the total-dual-integrality properties of these systems. These facts will not be used directly
in the cutting-plane arguments below, but they help distinguish the polyhedral description of the perfect
b-matching polytope from the integrality properties of the corresponding dual systems. In particular, they
show that two formulations may describe the same primal polytope while having different dual properties.

A rational system of linear inequalities is called totally dual integral (TDI), if for every integral objective
vector for which the dual optimum is finite, the dual has an integral optimum solution. Similarly, we say that
a system is totally dual half-integral if the dual has an optimum solution whose components are half-integral
whenever the objective vector is integral.

The b-odd description of the b-matching polytope,

xe ≥ 0 ∀e ∈ E,

x(δ(v)) ≤ b(v) ∀v ∈ V,

x(E[U]) ≤
⌊
b(U)

2

⌋
∀U ⊆ V with b(U) odd,

is not TDI in general. However, if the last family of inequalities is extended to all subsets U ⊆ V , then the
system

xe ≥ 0 ∀e ∈ E,

x(δ(v)) ≤ b(v) ∀v ∈ V,

x(E[U]) ≤
⌊
b(U)

2

⌋
∀U ⊆ V

is TDI. Equivalently, for every integral nonnegative weight function w ∈ ZE
≥0, the maximum weight of a

b-matching is equal to the minimum value of∑
v∈V

b(v)yv +
∑
U⊆V

⌊
b(U)

2

⌋
zU

8



over integer vectors y ∈ ZV
≥0, z ∈ Z

P(V)
≥0 satisfying

yu + yv +
∑
U⊆V

uv∈E[U]

zU ≥ wuv ∀uv ∈ E.

The original b-odd system is nevertheless totally dual half-integral. This means that although one
cannot generally expect an integral optimum dual solution for the b-odd formulation, one can still expect a
half-integral optimum dual solution for integral objective functions.

For the perfect b-matching polytope, the blossom-cut formulation

xe ≥ 0 ∀e ∈ E,

x(δ(v)) = b(v) ∀v ∈ V,

x(δ(U)) ≥ 1 ∀U ⊆ V with b(U) odd

is generally not TDI either, but it is totally dual half-integral. On the other hand, if the blossom-cut inequalities
are replaced by the internal inequalities taken over all subsets

x(E[U]) ≤
⌊
b(U)

2

⌋
∀U ⊆ V,

then the system
xe ≥ 0 ∀e ∈ E,

x(δ(v)) = b(v) ∀v ∈ V,

x(E[U]) ≤
⌊
b(U)

2

⌋
∀U ⊆ V

is TDI. Under the degree equations, the inequalities for b-odd sets are equivalent to the blossom inequalities
x(δ(U)) ≥ 1, while the inequalities for b-even sets are implied by nonnegativity through

b(U) = 2x(E[U]) + x(δ(U)).

Therefore both formulations describe the same perfect b-matching polytope, but they have different dual-
integrality properties. In the later cutting-plane algorithm we use the blossom-cut formulation, because its
dual variables correspond directly to the active b-odd cuts.
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3 The Chandrasekaran–Végh–Vempala Cutting-Plane Method for Perfect
b-matchings

The aim of this chapter is to extend the cutting-plane framework of Chandrasekaran, Végh and Vempala [3]
from the minimum-cost perfect matching problem to the minimum-cost perfect b-matching problem. In the
original result, the authors show that a carefully implemented cutting-plane method for perfect matchings
terminates after O(n log n) iterations while using only Edmonds’ blossom inequalities [5]. Throughout
the algorithm they maintain a laminar family of blossom inequalities in a way that the optimum of every
intermediate linear program is unique and proper half-integral, and the number of odd cycles in the support
of the current solution can be used as a convergence potential.

This section follows the same general strategy, but several parts of the original paper have to be modified,
because perfect b-matchings have a more complex structure than ordinary perfect matchings. In the case
b ≡ 1, the degree relaxation has basic feasible solutions whose support consists of matching edges and odd
cycles only. This property is fundamental in the original proof, since every odd fractional cycle immediately
gives a violated blossom inequality. For general b, the degree equations become

x(δ(v)) = b(v) ∀v ∈ V,

and edge variables may have integral values larger than 1. Although the degree relaxation still has a
half-integral structure, the support of a solution need no longer be a disjoint union of integral edges and
half-integral odd cycles after contractions and unshrinking operations. For this reason, the notion of proper
half-integrality is replaced by a different, weaker notion, called support-proper half-integrality. Instead of
tracking individual odd cycles, the analysis tracks support components that contain an odd number of odd
half-integral Euler components.

The same change also affects the cut-generation rule. In the original algorithm, after retaining the old cuts
with positive dual value, new cuts are generated from odd cycles in the support of the current half-integral
solution. In the b-matching version, the algorithm first contracts the maximal positive-dual sets and then
searches the contracted support for components containing non-integral edges of the required parity. The full
preimages of these components give violated b-odd blossom inequalities. Thus, the role played by odd cycles
in the perfect matching proof is taken over by selected support components in the b-matching proof.

The factor-criticality arguments also require generalization. For matchings, a set is factor-critical if
deleting any one of its vertices leaves a perfect matching in the remaining graph. In the b-matching setting,
deleting a vertex is replaced by creating a one-unit deficit at a chosen vertex u, while all other vertices in the
set keep their original demands. A b-factor-critical set is therefore certified by tight internal b-matchings
satisfying the demand vector bS ,u. This generalized notion is needed for the contraction argument: when a
tight b-odd set S satisfies x(δ(S )) = 1, it behaves externally like a single node of demand one. The internal
deficit is then supplied by the unique boundary unit coming from outside.

The convergence proof remains parallel to the original proof, but the potential function changes. Instead
of counting odd cycles, the proof counts support components containing non-integral structure. The auxiliary
half-integral matching procedure used in the original analysis is accordingly replaced by a support-proper
half-integral b-matching procedure. This procedure is not part of the actual cutting-plane algorithm, it is used
only to compare consecutive LP optima and to prove that the potential is non-increasing. When the potential
does not decrease, the proof shows that the newly added cuts persist in later iterations. Together with the
laminarity bound on the number of active blossom inequalities, this yields the same type of O(|V | log |V |)
iteration bound as in the original perfect matching case.

Finally, as in the original paper, a perturbation of the cost function is used to guarantee uniqueness of the
intermediate LP optima. In the b-matching setting, the perturbation must be formulated slightly differently,
since feasible integer directions may have coefficients larger than 1 and depending on the demand vector
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b. The perturbation ensures uniqueness for all critical laminar relaxations while preserving optimality with
respect to the original integer cost function. Consequently, the cutting-plane method developed in this chapter
returns a minimum-cost perfect b-matching for the original problem, while maintaining a laminar family of
valid b-odd blossom inequalities throughout the algorithm.

3.1 Setup and relaxations

Throughout this chapter we use the notation introduced in Section 2. In particular, G = (V, E) is a finite
undirected graph, b : V → Z>0 is the demand vector, and c : E → Z is the cost function.

Let Ob := {S ⊆ V : |S | ≥ 2, b(S ) is odd} denote the family of nontrivial b-odd subsets of V . These sets
index the blossom inequalities used by the cutting-plane algorithm. Since every feasible perfect b-matching
satisfies 2x(E) =

∑
v∈V

x(δ(v)) = b(V), we have that b(V) is even whenever the instance is feasible. This parity

fact will be used later to show that the cuts generated by the algorithm are proper subsets of V .

3.1.1 Relaxations used by the algorithm

We use the degree relaxation P0
b(G, c), the restricted blossom relaxation PFb (G, c), and their duals D0

b(G, c)
and DFb (G, c) as introduced in Section 2.3. In the sequel, the active family of blossom inequalities will
always be denoted by F ⊆ Ob. Thus the inequalities indexed by F are precisely the active b-odd blossom
inequalities

x(δ(S )) ≥ 1 ∀S ∈ F .

3.1.2 Half-integrality of the degree relaxation

Definition 3.1.1. A vector x ∈ RE
≥0 is called b-proper half-integral if

(a) xe ∈
1
2Z≥0 for every edge e ∈ E,

(b) the set E1/2(x) := {e ∈ E : xe < Z} induces a disjoint union of odd cycles.

We denote by odd1/2(x) the number of odd cycles in the graph (V, E1/2(x)).

Proposition 3.1.1. Every basic feasible solution of P0
b(G) := {x ∈ RE

≥0 : x(δ(v)) = b(v) ∀v ∈ V} is b-proper
half-integral.

Proof. Let x be a basic feasible solution of P0
b(G), and let F := supp(x) = {e ∈ E : xe > 0}. Let H = (V, F)

be the support graph.
Since x is basic feasible and all variables outside F are fixed to zero, the columns of the incidence matrix

AF are linearly independent. Hence, in every connected component of H, the number of edges is at most the
number of vertices. Therefore every connected component of H has at most one cycle.

We next show that no connected component of H contains an even cycle. Suppose that C = e1e2 · · · e2k is
an even cycle. Define a vector α ∈ RF by αei = (−1)i for 1 ≤ i ≤ 2k and αe = 0 for all e < E(C). Then each
vertex of C is incident with exactly two edges of C, with opposite signs, so AFα = 0, which contradicts the
linear independence of the columns of AF , therefore every cycle in H is odd. This means that each connected
component of H is either a tree or a connected graph consisting of a unique odd cycle with trees attached.

First consider a tree component T . If u is a leaf of T and e is its unique incident edge in T , then
xe = b(u) ∈ Z, since no other support edge is incident with u. Removing u and repeating this argument shows
that every edge of T has integral value.
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Now consider a connected component U consisting of a unique odd cycle C = v1v2 · · · v2k+1v1 with trees
attached. By the same leaf-elimination argument, every tree edge has integral value. After eliminating the
attached trees, the remaining system on the cycle has the form

yi−1 + yi = di (i = 1, . . . , 2k + 1),

with indices modulo 2k + 1, where each di ∈ Z and yi is the value on edge vivi+1. Each yi is one half of an
integer linear combination of d1, . . . , d2k+1, hence 2yi ∈ Z for all i, so every cycle edge is half-integral.

Moreover, if one cycle edge is integral, then by the relations yi = di − yi−1, all cycle edges are integral.
Thus the non-integral edges in U are either empty or exactly the edges of the odd cycle C.

Combining the conclusions for all components, every edge value is half-integral, and the set of non-
integral edges is a disjoint union of odd cycles, so x is b-proper half-integral. □

The previous proposition gives the strongest half-integrality structure of the pure degree relaxation: the
non-integral edges form a disjoint union of odd cycles. In the later contraction and unshrinking arguments this
exact cycle structure may be destroyed in the original graph after a b-factor-critical set is expanded. For this
reason we will also use the following weaker invariant, which considers only the parity of the half-integral
Euler components inside each support component.

Definition 3.1.2. Let x ∈ RE
≥0 be half-integral, and define E1/2(x) := {e ∈ E : xe < Z},G1/2(x) := (V, E1/2(x)).

A connected component of G1/2(x) with at least one edge is called a half-integral component. Such a
component is odd, if it contains an odd number of edges.

We call x support-proper half-integral if:

1. G1/2(x) is Eulerian,

2. every connected component K of supp(x) with E1/2(x) ∩ E[K] , ∅ contains an odd number of odd
half-integral Euler components.

Corollary 3.1.1. Every basic feasible solution of P0
b(G) is support-proper half-integral.

Proof. By Proposition 3.1.1, the non-integral edges of a basic feasible solution form a disjoint union of odd
cycles. Hence G1/2(x) is Eulerian.

Moreover, the proof of Proposition 3.1.1 shows that each connected component of supp(x) is either a
tree or a unicyclic component whose unique cycle is odd, therefore every support component containing
non-integral edges contains exactly one odd half-integral Euler component, hence it contains an odd number
of odd half-integral Euler components. □

3.2 Laminar families and b-factor-criticality

In the original paper, factor-criticality is defined for ordinary matchings: for every vertex u ∈ S , the set S \ {u}
must have a perfect matching using tight edges and respecting the current laminar family. In the b-matching
version, this is replaced by b-factor-criticality. Instead of deleting u, the demand of u is reduced by one, while
all other vertices keep their original demand. This way, the critical object becomes a tight (S , bS ,u,F )-perfect
b-matching. The basic properties remain the same in spirit, but the parity arguments use b(T ) instead of |T |.

Throughout this section, we assume that b(v) ≥ 1 ∀v ∈ V, so that the demand vector with deficit at u
defined below is always nonnegative.

Definition 3.2.1. A family F of subsets of V is laminar if for any X, Y ∈ F one has either X ∩ Y = ∅, X ⊆ Y,
or Y ⊆ X.
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Definition 3.2.2. Let H = (V, EH) be a graph and let F ⊆ Ob be laminar. An integer edge vector M ∈ ZEH
≥0 is

called an F -matching if
M(δH(T )) ≤ 1 ∀T ∈ F .

Definition 3.2.3. Let H = (V, EH) be a graph, let F ⊆ Ob be laminar, let U ⊆ V, and let d : U → Z≥0. An
integer edge vector M is called a (U, d,F )-perfect matching in H if M ∈ ZEH[U]

≥0 ,

M(δH[U](u)) = d(u) ∀ u ∈ U,

and
M(δH[U](T )) ≤ 1 ∀T ∈ F with T ⊆ U.

Definition 3.2.4. For S ⊆ V and u ∈ S , define bS ,u : S → Z≥0 by

bS ,u(w) =

b(w) − 1, w = u,
b(w), w ∈ S \ {u}.

Definition 3.2.5. Let H = (V, EH) be a graph and let F ⊆ Ob be laminar. A set S ∈ F is called (H,F , b)-
factor-critical if for every vertex u ∈ S there exists a (S , bS ,u,F )-perfect matching in H.

Let Π be a feasible solution to DFb (G, c). Let GΠ = (V, EΠ) be the graph of tight edges, namely

EΠ :=

uv ∈ E : Π(u) + Π(v) +
∑

T∈F : uv∈δ(T )

Π(T ) = c(uv)

 .
Definition 3.2.6. A set S ∈ F is called (Π,F , b)-factor-critical if it is (GΠ,F , b)-factor-critical. For u ∈ S , a
chosen (S , bS ,u,F )-perfect matching in GΠ is called a Π-critical b-matching for u and is denoted by Mu.

Definition 3.2.7. Let F ⊆ Ob be laminar.

(i) A feasible dual solution Π to DFb (G, c) is called an F -critical dual if every S ∈ F is (Π,F , b)-factor-
critical and every non-maximal T ∈ F satisfies Π(T ) > 0.

(ii) A feasible dual solution Π to DFb (G, c) is called an F -positively-critical dual if every S ∈ F with
Π(S ) > 0 is (Π,F , b)-factor-critical.

(iii) A laminar family F ⊆ Ob is called a critical family if there exists an F -critical dual.

3.2.1 Properties of critical b-matchings

Lemma 3.2.1. Let F be a laminar family of b-odd sets, let Π be feasible for DFb (G, c), and let S ∈ F be
(Π,F , b)-factor-critical. For u, v ∈ S , let Mu,Mv be Π-critical b-matchings for u, v.

Then the following hold.

(i) For every T ∈ F with T ⊊ S ,

Mu(δGΠ[S ](T )) =

1, u ∈ S \ T,
0, u ∈ T.

(ii) Form a colored multigraph Du,v as follows. For each edge e ∈ E[GΠ[S ]], take Mu(e) red copies of
e and Mv(e) blue copies of e, and cancel red-blue pairs on the same edge until at least one color
disappears on that edge. If Du,v contains a closed alternating trail C, then switching along C yields
another Π-critical b-matching for u.
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Proof. Proof of (i). Fix T ∈ F with T ⊊ S . Since Mu is a (S , bS ,u,F )-perfect matching in GΠ, all its edges
lie in E[GΠ[S ]], and therefore

2Mu(E[GΠ[T ]]) + Mu(δGΠ[S ](T )) =

b(T ), u < T,
b(T ) − 1, u ∈ T.

Because T ∈ Ob, b(T ) is odd. Hence the right-hand side is odd if u < T and even if u ∈ T . Therefore

Mu(δGΠ[S ](T )) ≡

1 (mod 2), u < T,
0 (mod 2), u ∈ T.

Since Mu is an F -matching inside S , we also have Mu(δGΠ[S ](T )) ≤ 1, so the claim follows.

Proof of (ii). Let C be a closed alternating trail in the colored multigraph Du,v. Let rC(e) and bC(e) denote the
number of red and blue copies of the original edge e used by C. Define

M′u(e) := Mu(e) − rC(e) + bC(e) ∀e ∈ E[GΠ[S ]].

This is the result of switching Mu along C.
Since C is closed and alternating, every vertex loses and gains the same number of incident edge copies.

Hence all vertex degrees are preserved, and therefore

M′u(δGΠ[S ](w)) = bS ,u(w) ∀w ∈ S .

Also, every edge used by M′u lies in E[GΠ[S ]], because both Mu and Mv use only tight edges.
It remains to verify the F -matching inequalities inside S . Fix any T ∈ F with T ⊊ S . Let γu denote the

number of red edge copies of C crossing δGΠ[S ](T ), and let γv denote the number of blue edge copies of C
crossing this cut.

By part (i) applied to the critical b-matching Mu, we have Mu(δGΠ[S ](T )) ≤ 1. Since every red crossing
copy of C is a copy belonging to Mu, this implies γu ≤ 1. Similarly, applying part (i) to Mv, we get γv ≤ 1.

On the other hand, C is a closed trail, so it crosses the cut δGΠ[S ](T ) an even number of times. Hence
γu + γv is even. Since γu, γv ∈ {0, 1}, this forces γu = γv.

After switching on C,

M′u(δGΠ[S ](T )) = Mu(δGΠ[S ](T )) − γu + γv = Mu(δGΠ[S ](T )) ≤ 1.

Thus all descendant blossom inequalities remain valid. Therefore M′u is again a (S , bS ,u,F )-perfect matching
in GΠ, i.e. a Π-critical b-matching for u. □

Definition 3.2.8. Let M,N ∈ ZE
≥0 be two integer edge vectors. Their reduced colored difference D(M,N) is

the colored multigraph obtained as follows. For every edge e ∈ E, if M(e) > N(e), then D(M,N) contains
M(e) − N(e) red copies of e. If N(e) > M(e), then D(M,N) contains N(e) − M(e) blue copies of e. If
M(e) = N(e), then e contributes no copy.

Lemma 3.2.2. Let D be the reduced colored difference of two b-matchings. If a connected component C of D
is nonempty and balanced, meaning that the red degree and blue degree are equal at every vertex, then C
contains a nonempty color-alternating closed trail. The trail may repeat vertices, but it uses each colored
edge copy at most once.
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Proof. Start with any colored edge copy e1 of C. Suppose ei has been chosen and ends at a vertex vi. If ei is
red, choose an unused blue edge copy incident with vi, if ei is blue, choose an unused red edge copy incident
with vi. This is possible unless the trail has returned to its starting vertex and closes.

Indeed, at any vertex different from the start, every time the construction enters the vertex with one color,
it must leave with the opposite color. Thus used red and used blue copies at that vertex remain balanced.
Since the total red and blue degrees of the component are equal at every vertex, an unused edge of the required
opposite color exists whenever the trail cannot yet close.

Because the component is finite, this process eventually returns to the starting vertex with the color
needed to close the alternating pattern. The result is a nonempty alternating closed trail. It may repeat vertices,
but no colored edge copy is used more than once by construction. □

Corollary 3.2.1. Let F be laminar, let Π be feasible for DFb (G, c), and let S ∈ F be (Π,F , b)-factor-critical.
Then every T ∈ F with T ⊆ S is also (Π,F , b)-factor-critical.

Proof. If T = S , there is nothing to prove. Assume T ⊊ S , and let u ∈ T . Let Mu be a Π-critical b-
matching for u inside S . By Lemma 3.2.1(i), Mu(δGΠ[S ](T )) = 0, since u ∈ T. Therefore the restriction
Nu := Mu|E[GΠ[T ]] has degree b(w) at every w ∈ T \ {u} and degree b(u) − 1 at u.

Further, if Z ∈ F with Z ⊊ T , then Nu(δGΠ[T ](Z)) ≤ Mu(δGΠ[S ](Z)) ≤ 1. Thus Nu is a (T, bT,u,F )-perfect
matching in GΠ, and therefore T is (Π,F , b)-factor-critical. □

Claim 3.2.1. Let F be a critical family, and letH ⊆ F be downward closed, i.e.

T ∈ H , S ∈ F , S ⊆ T =⇒ S ∈ H .

ThenH is also a critical family.

Proof. Let Π be an F -critical dual. Define Π′ on F ∪ V by

Π′(T ) =

Π(T ), T ∈ H ∪ V,
0, T ∈ F \ H .

Since we only decrease dual variables on odd sets, dual feasibility is preserved.
We show that Π′ is anH-critical dual. Fix any S ∈ H . BecauseH is downward closed, every set of F

strictly contained in S also belongs to H . Hence for an edge e ∈ E[S ], the dual contribution of odd sets
crossing e is the same under Π and under Π′, because only descendants of S can affect tightness of edges
inside S , while ancestors of S do not cross edges contained in E[S ].

Therefore the set of tight edges inside S is unchanged when passing from Π to Π′. Consequently,
every Π-critical b-matching for a vertex u ∈ S remains a valid Π′-critical b-matching for u, and thus S is
(Π′,H , b)-factor-critical.

Finally, if T ∈ H is non-maximal inH , then it is also non-maximal in F , and hence Π′(T ) = Π(T ) > 0.
Thus Π′ is anH-critical dual, and soH is a critical family. □

Corollary 3.2.2. Let F be critical, and letM ⊆ F be a subfamily consisting only of maximal members of F .
Then F \M is critical.

Proof. The family F \M is downward closed in F . Apply Claim 3.2.1. □

The following uniqueness property will be used throughout the analysis, and it will be proved in
Section 3.7. We say that the cost function c satisfies (⋆b) if

for every critical laminar familyA ⊆ Ob, the relaxation PAb (G, c) has a unique optimal solution. (⋆b)
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3.3 Contractions and support-proper half-integrality

This section contains the LP contraction used in the primal-dual analysis. The key point is that if a b-odd set
S satisfies x(δ(S )) = 1, then after contraction it behaves externally like a single node of demand 1. We also
prove that support-proper half-integrality can be lifted back through such contractions.

Throughout, let F ⊆ Ob be a laminar family, let Π be feasible for DFb (G, c), and let S ∈ F be (Π,F , b)-
factor-critical.

3.3.1 Contracting b-factor-critical sets

For u ∈ S , define
ΠS (u) := Π(u) +

∑
T∈F

T⊊S , u∈T

Π(T ).

We now contract S to a single node s, with respect to the dual solution Π.

Definition 3.3.1. Let G′ = (V ′, E′) be the graph obtained from G by contracting S to a single node s, where
V ′ = (V \ S ) ∪ {s}. For a set T ⊆ V, let T ′ denote its image in V ′. Let F ′ := {T ′ : T ∈ F , T \ S , ∅}. Define
the contracted demand vector b′ : V ′ → Z>0 by

b′(v) = b(v) ∀v ∈ V \ S , b′(s) = 1.

For an edge uv ∈ E with u, v < S , keep the same edge in E′. For v ∈ V \ S , and every edge uv ∈ E with u ∈ S ,
add an edge sv to E′, if this creates parallel edges, keep only one representative from each parallel class.
Define the contracted cost function c′ : E′ → R by

c′(uv) = c(uv) ∀u, v ∈ V \ S ,

and
c′(sv) = min

u∈S
uv∈E

(
c(uv) − ΠS (u)

)
∀v ∈ V \ S .

Definition 3.3.2. Let x be any feasible solution to PFb (G, c). The image x′ of x in the contracted graph is
defined by

x′(uv) = x(uv) ∀u, v ∈ V \ S ,

and
x′(sv) =

∑
u∈S : uv∈E

x(uv) ∀v ∈ V \ S .

Definition 3.3.3. Let Π be feasible for DFb (G, c). The image Π′ of Π on V ′ ∪ F ′ is defined by

Π′(v) = Π(v) ∀v ∈ V \ S ,

Π′(s) = Π(S ),

and
Π′(T ′) = Π(T ) ∀T ∈ F with T \ S , ∅.

Lemma 3.3.1. Let F ⊆ Ob be laminar, let x be an optimal solution to PFb (G, c), and let Π be feasible
for DFb (G, c). Let S ∈ F be (Π,F , b)-factor-critical, and let (G′, b′, c′,F ′), x′, and Π′ be obtained by
contracting S with respect to Π.

Then the following hold.
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(i) Π′ is feasible for DF
′

b′ (G′, c′). Furthermore, if T ∈ F with T \ S , ∅ is (Π,F , b)-factor-critical, then
its image T ′ is (Π′,F ′, b′)-factor-critical.

(ii) Suppose further that Π is optimal for DFb (G, c) and x(δ(S )) = 1. Then x′ is optimal for PF
′

b′ (G′, c′), and
Π′ is optimal for DF

′

b′ (G′, c′).

(iii) Suppose, in addition to the assumptions of (ii), that x is the unique optimal solution to PFb (G, c). Then
x′ is the unique optimal solution to PF

′

b′ (G′, c′).

Proof. Proof of (i). Let e′ = uv ∈ E′ with u, v , s. Then the corresponding dual inequality is unchanged, so
it is satisfied by feasibility of Π.

Now consider an edge sv ∈ E′, and choose a preimage uv ∈ E with u ∈ S such that c′(sv) = c(uv)−ΠS (u).
Then

Π′(s) + Π′(v) +
∑

T ′∈F ′: sv∈δ(T ′)

Π′(T ′) = Π(S ) + Π(v) +
∑

T∈F :
uv∈δ(T ), T\S,∅

Π(T )

= Π(u) + Π(v) +
∑

T∈F : uv∈δ(T )

Π(T ) − ΠS (u)

≤ c(uv) − ΠS (u) = c′(sv).

Hence Π′ is feasible for DF
′

b′ (G′, c′).
Now let T ∈ F be (Π,F , b)-factor-critical with T \ S , ∅. If T ∩ S = ∅, then the image is unchanged,

and the same critical b-matchings certify that T ′ is (Π′,F ′, b′)-factor-critical. Hence assume S ⊊ T .
Fix w′ ∈ T ′, and let w be a preimage of w′. Take a Π-critical b-matching Mw for w inside T . By

Lemma 3.2.1(i), applied inside the factor-critical set T , we have

Mw(δGΠ[T ](S )) =

1, w ∈ T \ S ,
0, w ∈ S .

Therefore, after contracting S to s, the image has degree 1 at s if w′ , s, and degree 0 = b′(s) − 1 at s if
w′ = s. The degrees at all other vertices are inherited from Mw.

It remains to justify tightness of contracted edges arising from edges crossing S . Let uv be an edge used
by Mw, with u ∈ S and v ∈ T \ S . Since uv is Π-tight,

Π(u) + Π(v) +
∑

R∈F : uv∈δ(R)

Π(R) = c(uv).

Rearranging gives
Π′(s) + Π′(v) +

∑
R′∈F ′: sv∈δ(R′)

Π′(R′) = c(uv) − ΠS (u).

By the definition of c′, c′(sv) ≤ c(uv) −ΠS (u), while dual feasibility of Π′ gives the reverse inequality for the
left-hand side. Hence equality holds, and the image edge sv is Π′-tight.

Finally, every descendant blossom inequality in F ′ is inherited from the corresponding inequality for Mw

in F . Hence the image is a (T ′, b′T ′,w′ ,F
′)-perfect matching in GΠ′ . Thus T ′ is (Π′,F ′, b′)-factor-critical.

Proof of (ii). Since x(δ(S )) = 1, we have

x′(δG′(s)) = 1 = b′(s),

and for every v ∈ V \ S ,
x′(δG′(v)) = x(δG(v)) = b(v) = b′(v).

17



By laminarity, every T ∈ F with T \ S , ∅ is either disjoint from S or contains S . In both cases the cut value
is preserved by taking the image: x′(δ(T ′)) = x(δ(T )). Hence x′(δ(T ′)) ≥ 1, thus x′ is feasible for PF

′

b′ (G′, c′).
We next verify complementary slackness. If x′(uv) > 0 for some u, v , s, then x(uv) > 0, so uv is tight

for Π, hence also for Π′.
If x′(sv) > 0, then some preimage uv, with u ∈ S , satisfies x(uv) > 0. Since x and Π are optimal, uv is

tight:
Π(u) + Π(v) +

∑
T∈F : uv∈δ(T )

Π(T ) = c(uv).

Equivalently,
Π′(s) + Π′(v) +

∑
T ′∈F ′: sv∈δ(T ′)

Π′(T ′) = c(uv) − ΠS (u) ≥ c′(sv).

Together with dual feasibility, this gives equality, so sv is tight for Π′.
For the blossom part of complementary slackness, if Π′(T ′) > 0 for some T ′ ∈ F ′, then Π(T ) > 0 for its

preimage T , and by complementary slackness for (x,Π), x(δ(T )) = 1, therefore x′(δ(T ′)) = 1. Thus (x′,Π′)
satisfies complementary slackness, and both are optimal.
Proof of (iii). Let ỹ be any optimal solution to PF

′

b′ (G′, c′). We reconstruct a feasible optimal solution y to
PFb (G, c) from it, and then use uniqueness of x.

For each edge sv ∈ δG′(s), choose one preimage edge e(sv) = u(sv)v with u(sv) ∈ S attaining

c′(sv) = c(u(sv)v) − ΠS (u(sv)).

This choice is arbitrary among the preimages attaining the minimum. It is used only to construct one optimal
lift of ỹ, then uniqueness of the original optimum will force this lift to coincide with x.

For u ∈ S , let
J(u) := {sv ∈ δG′(s) : u(sv) = u}, αu := ỹ(J(u)).

Since ỹ(δ(s)) = b′(s) = 1, we have
∑
u∈S

αu = 1.

For each u ∈ S , let Mu be a Π-critical b-matching for u inside S , and define w :=
∑
u∈S

αuMu. For every

r ∈ S ,
w(δG[S ](r)) =

∑
u∈S

αu bS ,u(r) =
(∑

u∈S

αu
)
b(r) − αr = b(r) − αr.

Now define y on E by

y(e) =



ỹ(e), e ∈ E[V \ S ],

ỹ(sv), e = e(sv) for some sv ∈ δG′(s),

w(e), e ∈ E[S ],

0, otherwise.

For v ∈ V \ S , we have
y(δ(v)) = ỹ(δ(v)) = b′(v) = b(v).

For u ∈ S , the contribution from edges leaving S is exactly αu, and the contribution inside S is b(u) − αu,
therefore y(δ(u)) = b(u).

Now take T ∈ F . If T ∩ S = ∅ or S ⊊ T , then T corresponds to a set in F ′, so feasibility follows from
that of ỹ. If T = S , then

y(δ(S )) =
∑
u∈S

αu = 1.

18



If T ⊊ S , then by Lemma 3.2.1(i),

Mu(δG[S ](T )) =

1, u ∈ S \ T,
0, u ∈ T,

and therefore
w(δG[S ](T )) =

∑
u∈S \T

αu.

The contribution from edges of y leaving T and going outside S is
∑
u∈T

αu. Thus

y(δ(T )) =
∑

u∈S \T

αu +
∑
u∈T

αu =
∑
u∈S

αu = 1.

Hence y is feasible for PFb (G, c).
Every positive edge of y is tight for Π. Inside S this holds because every Mu uses only tight edges.

Outside S it follows from tightness in the contracted optimum and the optimality of Π′. For an assigned edge
e(sv) = u(sv)v, it follows from

c′(sv) = c(u(sv)v) − ΠS (u(sv))

and tightness of the contracted edge sv. Hence (y,Π) satisfies complementary slackness, so y is optimal for
PFb (G, c).

By uniqueness of x, we obtain y = x. Therefore ỹ = x′, so x′ is unique. □

3.3.2 Colored differences and half-integral lifting

Lemma 3.3.2. Let S ∈ F be (Π,F , b)-factor-critical, and let p, q ∈ S be distinct. Let Mp and Mq be
Π-critical b-matchings for p and q. Form their reduced colored difference by taking red copies from Mp, blue
copies from Mq, and cancelling common red-blue copies on the same edge.

Then the reduced colored difference has exactly one imbalanced component, and it contains p and q. This
component contains an alternating colored pq-trail of even colored length. Every other nonempty component
is balanced and contains a nonempty alternating closed trail.

Proof. At every vertex v ∈ S \ {p, q}, the two critical b-matchings have the same degree b(v). Hence, after
cancellation, the red and blue degrees at v are equal. At p, Mp has degree b(p) − 1, while Mq has degree b(p),
so one more blue than red copy is incident with p. Similarly, at q, one more red than blue copy is incident
with q.

Therefore the only possible imbalances are at p and q. They must lie in the same connected component:
if the component of p did not contain q, then the sum of the red-blue degree imbalances over that component
would be one, whereas this sum equals twice the difference between the number of red and blue edge copies
in the component, and hence is even.

Following alternating edge copies from the excess color at one imbalanced vertex gives an alternating
trail ending at the other imbalanced vertex, after deleting closed alternating subtrails if necessary. Its first and
last colors are different, so its colored length is even.

Every other nonempty component is balanced, and by Lemma 3.2.2, they contain a nonempty alternating
closed trail. □

Lemma 3.3.3. Let S ∈ F be (Π,F , b)-factor-critical, and let p, q ∈ S be distinct. Among all pairs of
Π-critical b-matchings Mp,Mq, choose a pair minimizing the number of remaining colored edge copies in
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their reduced colored difference. Then the reduced colored difference contains no nonempty alternating
closed trail.

Consequently, all remaining edge copies lie in the unique imbalanced component containing p and q,
and this component is an alternating colored pq-trail of even colored length.

Proof. Suppose that the reduced colored difference contains a nonempty alternating closed trail C. By
Lemma 3.2.1(ii), switching Mp along C yields another Π-critical b-matching for p.

On the trail C, this switching replaces red copies of Mp by blue copies of Mq. Hence the number of
remaining colored edge copies in the colored difference with Mq strictly decreases. This contradicts the
minimal choice of Mp,Mq.

Therefore no nonempty alternating closed trail exists. By Lemma 3.3.2, every nonempty component other
than the pq-component would be balanced and would contain a nonempty alternating closed trail, again a
contradiction. Hence all remaining copies lie in the pq-component.

Since this component has exactly the two imbalanced vertices p and q, and contains no alternating closed
trail, it is an alternating colored pq-trail. The excess colors at p and q are opposite, so the trail has even
colored length. □

Lemma 3.3.4. Let S ∈ F be (Π,F , b)-factor-critical, and let p, q ∈ S , p , q. Let Mp,Mq be chosen with
minimal colored difference and define w := 1

2 Mp +
1
2 Mq. Then all non-integral edges of w lie in the unique

imbalanced colored component containing p and q.
Moreover, suppose S is unshrunk from a contracted node s that is incident with two half-integral boundary

edges, attached at p and q. Then replacing s by w preserves the parity of the number of odd half-integral
Euler components in the affected support component.

Proof. An edge e ∈ E[S ] is non-integral in w only if Mp(e) + Mq(e) is odd. Equivalently, after cancelling
common red-blue pairs, the total number of the remaining colored copies of e is odd. By Lemma 3.3.3,
all remaining colored copies lie on one alternating colored pq-trail of even colored length. Since this trail
connects p and q, and the two half-boundary edges are attached at p and q, all newly introduced non-integral
edges lie in the same connected support component as the two boundary half-edges.

Moreover, the number of non-integral original edges of w has the same parity as the total number of
remaining colored copies, because an edge is non-integral exactly when the number of its remaining colored
copies is odd. The total number of remaining colored copies is the length of the alternating pq-trail, which is
even. Therefore |E1/2(w)| ≡ 0 (mod 2).

Now add the two half-integral boundary edges attached at p and q. For every v ∈ S \ {p, q}, the vector w
has degree b(v). At p and q, it has degrees b(p)− 1

2 , b(q)− 1
2 . The two half-boundary edges supply the missing

half-units. Thus the half-integral edge set in the affected support component is Eulerian after unshrinking.
Before unshrinking, the affected half-integral structure contains the same two half-boundary edges

incident with the contracted node s. After unshrinking, these boundary edges remain present as original
boundary edges, and the only additional half-integral edges introduced inside S are the edges of E1/2(w).
Since |E1/2(w)| ≡ 0 (mod 2), the parity of the total number of half-integral edges in the affected half-integral
support component is unchanged.

In an Eulerian graph, the parity of the number of odd connected components equals the parity of the total
number of edges. Therefore the parity of the number of odd half-integral Euler components in the affected
support component is preserved. □

The next lemma is the point where support-proper half-integrality replaces the odd-cycle lifting used in
the ordinary perfect matching proof.
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Corollary 3.3.1. LetA ⊆ Ob be laminar, let Λ be dual feasible, and let S ∈ A be (Λ,A, b)-factor-critical.
Suppose that a contracted node sS has reduced demand 1, and that the incident reduced boundary support of
sS has total value 1.

If the boundary consists of one edge of value 1, attached at u ∈ S , then S can be expanded by a tight
critical b-matching Mu. The expansion is integral inside S , satisfies the degree equations together with the
boundary edge, preserves every descendant active-set constraint, and uses only tight edges.

If the boundary consists of two edges of value 1/2, attached at distinct vertices u1, u2 ∈ S , then S can be
expanded as z|E[S ] =

1
2 Mu1 +

1
2 Mu2 , where Mu1 and Mu2 are tight critical b-matchings chosen with minimal

colored difference. This expansion satisfies the degree equations together with the two half-boundary edges,
preserves every descendant active-set constraint, uses only tight edges, and is half-integral. Moreover, all
non-integral edges created inside S lie in the same support component as the two half-boundary attachments,
no counted support component is hidden entirely inside S , no counted support component is split by the
expansion, and the parity of the number of odd half-integral Euler components in the affected support
component is preserved.

If the two half-boundary edges are attached at the same vertex u, then they are treated as one full
boundary unit at u, and the first case applies.

Moreover, suppose that Λ = Π is optimal for DAb (G, c), and that x is the unique optimal solution of
PAb (G, c). If S ∈ A satisfies x(δ(S )) = 1, and the reduced boundary described above is the boundary induced
by x, then the corresponding local expansion constructed in the cases above is equal to the actual restriction
x|E[S ].

Proof. The one boundary-edge case follows by choosing a tight critical b-matching with deficit at the
attachment vertex. The descendant inequalities are preserved by Lemma 3.2.1(i), and all used edges are tight
by definition of critical b-matchings.

For the two-half-boundary-edge case with distinct attachment vertices, choose critical b-matchings with
minimal colored difference. Lemma 3.3.4 shows that the half-sum has the required parity and support-
compatibility properties. If the two half-boundary edges are attached at the same vertex, they are treated as
one full boundary unit, so the first case applies.

It remains to prove the final uniqueness statement. Apply the local expansion constructed above to the
boundary of S induced by x, and keep x unchanged outside E[S ]. By the preceding part of the corollary, the
resulting vector satisfies the degree equations inside S , preserves every descendant active-set constraint, and
uses only Π-tight edges inside S . All edges outside E[S ] are unchanged, and every positive edge of x is tight
with respect to Π by complementary slackness.

Thus the modified vector is feasible for PAb (G, c) and satisfies complementary slackness with the optimal
dual solution Π. Hence it is also optimal. Since x is the unique optimal solution of PAb (G, c), the modified
vector must coincide with x. Therefore the local expansion constructed above is exactly x|E[S ].

□

The support-component potential. For a half-integral vector z ∈ RE
≥0 satisfying the degree equations

z(δ(v)) = b(v) for every v ∈ V , let E1/2(z) := {e ∈ E : ze < Z}. For a graph H on the edge set where z is
defined, let

ΦH(z) := #
{
Q : Q is a connected component of suppH(z) and E1/2(z) ∩ EH[Q] , ∅

}
.

Thus ΦH(z) counts the support components of z in H that contain at least one non-integral edge.

Lemma 3.3.5. Let F ⊆ Ob be laminar, let Π be an optimal solution of DFb (G, c), and let x be the unique opti-
mal solution of PFb (G, c). Let S ∈ F be (Π,F , b)-factor-critical and suppose x(δ(S )) = 1. Let (G′, b′, c′,F ′)
be obtained from G by the contraction of S with respect to Π, and let x′ be the image of x.
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Then x is support-proper half-integral in G if and only if x′ is support-proper half-integral in G′. If these
equivalent conditions hold, then ΦG(x) = ΦG′(x′).

Proof. We first prove that if x is support-proper half-integral in G, then x′ is support-proper half-integral in
G′, and ΦG(x) = ΦG′(x′).

By definition of contraction, and since x is half-integral and x(δ(S )) = 1, the positive boundary of S
consists either of one unit or of two half-units. Hence every positive edge incident with the contracted node s
has value 1 or 1/2. Thus x′ is half-integral.

The degree equations are preserved by the contraction. For every v ∈ V \ S ,

x′(δG′(v)) = x(δG(v)) = b(v) = b′(v),

and
x′(δG′(s)) = x(δG(S )) = 1 = b′(s).

Therefore G1/2(x′) is Eulerian.
We now compare the support components before and after contraction. The final uniqueness part of Corol-

lary 3.3.1 implies that the actual restriction x|E[S ] has exactly the local form described there. Consequently,
the following component correspondence holds.

If a support component of x′ does not contain the contracted node s, then it is unchanged by the contraction.
If a support component Q′ of x′ contains s, then its full preimage in G contains exactly one support component
of x containing non-integral edges, and the parity of the number of odd half-integral Euler components in this
component is the same as in Q′. Indeed, in the one-boundary-unit case the internal part inside S is integral.
In the two-half-boundary case, all internal non-integral edges lie in the same support component as the two
boundary attachments, and their number is even by Lemma 3.3.4. If the two half-boundary contributions are
compressed into one integral edge, then two additional half-integral boundary contributions disappear. Hence
the contraction removes an even number of half-integral edges from the affected half-integral Euler structure.
Thus the odd-component parity is preserved.

It follows that a support component of x′ containing non-integral edges is counted by ΦG′(x′) if and
only if its full preimage contains a support component counted by ΦG(x). Conversely, no counted support
component can be hidden entirely inside S , again by Corollary 3.3.1. Hence contraction gives a bijection
between the support components counted by the two potentials, and ΦG(x) = ΦG′(x′).

Since x is support-proper, every support component of x containing non-integral edges has odd odd-
component parity. By the correspondence above, the same is true for every support component of x′ containing
non-integral edges. Together with the Eulerian property of G1/2(x′), this proves that x′ is support-proper
half-integral.

To prove the other direction, assume that x′ is support-proper half-integral in G′. We construct an optimal
lift x̄ of x′ to the original graph G and then use uniqueness to conclude that x̄ = x. Since b′(s) = 1 and x′

is half-integral, the positive boundary of the contracted node s has total value one. Hence it has one of the
following forms.

First suppose that the positive boundary of s consists of one compressed edge sv with x′(sv) = 1. This
value may have come by summing several positive preimages of sv in the original graph. For the lift, choose
one minimum-attaining preimage edge uv, where u ∈ S , satisfying c′(sv) = c(uv) −ΠS (u), put x̄(uv) = 1, and
put value zero on all other preimages of the compressed edge sv. Inside S , choose a Π-critical b-matching
Mu for the deficit vertex u, and set x̄|E[S ] = Mu.

Then the degree equations are satisfied inside S : the boundary edge uv supplies the missing unit at u,
while Mu supplies degree b(w) at every w ∈ S \ {u} and degree b(u) − 1 at u. The descendant blossom
inequalities inside S are preserved by Lemma 3.2.1(i). The internal lift is integral, so no new non-integral
edge is created inside S .
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Next suppose that the positive boundary of s consists of two compressed edges of value 1/2. Choose
minimum-attaining preimages attached at vertices p, q ∈ S . If p = q, then the two half-boundary units
combine to one full boundary unit at p. In this case we use the integral critical b-matching Mp inside S , and
the argument is the same as in the previous case.

Now assume p , q. Choose Π-critical b-matchings Mp and Mq with minimal colored difference, and
define the internal part of the lift by x̄|E[S ] =

1
2 Mp +

1
2 Mq. By Lemma 3.3.4 and Corollary 3.3.1, all non-

integral edges created inside S lie in the same support component as the two half-boundary attachments.
Consequently, the support component of suppG′(x′) containing s does not split into two counted support
components after unshrinking. Moreover, no counted support component is created entirely inside S , because
all newly introduced non-integral edges are connected to the boundary attachments. The parity of the number
of odd half-integral Euler components in the affected support component is preserved.

All support components disjoint from S are unchanged by the lift. In the one-boundary-edge case, the
expansion introduces only integral internal edges, so it cannot create a new counted component. In the two-
half-boundary-edge case, Corollary 3.3.1 shows that the unique affected component remains one component,
no counted component is hidden entirely inside S , and the parity of the number of odd half-integral Euler
components in the affected support component is preserved.

Moreover, the lifted vector satisfies

x̄(δ(v)) = b(v) ∈ Z ∀v ∈ V.

Hence G1/2(x̄) is Eulerian, and therefore x̄ is support-proper half-integral.
Therefore the support components counted by ΦG′(x′) are in bijection with the support components

counted by ΦG(x̄), and hence ΦG(x̄) = ΦG′(x′).
It remains to show that the constructed lift x̄ is the actual optimum x. By construction, x̄ satisfies all

degree equations. The inequalities for sets contained in S are preserved by the critical b-matching identities,
and the inequalities for all other sets are inherited from the feasibility of x′ in the contracted graph. Hence x̄
is feasible for PFb (G, c).

Every edge used by x̄ is Π-tight. This is true inside S by the definition of critical b-matchings. For a
lifted boundary edge, it is true because the corresponding compressed edge is tight for the image dual and the
chosen preimage attains the minimum in the contracted cost definition. Edges outside S are unchanged from
the contracted solution and are tight with respect to the image dual. Furthermore, every blossom inequality
with positive Π-value is tight for x̄. Thus x̄ satisfies complementary slackness with Π, and therefore x̄ is
optimal for PFb (G, c).

Since x is the unique optimal solution of PFb (G, c), we have x̄ = x. Therefore the support-component
correspondence proved for x̄ is the support-component correspondence for x, and so ΦG(x) = ΦG′(x′).

□

Corollary 3.3.2. Let F ⊆ Ob be laminar, let Π be an F -positively-critical dual optimal solution, and let x be
the unique optimum of PFb (G, c). LetH := {S ∈ F : Π(S ) > 0}. Contract every maximal member ofH with
respect to Π, and let (Ĝ, b̂, ĉ) be the resulting contracted instance. Let x̂ be the image of x in Ĝ.

If x̂ is support-proper half-integral in Ĝ, then x is support-proper half-integral in G, and ΦG(x) = ΦĜ(x̂).
Moreover, the support components counted by ΦĜ(x̂) lift bijectively to the support components counted by
ΦG(x).

Proof. The maximal members ofH are pairwise disjoint by laminarity. Since Π(S ) > 0 for every maximal
S ∈ H , complementary slackness gives x(δ(S )) = 1. Apply Lemma 3.3.5 to the maximal members ofH one
by one, in reverse order of unshrinking. Each unshrinking step preserves the support-component potential.
Therefore ΦG(x) = ΦĜ(x̂). The same step-by-step argument gives the stated bijection between counted
support components. □

23



Corollary 3.3.3. Let F ⊆ Ob be laminar, and let Π be an F -positively-critical dual optimal solution of
DFb (G, c). DefineH := {S ∈ F : Π(S ) > 0}. Assume that PHb (G, c) has a unique optimal solution.

Let x be an optimal solution of PFb (G, c). Contract every maximal member ofH with respect to Π. Let
(Ĝ, b̂, ĉ) be the resulting contracted instance, and let x̂ be the image of x.

Then x̂ is the unique optimal solution of the degree relaxation P0
b̂
(Ĝ, ĉ). Moreover, if x̂ is support-proper

half-integral, then x is support-proper half-integral and ΦG(x) = ΦĜ(x̂).

Proof. First we note thatH is a critical family. The familyH is laminar becauseH ⊆ F . For every S ∈ H ,
we have Π(S ) > 0, and since Π is F -positively-critical, S is (Π,F , b)-factor-critical. The same critical
b-matchings remain valid with respect toH , because replacing F byH only removes descendant constraints.
Finally, every nonmaximal member ofH has positive Π-value by definition. Hence the restriction of Π to
V ∪H is anH-critical dual.

Since x is optimal for PFb (G, c), and since Π(S ) = 0 for every S ∈ F \ H , the restriction of Π to V ∪H
has the same dual objective value. Thus x is also optimal for PHb (G, c). By the assumed uniqueness of
PHb (G, c), x is the unique optimum of PHb (G, c).

Let S 1, . . . , S k be the maximal members ofH . SinceH is laminar, these sets are pairwise disjoint, so
the order of contraction is irrelevant. Applying Lemma 3.3.1 successively to the contractions of S 1, . . . , S k

shows that the image x̂ is optimal for the final contracted relaxation. Since all maximal members ofH have
been contracted, no blossom inequality from H remains in the contracted relaxation. Therefore this final
relaxation is precisely the degree relaxation P0

b̂
(Ĝ, ĉ). Hence x̂ is optimal for this degree relaxation.

It remains to prove uniqueness. Let ỹ be any optimal solution of P0
b̂
(Ĝ, ĉ).We lift ỹ back to a vector y on

the original graph as follows. Consider a maximal set S i ∈ H , and let si be its contracted node. For every
positive edge ê of the contracted graph, choose one minimum-attaining preimage edge e in the original graph.
More precisely, if ê = siv, where v is not a contracted node, choose uv ∈ E with u ∈ S i attaining

ĉ(siv) = c(uv) − ΠS i(u).

If ê = sis j, choose uv ∈ E with u ∈ S i, v ∈ S j, attaining

ĉ(sis j) = c(uv) − ΠS i(u) − ΠS j(v).

The value ỹ(ê) is then assigned to this chosen preimage edge. For each maximal set S i, define αu to be the
total value of chosen preimage edges incident with u ∈ S i and leaving S i. Since the demand of the contracted
node si is 1, we have ∑

u∈S i

αu = ỹ(δ(si)) = 1.

For every u ∈ S i, choose a Π-critical b-matching Mu inside S i. Define the internal lift inside S i by

wi :=
∑
u∈S i

αuMu.

Outside the contracted sets, y equals ỹ through the chosen preimages. Inside every S i, y is given by wi.
We now verify that y is feasible for PHb (G, c). The vertex equations hold by construction. Indeed, at a

vertex r ∈ S i, the internal contribution is

wi(δG[S i](r)) =
∑
u∈S i

αubS i,u(r) = b(r) − αr,

and the lifted boundary edges contribute exactly αr. Hence y(δ(r)) = b(r). All vertices outside the contracted
sets inherit their degree equations from ỹ.
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Next we verify the blossom inequalities inH . We do not need to verify the inequalities in F \ H , since
the uniqueness argument is carried out in the relaxation PHb (G, c).

Let T ∈ H . If T is maximal inH , then T = S i for some i, and y(δ(T )) = ỹ(δ(si)) = 1.
Suppose T ⊊ S i for some maximal S i ∈ H . By Lemma 3.2.1(i), for every Π-critical b-matching Mu

inside S i,

Mu(δG[S i](T )) =

1, u ∈ S i \ T,
0, u ∈ T.

Therefore the internal part contributes wi(δG[S i](T )) =
∑

u∈S i\T

αu. The lifted boundary edges crossing T

contribute
∑
u∈T

αu. Consequently,

y(δ(T )) =
∑

u∈S i\T

αu +
∑
u∈T

αu =
∑
u∈S i

αu = 1.

Thus y is feasible for PHb (G, c).
We now prove optimality of y. The image dual after the contractions is optimal for the contracted degree

relaxation. Since ỹ is also optimal for this degree relaxation, every edge used by ỹ is tight with respect to the
image dual. By the definition of the contracted costs, every chosen minimum-attaining preimage of such an
edge is tight with respect to Π in the original graph. The internal edges used by the vectors Mu are tight by
definition of Π-critical b-matchings. Therefore every positive edge of y is Π-tight.

Moreover, every set T ∈ H satisfies y(δ(T )) = 1, as shown above. Hence y satisfies complementary
slackness with the restricted dual Π|V∪H . Therefore y is optimal for PHb (G, c). But PHb (G, c) has a unique
optimum, and this optimum is x. Hence y = x. Taking images after the contractions gives ỹ = x̂, thus x̂ is the
unique optimal solution of the contracted degree relaxation.

Finally, support-proper half-integrality and the support-component potential lift through the maximal
positive-dual contractions by Corollary 3.3.2. Therefore, if x̂ is support-proper half-integral, then x is
support-proper half-integral and ΦG(x) = ΦĜ(x̂). □

Lemma 3.3.6. Assume that (⋆b) holds. Let F ⊆ Ob be laminar, and suppose that DFb (G, c) has an F -
positively-critical dual optimal solution Π. Let x be an optimal solution of PFb (G, c). Then x is support-proper
half-integral.

Proof. Define H := {S ∈ F : Π(S ) > 0}. As shown in the proof of Corollary 3.3.3, H is a critical family.
Hence, by (⋆b), PHb (G, c) has a unique optimum.

By the same corollary, after contracting every maximal member of H , the image x̂ of x is the unique
optimal solution of the degree relaxation P0

b̂
(Ĝ, ĉ).

A unique optimum of a polyhedron is an extreme point. Therefore x̂ is a basic feasible solution of the
degree relaxation. By Corollary 3.1.1, every basic feasible solution of the degree relaxation is support-proper
half-integral. Hence x̂ is support-proper half-integral, and Corollary 3.3.2 implies that its lift x is also
support-proper half-integral. □

3.4 The generalized cutting-plane algorithm and the main theorem

The main result of Section 3 of this thesis is the following adaptation of the cutting-plane framework of
Chandrasekaran, Végh and Vempala [3] to perfect b-matchings.
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Theorem 3.4.1 (Main theorem). Let G = (V, E), b : V → Z>0, and c : E → Z define a feasible minimum-cost
perfect b-matching instance. Let c̃ be the perturbation of c defined in Section 3.7. Then Algorithm 1 terminates
after O(|V | log |V |) iterations.

In every iteration, the maintained family of blossom inequalities is laminar and critical, the current
primal optimum is unique and support-proper half-integral, and every newly added inequality is a valid
b-odd blossom inequality violated by the current optimum.

The integral solution returned by the algorithm is a minimum-cost perfect b-matching for the original
cost function c.

The notion of a Γ-extremal dual optimum is defined later in Section 3.5. In the algorithm below it is used
as the tie-breaking rule for selecting a dual optimum.

Before running the algorithm, we may assume without loss of generality that the perturbed edge costs
are nonnegative. Indeed, adding the same constant M to every edge cost changes the objective value of
every feasible solution of PFb (G, c̃) by the same amount M b(V)

2 , because every feasible perfect b-matching
relaxation satisfies x(E) = 1

2
∑

v∈V x(δ(v)) = b(V)
2 . Thus the set of primal optima is unchanged for every

restricted relaxation. Choosing M large enough, we may assume

c̃(e) ≥ 0 ∀e ∈ E.

With this convention, the initial vector Γ ≡ 0 is feasible for D∅b(G, c̃).

Algorithm 1 Generalized cutting-plane algorithm for perfect b-matchings

1. Let c̃ be the perturbed cost function described in Section 3.7.

2. Initialize F = ∅ and Γ ≡ 0.

3. Repeat:

(a) Solve PFb (G, c̃), and let x be its unique optimum. If x is integral, return x.

(b) Let Π be a Γ-extremal dual optimum of DFb (G, c̃).

(c) Keep the positive-dual old cuts: H ′ := {S ∈ F : Π(S ) > 0}.

(d) Contract every maximal member ofH ′ with respect to Π. Let (Ĝ, b̂, ĉ) be the contracted instance,
and let x̂ be the image of x.

(e) Let C be the family of connected components K of supp(x̂) such that E1/2(x̂) ∩ EĜ[K] , ∅.
Equivalently, since x̂ is support-proper half-integral, these are exactly the support components K
for which the number of odd half-integral Euler components of G1/2(x̂) contained in K is odd.

(f) For every K ∈ C, let S K be the full original preimage of V(K) under the contraction of the
maximal members ofH ′. DefineH ′′ := {S K : K ∈ C}.

(g) Set F ← H ′ ∪H ′′, and let Γ be the extension of Π to the new family F defined by

Γ(S ) =

Π(S ), S ∈ H ′,
0, S ∈ H ′′.

Lemma 3.4.1. In every iteration in which the contracted solution x̂ is support-proper half-integral, every set
S K ∈ H

′′ belongs to Ob and satisfies x(δ(S K)) = 0 < 1. Moreover,H ′ ∪H ′′ is laminar.
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Proof. Fix K ∈ C. Since K is a connected component of supp(x̂), no positive x̂-edge leaves K. Hence
x̂(δĜ(K)) = 0. Summing the degree equations over K gives

b̂(K) = 2x̂(E[K]) + x̂(δĜ(K)) = 2x̂(E[K]).

Modulo 2, every integral edge contributes 0 to 2x̂(E[K]), while every non-integral edge contributes 1. Since
K ∈ C, the component K contains non-integral edges. Because x̂ is support-proper half-integral, K contains
an odd number of odd half-integral Euler components of G1/2(x̂). Since G1/2(x̂) is Eulerian, the parity of
the number of non-integral edges in K is the parity of the number of odd half-integral Euler components
contained in K. Hence

b̂(K) ≡ 1 (mod 2).

Thus K is b̂-odd.
Now lift K back to the original graph. Each contracted node corresponds to a maximal set M ∈ H ′. Since

Π(M) > 0, complementary slackness gives x(δ(M)) = 1. Hence

b(M) = 2x(E[M]) + x(δ(M)) ≡ 1 (mod 2).

Therefore replacing a contracted node of demand 1 by its original set preserves parity. Consequently the full
preimage S K is b-odd.

Moreover, because K is a support component of x̂, x̂(δĜ(K)) = 0. The cut value is preserved under taking
the full preimage, so x(δ(S K)) = 0. Therefore the blossom inequality for S K is violated: x(δ(S K)) = 0 < 1.

It remains to check that S K ∈ Ob. Since K ∈ C, the component K contains an odd half-integral Euler
component, and hence contains at least one edge of G1/2(x̂). Therefore S K is nonempty.

The set S K is a proper subset of V , otherwise S K = V , and then b(S K) = b(V) would be odd, contradicting
that the parity of b(V) is even due to feasibility.

Finally, |S K | ≥ 2. If S K contains the preimage of a contracted node, then it contains a member of
H ′ ⊆ Ob, and therefore has size at least 2. Otherwise S K consists only of original vertices. If it were a
singleton, say S K = {v}, then

x(δ(S K)) = x(δ(v)) = b(v) > 0,

contradicting x(δ(S K)) = 0. Hence |S K | ≥ 2. Therefore S K ∈ Ob.

Finally, distinct support components K are disjoint, so their full preimages are disjoint. Let T ∈ H ′, and
let M(T ) be the maximal member ofH ′ containing T . In the contracted graph, M(T ) is a single node. For
any K ∈ C, either this node lies in K, in which case T ⊆ M(T ) ⊆ S K , or it does not lie in K, in which case
T ∩ S K = ∅. HenceH ′ ∪H ′′ is laminar. □

3.5 Structure of dual solutions

In this section we derive the structural statements of the dual needed for the analysis of the cutting-plane
algorithm. Throughout, let F ⊆ Ob be a critical laminar family, let Π be an F -critical dual feasible solution
to DFb (G, c), let Ψ be an arbitrary dual optimal solution to DFb (G, c), and let x be an optimal solution to
PFb (G, c). In this section we do not assume uniqueness of x unless explicitly stated.

3.5.1 Consistency of dual solutions

For S ∈ F and u ∈ S , recall

ΠS (u) := Π(u) +
∑
T∈F

T⊊S , u∈T

Π(T ), ΨS (u) := Ψ(u) +
∑
T∈F

T⊊S , u∈T

Ψ(T ).
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Definition 3.5.1. We say that Π and Ψ are identical inside S ∈ F if

Π(T ) = Ψ(T ) ∀T ∈ (F ∪ V), T ⊊ S .

Definition 3.5.2. For S ∈ F , define

∆Π,Ψ(S ) := max
u∈S

(
ΠS (u) − ΨS (u)

)
.

Definition 3.5.3. We say that Ψ is consistent with Π inside S if

ΠS (u) − ΨS (u) = ∆Π,Ψ(S )

for every vertex u ∈ S satisfying x(δ(u,V \ S )) > 0.

Lemma 3.5.1. Let S ∈ F be such that

1. S is (Π,F , b)-factor-critical,

2. Π(T ) > 0 for every T ∈ F with T ⊊ S ,

3. there exists an optimal solution x to PFb (G, c) with x(δ(S )) = 1.

Then the following hold.

1. ∆Π,Ψ(S ) ≥ 0.

2. For every vertex u ∈ S satisfying x(δ(u,V \ S )) > 0, one has ΠS (u) −ΨS (u) = ∆Π,Ψ(S ). Equivalently,
Ψ is consistent with Π inside S .

Lemma 3.5.2. Assume the hypotheses of Lemma 3.5.1, and assume further that Ψ is consistent with Π inside
S . Let (G′, b′, c′,F ′) be obtained by contracting S with respect to Π as in Section 3.3. Define Ψ′ on V ′ ∪ F ′

by

Ψ′(T ′) =

Ψ(T ), T ′ ∈ (V ′ ∪ F ′) \ {s},

Ψ(S ) − ∆Π,Ψ(S ), T ′ = {s}.

Then the image x′ of x is optimal for PF
′

b′ (G′, c′), and Ψ′ is optimal for DF
′

b′ (G′, c′).

Proof. Primal feasibility of x′ is exactly as in Lemma 3.3.1(ii). Set

∆ := ∆Π,Ψ(S ) = max
u∈S

(
ΠS (u) − ΨS (u)

)
.

We first prove that Ψ′ is feasible for DF
′

b′ (G′, c′), and then verify complementary slackness with the image x′

of x.

For dual feasibility we must show that for every edge e′ ∈ E′,∑
T ′∈V′∪F ′: e′∈δ(T ′)

Ψ′(T ′) ≤ c′(e′).

There are two cases.
Case 1: e′ = vw with v,w , s. Then the edge is unchanged by the contraction, so c′(vw) = c(vw). Also, all
dual variables appearing in the inequality are unchanged, hence∑

T ′∈V′∪F ′: vw∈δ(T ′)

Ψ′(T ′) =
∑

T∈V∪F : vw∈δ(T )

Ψ(T ) ≤ c(vw) = c′(vw),
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where the inequality follows from feasibility of Ψ for DFb (G, c).
Case 2: e′ = sv with v ∈ V \ S . Choose a preimage edge uv ∈ E with u ∈ S such that

c′(sv) = c(uv) − ΠS (u),

that is, u attains the minimum in the definition of the contracted cost. By definition of Ψ′,

Ψ′(s) = Ψ(S ) − ∆, Ψ′(v) = Ψ(v),

and ∑
T ′∈F ′: sv∈δ(T ′)

Ψ′(T ′) =
∑

T∈F : uv∈δ(T ),T\S,∅

Ψ(T ).

Therefore ∑
T ′∈V′∪F ′: sv∈δ(T ′)

Ψ′(T ′) = Ψ(S ) − ∆ + Ψ(v) +
∑

T∈F : uv∈δ(T ),T\S,∅

Ψ(T ).

Now use feasibility of Ψ for the original edge uv:

Ψ(u) + Ψ(v) +
∑

T∈F : uv∈δ(T )

Ψ(T ) ≤ c(uv).

Since
ΨS (u) = Ψ(u) +

∑
T∈F

T⊊S , u∈T

Ψ(T ),

the preceding inequality can be rewritten as

ΨS (u) + Ψ(S ) + Ψ(v) +
∑

T∈F : uv∈δ(T ),T\S,∅

Ψ(T ) ≤ c(uv).

Hence ∑
T ′∈V′∪F ′: sv∈δ(T ′)

Ψ′(T ′) ≤ c(uv) − ΨS (u) − ∆.

By the definition of ∆, ΠS (u) − ΨS (u) ≤ ∆, so −ΨS (u) − ∆ ≤ −ΠS (u). Therefore

c(uv) − ΨS (u) − ∆ ≤ c(uv) − ΠS (u) = c′(sv),

and thus ∑
T ′∈V′∪F ′: sv∈δ(T ′)

Ψ′(T ′) ≤ c′(sv).

This proves dual feasibility of Ψ′.

We now verify complementary slackness between the primal feasible solution x′ and the dual feasible solution
Ψ′.
(i) Every edge e′ ∈ E′ with x′(e′) > 0 is tight for Ψ′.

Again there are two cases.
Case 1: e′ = vw with v,w , s. Then x′(vw) = x(vw) > 0. Since x and Ψ are optimal for the original pair
(PFb (G, c),DFb (G, c)), complementary slackness gives∑

T∈V∪F : vw∈δ(T )

Ψ(T ) = c(vw).
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As above, the corresponding contracted inequality is identical, hence∑
T ′∈V′∪F ′: vw∈δ(T ′)

Ψ′(T ′) = c′(vw).

So vw is tight for Ψ′.

Case 2: e′ = sv with x′(sv) > 0. By definition of the image x′, there exists u ∈ S such that x(uv) > 0. Since
uv is in the support of x, complementary slackness between x and Ψ implies that uv is tight:

Ψ(u) + Ψ(v) +
∑

T∈F : uv∈δ(T )

Ψ(T ) = c(uv).

Equivalently,
ΨS (u) + Ψ(S ) + Ψ(v) +

∑
T∈F : uv∈δ(T ),T\S,∅

Ψ(T ) = c(uv). (1)

Now x(uv) > 0 with u ∈ S and v < S implies x(δ(u,V \ S )) > 0. Since Ψ is consistent with Π inside S , by
definition we obtain ΠS (u) − ΨS (u) = ∆, hence ΠS (u) = ΨS (u) + ∆. Using (1),∑

T ′∈V′∪F ′: sv∈δ(T ′)

Ψ′(T ′) = Ψ(S ) − ∆ + Ψ(v) +
∑

T∈F : uv∈δ(T ),T\S,∅

Ψ(T )

= c(uv) − ΨS (u) − ∆

= c(uv) − ΠS (u).

It remains to show that u is a minimizer in the definition of c′(sv), i.e.

c′(sv) = c(uv) − ΠS (u).

Take any z ∈ S with zv ∈ E. For every T ∈ F with T \ S , ∅, we have

uv ∈ δ(T ) ⇐⇒ zv ∈ δ(T ),

since u, z ∈ S and v < S . Hence the external dual contribution is the same for uv and zv. Feasibility of Ψ for
zv gives

ΨS (z) + Ψ(S ) + Ψ(v) +
∑

T∈F : zv∈δ(T ),T\S,∅

Ψ(T ) ≤ c(zv).

Comparing this with the tight equality (1), we get

c(zv) − ΨS (z) ≥ c(uv) − ΨS (u).

Using ΠS (z) − ΨS (z) ≤ ∆ for every z ∈ S , and ΠS (u) − ΨS (u) = ∆, we obtain

c(zv) − ΠS (z) ≥ c(zv) − ΨS (z) − ∆

≥ c(uv) − ΨS (u) − ∆

= c(uv) − ΠS (u).

Thus u indeed attains the minimum, and so c′(sv) = c(uv) − ΠS (u). Consequently,∑
T ′∈V′∪F ′: sv∈δ(T ′)

Ψ′(T ′) = c′(sv),

and the edge sv is tight for Ψ′.
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(ii) Every set T ′ ∈ F ′ with Ψ′(T ′) > 0 is tight for x′.
Let T ′ ∈ F ′ satisfy Ψ′(T ′) > 0, and let T ∈ F be its preimage. By definition of Ψ′, we have

Ψ′(T ′) = Ψ(T ), hence Ψ(T ) > 0. Since x and Ψ are complementary in the original LP pair, it follows that
x(δ(T )) = 1. Hence x′(δ(T ′)) = x(δ(T )) = 1. So every blossom inequality with positive dual value is tight in
x′.

We have shown that every positive primal edge is tight for the dual, and every positive dual blossom
variable is tight for the primal. Hence x′ and Ψ′ satisfy complementary slackness. Since both are feasible, it
follows that x′ is optimal for PF

′

b′ (G′, c′) and Ψ′ is optimal for DF
′

b′ (G′, c′). □

Lemma 3.5.3. Let S ∈ F satisfy the hypotheses of Lemma 3.5.1. Then every edge of supp(x) ∩ E[S ] is tight
with respect to Π, and

x(δ(T )) = 1 ∀T ∈ F , T ⊊ S .

Proof. For each u ∈ S , define αu := x(δ(u,V \ S )). Since x(δ(S )) = 1, we have
∑
u∈S

αu = 1. For T ⊊ S , let

α(T ) :=
∑
u∈T

αu = x(δ(T,V \ S )).

Consider the local primal LP on G[S ]:

min
∑

e∈E[S ]

c(e)ze

s.t. z(δG[S ](u)) = b(u) − αu ∀ u ∈ S ,

z(δG[S ](T )) ≥ 1 − α(T ) ∀T ∈ F , T ⊊ S ,

z ≥ 0.

The restriction x|E[S ] is feasible.
Let

Π̄(T ) := Π(T ) ∀T ∈ (F ∪ V), T ⊊ S .

We claim that Π̄ is optimal for the dual of this local LP. For each u ∈ S , let Mu be a chosen Π-critical
b-matching for u inside S , and define w :=

∑
u∈S

αu Mu. For every v ∈ S ,

w(δG[S ](v)) =
∑
u∈S

αu bS ,u(v) =
(∑

u∈S

αu
)
b(v) − αv = b(v) − αv.

Furthermore, for every T ⊊ S in F , Lemma 3.2.1(i) gives

w(δG[S ](T )) =
∑

u∈S \T

αu = 1 − α(T ).

Thus w is primal feasible, uses only Π-tight edges, and all descendant blossom inequalities are tight. Hence
Π̄ is dual optimal by complementary slackness.

Now let z be any feasible solution to the local primal LP. Replacing the restriction x|E[S ] by z while
keeping all edges outside E[S ] unchanged yields a feasible solution to PFb (G, c). If R ∈ F is disjoint from S
or contains S , then δ(R) ∩ E[S ] = ∅, so the value of R’s cut is unchanged. For R ⊊ S , feasibility is exactly
one of the local constraints. For R = S , the cut value is determined only by edges leaving S , which are not
changed. Hence the modified vector is feasible for PFb (G, c). Consequently, if z had smaller local objective
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value than x|E[S ], then the resulting global solution would have smaller objective value than x, contradicting
optimality of x. Therefore x|E[S ] is also optimal for the same local LP.

Complementary slackness with Π̄ now implies that every edge of supp(x) ∩ E[S ] is tight with respect to
Π. And because Π(T ) > 0 for every T ⊊ S in F , complementary slackness gives

x(δ(T )) = 1 ∀T ⊊ S , T ∈ F .

□

Lemma 3.5.4. Let S ∈ F be an inclusionwise minimal set of F . Let Λ and Γ be feasible solutions to
DFb (G, c), and suppose S is (Λ,F , b)-factor-critical. Then

∆Λ,Γ(S ) := max
u∈S

(
ΛS (u) − ΓS (u)

)
= max

u∈S

∣∣∣ΛS (u) − ΓS (u)
∣∣∣.

If ∆Λ,Γ(S ) > 0, and we define

A+ := {u ∈ S : Γ(u) = Λ(u) + ∆Λ,Γ(S )}, A− := {u ∈ S : Γ(u) = Λ(u) − ∆Λ,Γ(S )},

then b(A−) > b(A+).

Proof. Since S is inclusionwise minimal in F , there are no strict descendants of S in F , and therefore

ΛS (u) = Λ(u), ΓS (u) = Γ(u) ∀u ∈ S .

Let ∆ := max
u∈S

∣∣∣Λ(u) − Γ(u)
∣∣∣. By definition, ∆ ≥ ∆Λ,Γ(S ). If ∆ = 0, then ∆Λ,Γ(S ) = 0 as well, and the statement

follows. Assume now that ∆ > 0.
Define the sets A+ and A− using ∆ in place of ∆Λ,Γ(S ), namely

A+ := {u ∈ S : Γ(u) = Λ(u) + ∆}, A− := {u ∈ S : Γ(u) = Λ(u) − ∆}.

Since S is (Λ,F , b)-factor-critical, for every a ∈ S there exists a Λ-critical b-matching Ma for a
inside S , using only edges tight with respect to Λ. Hence for every edge uv with Ma(uv) > 0 we have
Λ(u) + Λ(v) = c(uv), and the feasibility of Γ gives Γ(u) + Γ(v) ≤ c(uv).

Therefore, if u ∈ A+ and Ma(uv) > 0, then Γ(u) − Λ(u) = ∆ implies Γ(v) − Λ(v) ≤ −∆. By maximality of
∆, this forces Λ(v) − Γ(v) = ∆, that is, v ∈ A−.

Since ∆ > 0, the set A+ ∪ A− is nonempty, and the previous implication shows that A− , ∅. Consequently,
the maximum absolute difference is attained with positive sign, and thus ∆ = ∆Λ,Γ(S ).

Now pick a ∈ A− and consider the Λ-critical b-matching Ma. By the argument above, every edge of
positive multiplicity in Ma incident to a vertex of A+ has its other endpoint in A−. Since a ∈ A−, the deficit
vertex is not in A+. Therefore, summing the degree equations of Ma over the vertices of A+, we obtain
Ma(δ(A+, A−)) = b(A+).

Next, summing the degree equations over the vertices of A−, we obtain total degree b(A−) − 1, because
Ma has deficit exactly one at the vertex a ∈ A−. The contribution of edges between A− and A+ is exactly
Ma(δ(A−, A+)) = b(A+), and all remaining contributions are nonnegative. Hence b(A−) − 1 ≥ b(A+), that is,
b(A−) > b(A+). This proves the lemma. □

Lemma 3.5.5. Let S ∈ F be inclusionwise minimal. Assume

(i) S is (Π,F , b)-factor-critical,

(ii) there exists an optimal solution x to PFb (G, c) with x(δ(S )) = 1.
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Then Ψ is consistent with Π inside S , and ∆Π,Ψ(S ) ≥ 0.

Proof. Apply Lemma 3.5.4 with Λ = Π and Γ = Ψ. If ∆Π,Ψ(S ) = 0, there is nothing to prove.
Set

∆ := ∆Π,Ψ(S ) > 0, A− := {u ∈ S : Π(u) − Ψ(u) = ∆}, A+ := {u ∈ S : Ψ(u) − Π(u) = ∆}.

Then b(A−) > b(A+).
Take any edge uv ∈ supp(x) ∩ E[S ] with u ∈ A−. Since uv is tight for Ψ and feasible for Π,

Ψ(u) + Ψ(v) = c(uv) ≥ Π(u) + Π(v).

Using Π(u) − Ψ(u) = ∆, we obtain Ψ(v) − Π(v) ≥ ∆.
By maximality of ∆, this forces v ∈ A+. Thus no positive edge of x lies inside E[A−], and no positive

edge of x joins A− to S \ (A− ∪ A+).
Since no positive edge of x lies in E[A−], we have x(E[A−]) = 0, and therefore

b(A−) = x(δ(A−, A+)) + x(δ(A−,V \ S )).

Also,
x(δ(A−, A+)) ≤

∑
v∈A+

x(δ(v)) = b(A+).

Hence
x(δ(A−,V \ S )) ≥ b(A−) − b(A+) ≥ 1.

Since x(δ(S )) = 1 and δ(A−,V \ S ) ⊆ δ(S ), we must have x(δ(A−,V \ S )) = 1. Therefore every edge of
supp(x) ∩ δ(S ) is incident inside S with a vertex of A−, and these are exactly the vertices attaining the
maximum of ΠS (u) − ΨS (u). This is consistency inside S . □

Proof of Lemma 3.5.1. We proceed by induction on |V |, and subject to that, on |S |.
If S is inclusionwise minimal, this is Lemma 3.5.5.
Assume S is not minimal. Let T ∈ F be a maximal strict subset of S . By Corollary 3.2.1, T is also

(Π,F , b)-factor-critical. By Lemma 3.5.3, x(δ(T )) = 1. Hence the induction hypothesis applies to T : Ψ is
consistent with Π inside T , and ∆T := ∆Π,Ψ(T ) ≥ 0.

Contract T with respect toΠ. Let (G′, b′, c′,F ′), x′, Π′, Ψ′ be the contracted objects, whereΨ′ is defined
as in Lemma 3.5.2. By Lemma 3.5.2, x′ and Ψ′ are optimal for the contracted instance. By Lemma 3.3.1(i),
Π′ remains feasible and the image S ′ of S is (Π′,F ′, b′)-factor-critical.

We claim that the hypotheses of Lemma 3.5.1 hold for S ′ in the contracted instance. By Lemma 3.3.1(i),
S ′ is (Π′,F ′, b′)-factor-critical. Moreover, if R′ ∈ F ′ satisfies R′ ⊊ S ′, then its preimage R ∈ F satisfies
R ⊊ S and R , T . Since R is nonmaximal in F , the F -criticality of Π gives Π(R) > 0, and hence Π′(R′) > 0.
Finally, x′(δ(S ′)) = x(δ(S )) = 1. Thus the induction hypothesis applies to S ′.

Therefore Ψ′ is consistent with Π′ inside S ′, and ∆′ := ∆Π′,Ψ′(S ′) ≥ 0. Let t be the contracted image of T .
We compare contracted and uncontracted quantities.

If u ∈ S \ T , then by definition

Π′S ′(u) − Ψ′S ′(u) = ΠS (u) − ΨS (u).

If u ∈ T , then by maximality of T inside S ,

ΠS (u) − ΨS (u) =
(
ΠT (u) − ΨT (u)

)
+ Π(T ) − Ψ(T ),
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while
Π′S ′(t) − Ψ

′
S ′(t) = Π(T ) −

(
Ψ(T ) − ∆T

)
= ∆T + Π(T ) − Ψ(T ).

Since
ΠT (u) − ΨT (u) ≤ ∆T ,

we obtain
ΠS (u) − ΨS (u) ≤ Π′S ′(t) − Ψ

′
S ′(t).

Moreover, if x(δ(u,V \ S )) > 0, then x(δ(u,V \ T )) > 0, because every edge from u leaving S also leaves T .
Hence consistency of Ψ with Π inside T gives

ΠT (u) − ΨT (u) = ∆T ,

and therefore equality holds:
ΠS (u) − ΨS (u) = Π′S ′(t) − Ψ

′
S ′(t).

We now compare the maxima.
First, for every u ∈ S , the above relations show ΠS (u) − ΨS (u) ≤ ∆′, hence ∆Π,Ψ(S ) ≤ ∆′.
Conversely, every contracted vertex of S ′ corresponds either to an original vertex of S \ T or to the

contracted node t. For vertices of S \ T the values are unchanged. For the contracted node,

Π′S ′(t) − Ψ
′
S ′(t) = ∆T + Π(T ) − Ψ(T ) = ΠS (u∗) − ΨS (u∗)

for any vertex u∗ ∈ T attaining the maximum ∆T inside T . Therefore the value at t is also realized by some
original vertex of S . Hence ∆′ ≤ ∆Π,Ψ(S ) , so ∆Π,Ψ(S ) = ∆′.

It remains to verify consistency. Let u ∈ S satisfy x(δ(u,V \ S )) > 0.
If u < T , then its image in S ′ is the same vertex and

x′(δ(u,V ′ \ S ′)) = x(δ(u,V \ S )) > 0.

Since Ψ′ is consistent with Π′ inside S ′,

ΠS (u) − ΨS (u) = Π′S ′(u) − Ψ′S ′(u) = ∆′ = ∆Π,Ψ(S ).

If u ∈ T , then the corresponding edge(s) of x leaving S are summed at the contracted node t, and thus

x′(δ(t,V ′ \ S ′)) = x(δ(T,V \ S )) > 0.

Consistency of Ψ′ with Π′ inside S ′ gives Π′S ′(t) − Ψ
′
S ′(t) = ∆

′. By the equality established above for
boundary-active vertices inside T ,

ΠS (u) − ΨS (u) = Π′S ′(t) − Ψ
′
S ′(t) = ∆

′ = ∆Π,Ψ(S ).

Thus every vertex of S with positive x leaving S attains the maximum, i.e. Ψ is consistent with Π inside
S . □

Lemma 3.5.6. Let Λ and Γ be dual feasible solutions to DFb (G, c). If S ∈ F is both (Λ,F , b)-factor-critical
and (Γ,F , b)-factor-critical, then Λ and Γ are identical inside S .
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Proof. Assume not, and choose a counterexample with |V | minimal and, subject to that, |S | minimal.
If S is inclusionwise minimal, apply Lemma 3.5.4 first to (Λ, Γ) and then to (Γ,Λ). The first application

gives b(A−) > b(A+), while the second swaps the roles of the two sets and gives b(A+) > b(A−), which is a
contradiction.

Hence S contains a strict descendant T ∈ F . By Corollary 3.2.1, T is both (Λ,F , b)- and (Γ,F , b)-factor-
critical. By minimality of S , the two solutions are identical inside T , i.e.

Λ(R) = Γ(R) ∀R ∈ (F ∪ V), R ⊊ T.

Contract T . Because Λ and Γ agree on all strict descendants of T , we have

ΛT (u) = ΓT (u) ∀ u ∈ T.

Therefore the contraction with respect to Λ and the contraction with respect to Γ produce the same contracted
graph and the same contracted costs, since the latter depend only on the quantities ΛT (u) and ΓT (u). Let
Λ′, Γ′ denote the contracted duals, and let S ′ be the image of S .

By Lemma 3.3.1(i), the image S ′ is both (Λ′,F ′, b′)- and (Γ′,F ′, b′)-factor-critical.
We claim that Λ′ and Γ′ are not identical inside S ′. Indeed, suppose they were identical inside S ′. Then

in particular:

• for every strict descendant R ⊊ S with R , T , the corresponding image R′ ⊊ S ′ satisfies Λ′(R′) =
Γ′(R′), hence Λ(R) = Γ(R),

• the contracted singleton t = {T } is a strict subset of S ′, so Λ′(t) = Γ′(t). By definition of the contracted
dual, Λ′(t) = Λ(T ) and Γ′(t) = Γ(T ), hence Λ(T ) = Γ(T ).

Together with the already established identity inside T , this implies that

Λ(R) = Γ(R) ∀R ∈ (F ∪ V), R ⊊ S ,

meaning Λ and Γ are identical inside S , which is a contradiction.
Thus (G′, S ′) is a smaller counterexample, contradicting the minimal choice of (G, S ). □

3.5.2 Finding a positively-critical dual optimal solution

Algorithm 2 Positively-critical-dual-opt-b

1. Input: a dual optimal solution Ψ to DFb (G, c) and an F -critical dual solution Π.
Output: an F -positively-critical dual optimal solution.

2. While Ψ is not F -positively-critical:

(a) Choose a maximal set S ∈ F such that Ψ(S ) > 0 and Π,Ψ are not identical inside S .

(b) Set ∆ := ∆Π,Ψ(S ).

(c) Define

λ =

min{1,Ψ(S )/∆}, ∆ > 0,
1, ∆ = 0.

(d) Replace Ψ by Ψ̄ defined by

Ψ̄(T ) =


(1 − λ)Ψ(T ) + λΠ(T ), T ⊊ S , T ∈ F ∪ V,
Ψ(S ) − λ∆, T = S ,
Ψ(T ), otherwise.
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3. Return Ψ.

If S ∈ F satisfies Ψ(S ) > 0 and Π,Ψ are identical inside S , then every Π-critical b-matching inside S is
also Ψ-tight, because edges inside S do not cross S and the two duals agree on all strict descendants and
vertices of S . Thus S is also (Ψ,F , b)-factor-critical. Hence, if Ψ is not F -positively-critical, there must exist
a set with positive Ψ-value where Π and Ψ are not identical inside.

Lemma 3.5.7. Let S ∈ F be maximal such that Ψ(S ) > 0 and Π,Ψ are not identical inside S . Let Ψ̄ be
defined as above. Then Ψ̄ is also dual optimal for DFb (G, c), and either Ψ̄(S ) = 0 or Π and Ψ̄ are identical
inside S .

Proof. Since Ψ(S ) > 0, complementary slackness between x and Ψ gives x(δ(S )) = 1. Hence Lemma 3.5.1
applies to S , and ∆Π,Ψ(S ) ≥ 0.

By construction, if λ = 1, then Π and Ψ̄ are identical inside S . If λ < 1, then Ψ̄(S ) = 0.
It remains to prove optimality, and for this we verify feasibility and the complementary slackness

conditions. Any dual variable outside S is unchanged. Any strict descendant T ⊊ S receives a convex
combination update toward Π.

We first check dual feasibility. For an edge uv ∈ E[S ], the new dual left-hand side is a convex combination
of the old one for Ψ and the one for Π, hence remains feasible. Now consider an edge uv with u ∈ S and
v < S . The only part of the dual left-hand side that changes is the contribution from strict descendants of
S containing u together with the contribution of S itself, all ancestor and external-set contributions remain
unchanged.

We have

Ψ̄S (u) + Ψ̄(S ) = (1 − λ)ΨS (u) + λΠS (u) + Ψ(S ) − λ∆

= ΨS (u) + Ψ(S ) + λ
(
ΠS (u) − ΨS (u) − ∆

)
≤ ΨS (u) + Ψ(S ),

because ΠS (u) − ΨS (u) ≤ ∆. So all such dual inequalities remain feasible.
For complementary slackness, if x(uv) > 0 with uv ∈ E[S ], then uv is tight for both Ψ and Π by

Lemma 3.5.3, hence also for their convex combination. If x(uv) > 0 with u ∈ S , v < S , then by consistency
ΠS (u) − ΨS (u) = ∆, so equality holds in the formula above and the edge remains tight. Edges outside S are
unchanged and remain tight when positive.

Finally, let T ∈ F be a blossom set with Ψ̄(T ) > 0. If T = S , then x(δ(S )) = 1, since Ψ(S ) > 0 and x,Ψ
satisfy complementary slackness.

If T ⊊ S , then
Ψ̄(T ) = (1 − λ)Ψ(T ) + λΠ(T ) > 0.

Hence either Ψ(T ) > 0 or Π(T ) > 0. In the first case, complementary slackness between x and Ψ gives
x(δ(T )) = 1. In the second case, Lemma 3.5.3 gives x(δ(T )) = 1. If T ⊈ S , then Ψ̄(T ) = Ψ(T ) > 0, so again
x(δ(T )) = 1 by complementary slackness between x and Ψ.

Thus every blossom set with positive Ψ̄-value is tight for x, therefore (x, Ψ̄) satisfies complementary
slackness, so Ψ̄ is dual optimal. □

Corollary 3.5.1. If F is a critical family, then every dual optimal solution to DFb (G, c) can be transformed
into an F -positively-critical dual optimal solution by the above algorithm. The procedure terminates after at
most |F | iterations.
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Proof. Correctness follows from Lemma 3.5.7. It remains to show termination.
Once a set S has been processed, either Ψ(S ) becomes 0, or Π and Ψ become identical inside S . Once

identity inside S holds, it is preserved by all later updates. Updates outside S do not change variables inside
S , while an update at a strict ancestor of S replaces values inside S by convex combinations with the same
Π-values, and therefore keeps them equal to Π.

Suppose S is processed twice, and choose the first such repetition. After the first processing, either
Ψ(S ) = 0, or Π and Ψ are identical inside S . Since identity inside S is preserved by later updates, the second
processing of S can occur only in the first case. Thus, immediately after the first processing, Ψ(S ) = 0.

For Ψ(S ) to become positive again before the second processing, some strict ancestor of S must be
processed, since updates at disjoint sets, descendants of S , or S itself do not increase Ψ(S ) before the second
processing. Let S ′ ⊋ S be the first strict ancestor of S processed after the first processing of S .

At the time when S was first processed, S ′ could not have had positive dual value. Indeed, if Ψ(S ′) > 0,
then by the maximal choice of S , the duals Π and Ψ would have been identical inside S ′. This would imply
that they were identical inside S , contradicting the fact that S was processed. Hence Ψ(S ′) = 0 at that time.

For S ′ to become positive before it is processed, some strict ancestor of S ′ must have been processed
earlier. This contradicts the choice of S ′ as the first processed strict ancestor of S . Therefore no set is
processed twice. □

3.5.3 Extremal dual solutions

We now assume that the primal optimum x of PFb (G, c) is unique. Let Fx := {S ∈ F : x(δ(S )) = 1}. For a
dual optimal solution Ψ define

h(Ψ,Π) :=
∑

S∈V∪Fx

|Ψ(S ) − Π(S )|
|S |

.

A dual optimal solution Ψ is called Π-extremal if it minimizes h(Ψ,Π) among all dual optimal solutions of
DFb (G, c).

We can obtain a Π-extremal dual by solving the following linear program. The support of Ψ is restricted
to V ∪ Fx:

(D∗
F ,b) min h(Ψ,Π) :=

∑
T∈V∪Fx

r(T )
|T |

s.t. − r(T ) ≤ Ψ(T ) − Π(T ) ≤ r(T ) ∀ T ∈ V ∪ Fx,∑
T∈V∪Fx: uv∈δ(T )

Ψ(T ) = c(uv) ∀ uv ∈ supp(x),

∑
T∈V∪Fx: uv∈δ(T )

Ψ(T ) ≤ c(uv) ∀ uv ∈ E \ supp(x),

Ψ(S ) ≥ 0 ∀ S ∈ Fx.

The feasible solutions of (D∗
F ,b) are precisely the dual optimal solutions of DFb (G, c) supported on V ∪Fx.

Indeed, primal-dual complementary slackness with the fixed primal optimum x forces equality on every edge
of supp(x) and forces Ψ(S ) = 0 for every blossom set S ∈ F \ Fx. Hence an optimal solution to (D∗

F ,b) is a
Π-extremal dual optimal solution to DFb (G, c).

Lemma 3.5.8. Let F be a critical family and Π an F -critical dual. Then every Π-extremal dual optimal
solution Ψ to DFb (G, c) is F -positively-critical.

37



Proof. Assume for a contradiction that Ψ is not F -positively-critical. Then there exists a maximal set S ∈ F
such that Ψ(S ) > 0 and Π and Ψ are not identical inside S . Let ∆ := ∆Π,Ψ(S ). Define

λ =

min{1,Ψ(S )/∆}, ∆ > 0,
1, ∆ = 0,

and let Ψ̄ be the dual solution obtained from Ψ by the correction step of Lemma 3.5.7.
By Lemma 3.5.7, Ψ̄ is dual optimal for DFb (G, c). Moreover, if Ψ̄(T ) > 0, then either Ψ(T ) > 0 or

Π(T ) > 0. If Ψ(T ) > 0, then T ∈ Fx by complementary slackness between x and Ψ. If Π(T ) > 0, then T ∈ Fx

by Lemma 3.5.3. Thus every newly positive strict descendant still belongs to Fx. Therefore Ψ̄ is feasible for
D∗
F ,b as well.

We claim that h(Ψ̄,Π) < h(Ψ,Π), contradicting the extremality of Ψ.
For every T ∈ V ∪ Fx, define

τ(T ) := |Ψ(T ) − Π(T )| − |Ψ̄(T ) − Π(T )|.

Then
h(Ψ,Π) − h(Ψ̄,Π) =

∑
T∈V∪Fx

τ(T )
|T |
.

If T ⊈ S , then Ψ̄(T ) = Ψ(T ), and therefore τ(T ) = 0. If T ⊊ S , then by the definition of the correction
step,

Ψ̄(T ) − Π(T ) = (1 − λ)(Ψ(T ) − Π(T )),

and hence
τ(T ) = λ |Ψ(T ) − Π(T )|.

Further, for T = S we have
Ψ̄(S ) = Ψ(S ) − λ∆,

and therefore
τ(S ) = |Ψ(S ) − Π(S )| − |Ψ̄(S ) − Π(S )| ≥ −λ∆.

Case 1: ∆ > 0. Choose u ∈ S such that ΠS (u) −ΨS (u) = ∆ and let γ := max
T⊊S
u∈T

T∈V∪Fx

|T |. Since every such T is a

strict subset of S , we have γ < |S |. Now

h(Ψ,Π) − h(Ψ̄,Π) =
∑

T∈V∪Fx

τ(T )
|T |
≥

∑
T⊊S
u∈T

τ(T )
|T |
+
τ(S )
|S |

≥
λ

γ

∑
T⊊S
u∈T

|Ψ(T ) − Π(T )| −
λ∆

|S |
≥
λ

γ

∣∣∣∣∣∣∣∣∣∣
∑
T⊊S
u∈T

(Π(T ) − Ψ(T ))

∣∣∣∣∣∣∣∣∣∣ −
λ∆

|S |

=
λ

γ

(
ΠS (u) − ΨS (u)

)
−
λ∆

|S |
= ∆λ

(
1
γ
−

1
|S |

)
.

Since ∆ > 0, λ > 0, and γ < |S |, the last quantity is strictly positive. Hence h(Ψ,Π) − h(Ψ̄,Π) > 0,
contradicting the extremality of Ψ.

Case 2: ∆ = 0. Then λ = 1, and therefore

τ(T ) = |Ψ(T ) − Π(T )| ∀ T ⊊ S ,
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while τ(S ) ≥ 0.
Hence, for any u ∈ S ,

h(Ψ,Π) − h(Ψ̄,Π) =
∑

T∈V∪Fx

τ(T )
|T |
≥

∑
T⊊S
u∈T

τ(T )
|T |
=

∑
T⊊S
u∈T

|Ψ(T ) − Π(T )|
|T |

.

Since Π andΨ are not identical inside S , there exists some strict subset T ⊊ S , T ∈ V∪Fx, with Π(T ) , Ψ(T ).
Choose u ∈ T . Then the above sum contains at least one strictly positive term, and therefore

h(Ψ,Π) − h(Ψ̄,Π) > 0,

again contradicting the extremality of Ψ.
In both cases we obtain a contradiction. Therefore no such set S exists, and Ψ is F -positively-critical. □

3.5.4 The next family of cuts

In this subsection we prove the b-matching analogue of Lemma 3.2 in [3] under the support-proper cut-
generation rule introduced in Section 3.4.

Let F ⊆ Ob be the current laminar family. Let x be the unique optimum of PFb (G, c), and let Π be the
Γ-extremal dual optimum of DFb (G, c). By Lemma 3.5.8, Π is F -positively-critical. Define the family of
retained old cuts byH ′ := {S ∈ F : Π(S ) > 0}. Contract every maximal member ofH ′ with respect to Π.
Let (Ĝ, b̂, ĉ) be the resulting contracted instance, and let x̂ be the image of x.

For a connected component K of supp(x̂), define

η(K) := #{odd half-integral Euler components of G1/2(x̂) contained in K}.

Let
K := {K : K is a connected component of supp(x̂), η(K) is odd}.

For every K ∈ K , let S K be the full original preimage of V(K) under the contraction of the maximal members
ofH ′. DefineH ′′ := {S K : K ∈ K},H := H ′ ∪H ′′.We extend Π to the familyH by setting

Π(S ) = 0 ∀S ∈ H ′′.

The aim of this subsection is to show thatH is again a critical family, and that this extended dual solution Π
isH-critical.

Lemma 3.5.9. The familyH = H ′ ∪H ′′ is laminar. Moreover, every set S ∈ H ′′ belongs to Ob and satisfies
x(δ(S )) = 0 < 1. Further:

1. distinct members ofH ′′ are disjoint,

2. for every T ∈ H ′ and every S ∈ H ′′, either T ∩ S = ∅ or T ⊆ S ,

3. every member ofH ′′ is maximal inH .

Proof. The validity, violation, and laminarity statements follow from Lemma 3.4.1, since the present
construction is the same support-proper cut-generation rule applied to the contracted solution x̂.

It remains only to prove the containment properties used below. Distinct connected components of
supp(x̂) are vertex-disjoint, so their full original preimages are disjoint. Hence distinct members ofH ′′ are
disjoint.
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Let T ∈ H ′, and let M(T ) be the maximal member ofH ′ containing T . In the contracted graph, M(T ) is
represented by a single node. For S = S K ∈ H

′′, either this node belongs to K, in which case T ⊆ M(T ) ⊆ S ,
or it does not belong to K, in which case T ∩ S = ∅.

Thus every member ofH ′ is either contained in or disjoint from every member ofH ′′. Since no member
ofH ′ contains a member ofH ′′, and distinct members ofH ′′ are disjoint, every member ofH ′′ is maximal
inH . □

Lemma 3.5.10. LetH ′ = {S ∈ F : Π(S ) > 0}, and contract every maximal member ofH ′ with respect to
Π. Let (Ĝ, b̂, ĉ) be the resulting contracted instance, and let x̂ be the image of the current primal optimum x.
Assume that x̂ is support-proper half-integral.

Let K be a connected component of supp(x̂) such that the number of odd half-integral Euler components
of G1/2(x̂) contained in K is odd. Then, for every node q ∈ V(K), there exists an integer vector Nq ∈ ZE(K)

≥0
supported on supp(x̂)[K] such that

Nq(δK(v)) =

b̂(v) − 1, v = q,
b̂(v), v ∈ V(K) \ {q}.

Moreover, if every edge of supp(x̂)[K] is tight with respect to the contracted dual, then Nq uses only tight
edges.

Proof. Since K is a connected component of supp(x̂), no positive edge of x̂ leaves K. Hence x̂(δĜ(K)) = 0.
Summing the degree equations over K, we get

b̂(K) = 2x̂(E[K]) + x̂(δĜ(K)) = 2x̂(E[K]).

Modulo 2, every integral edge contributes 0 to 2x̂(E[K]), while every non-integral edge contributes 1. Hence

b̂(K) ≡ |E1/2(x̂) ∩ E[K]| (mod 2).

Because x̂ is support-proper half-integral, G1/2(x̂) is Eulerian. In an Eulerian graph, the parity of the number
of edges is equal to the parity of the number of odd Euler components. Therefore

|E1/2(x̂) ∩ E[K]| ≡ #{odd half-integral Euler components of G1/2(x̂) contained in K} (mod 2).

By the choice of K, the latter number is odd. Consequently,

b̂(K) ≡ 1 (mod 2).

Construct a multigraphM on vertex set V(K) by replacing every edge e ∈ E[K] by 2x̂e parallel copies. This
is well-defined because x̂ is half-integral. Since K is a support component, for every v ∈ V(K) we have

x̂(δK(v)) = x̂(δĜ(v)) = b̂(v).

Thus
degM(v) = 2x̂(δK(v)) = 2b̂(v) ∀v ∈ V(K),

henceM is Eulerian. It is connected because K is connected in supp(x̂).
The number of edges ofM is

|E(M)| =
∑

e∈E[K]

2x̂e = b̂(K),

which is odd.
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Fix q ∈ V(K), and take an Euler tour ofM starting and ending at q: q = v0, e1, v1, e2, . . . , em, vm = q,
where m = |E(M)| = b̂(K) is odd. Select the even-positioned edges of this Euler tour. For each original edge
e ∈ E[K], let Nq

e be the number of selected copies of e.
For every vertex v , q, the Euler tour pairs the incident tour-edges at v into consecutive entering-leaving

pairs. Exactly one edge in each such pair has even position. Therefore

Nq(δK(v)) = b̂(v) ∀v , q.

At the initial vertex q, the first and last tour-edges both have odd position, because m is odd. Thus q receives
one selected edge fewer than half of its incident tour-copies:

Nq(δK(q)) = b̂(q) − 1.

Therefore Nq is an integer nonnegative vector supported on supp(x̂)[K] with the required degree vector.
If every edge of supp(x̂)[K] is tight with respect to the contracted dual, then Nq uses only tight edges,

because it is supported on supp(x̂)[K]. □

Lemma 3.5.11. For every S ∈ H ′′, the set S is (Π,H , b)-factor-critical, whereH := H ′ ∪H ′′.

Proof. Let S = S K ∈ H
′′, where K is the selected connected component of supp(x̂) whose full original

preimage is S . We must show that for every w ∈ S , there exists a Π-tight (S , bS ,w,H)-perfect b-matching.
Let B1, . . . , Bm be the maximal members ofH ′ contained in S . In the contracted graph Ĝ, these sets are

represented by contracted nodes t1, . . . , tm. Each Bi ∈ H
′ satisfies Π(Bi) > 0. Since Π is F -positively-critical,

each Bi is (Π,F , b)-factor-critical. Replacing F by H adds no new proper descendant inside Bi, it only
possibly removes old descendants. Therefore the old Π-critical b-matchings inside Bi remain valid with
respect toH .

Fix w ∈ S , and let q ∈ V(K) be the image of w in the contracted graph. By Lemma 3.5.10, there exists an
integer vector Nq ∈ ZE(K)

≥0 supported on supp(x̂)[K] such that

Nq(δK(v)) =

b̂(v) − 1, v = q,
b̂(v), v ∈ V(K) \ {q}.

Moreover, since x̂ and the contracted dual are optimal, every edge of supp(x̂) is tight in the contracted instance.
Hence Nq uses only contracted tight edges.

We now lift Nq to an integer edge vector M on E[S ]. Consider an edge e′ ∈ E(K) used by Nq with
multiplicity Nq(e′). We choose preimages as follows.

If e′ = uv, where neither endpoint is contracted, then e′ is already an edge of the original graph, and we
include Nq(e′) copies of uv in M.

If e′ = tiv, where v is uncontracted, choose a preimage edge aiv, with ai ∈ Bi, attaining

ĉ(tiv) = c(aiv) − ΠBi(ai).

Include Nq(e′) copies of aiv in M.
If e′ = tit j, where i , j, choose a preimage edge aia j, with ai ∈ Bi and a j ∈ B j, attaining

ĉ(tit j) = c(aia j) − ΠBi(ai) − ΠB j(a j).

Include Nq(e′) copies of aia j in M.
In each case, the chosen preimage edge is Π-tight in the original graph. Indeed, if e′ has no contracted

endpoint this is immediate. If e′ = tiv, then tightness of e′ in the contracted graph gives

Π̂(ti) + Π̂(v) +
∑

T̂ : tiv∈δ(T̂ )

Π̂(T̂ ) = ĉ(tiv).
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Using Π̂(ti) = Π(Bi) and the defining equality ĉ(tiv) = c(aiv) − ΠBi(ai), this is exactly the original tightness
equality for the edge aiv. The case e′ = tit j is identical, except that one adds the two internal contributions
ΠBi(ai) and ΠB j(a j). Thus all lifted external edges are Π-tight.

Now consider each block Bi. Since b̂(ti) = 1, the vector Nq satisfies

Nq(δK(ti)) =

0, q = ti,
1, q , ti.

If q , ti, then exactly one lifted edge is incident with Bi. Let ai ∈ Bi be its endpoint inside Bi. Insert
inside Bi a Π-critical b-matching for ai. This internal matching has degree b(v) at every v ∈ Bi \ {ai} and
degree b(ai) − 1 at ai. The unique lifted edge incident with ai restores the missing unit.

If q = ti, then w ∈ Bi and no lifted edge is incident with Bi. Insert inside Bi a Π-critical b-matching for w.
This gives degree b(v) at every v ∈ Bi \ {w} and degree b(w) − 1 at w.

For vertices of S that do not lie in any contracted block Bi, the degree condition follows directly from Nq.
Therefore the lifted vector M satisfies

M(δG[S ](v)) =

b(v) − 1, v = w,
b(v), v ∈ S \ {w}.

Furthermore, every edge used by M is Π-tight: the lifted external edges were chosen as tight preimages, and
the internal critical b-matchings inside the blocks use only Π-tight edges.

It remains to verify theH-matching inequalities. We prove that

M(δG[S ](R)) ≤ 1 ∀R ∈ H , R ⊊ S .

Since every member of H ′′ is maximal in H , no proper subset of S that belongs to H lies in H ′′. Hence
every such R belongs toH ′.

Let R ∈ H ′ with R ⊊ S . By laminarity, R is contained in a unique maximal member Bi ofH ′ contained
in S .

First suppose R = Bi. If q , ti, then Nq(δK(ti)) = b̂(ti) = 1, so exactly one lifted edge enters Bi. The
internal critical b-matching inside Bi uses only edges of E[Bi]. Hence M(δG[S ](Bi)) = 1.

If q = ti, then
Nq(δK(ti)) = b̂(ti) − 1 = 0,

so no lifted edge enters Bi, and the internal critical b-matching again uses only edges of E[Bi]. Hence
M(δG[S ](Bi)) = 0 < 1.

Now suppose R ⊊ Bi. If q , ti, the unique lifted edge entering Bi is incident with some vertex ai ∈ Bi,
and the internal matching inside Bi is a Π-critical b-matching for ai. By Lemma 3.2.1,

Mai(δG[Bi](R)) =

1, ai ∈ Bi \ R,
0, ai ∈ R.

If ai ∈ R, then the internal matching crosses R zero times, while the unique lifted edge incident with ai crosses
R once. If ai < R, then the internal matching crosses R once, while the lifted edge does not cross R. In both
cases, M(δG[S ](R)) = 1.

If q = ti, then no lifted edge enters Bi. The internal matching inside Bi is a Π-critical b-matching for w,
and the same Lemma 3.2.1 gives M(δG[S ](R)) ≤ 1.

Therefore
M(δG[S ](R)) ≤ 1 ∀R ∈ H , R ⊊ S .

Thus M is a Π-tight (S , bS ,w,H)-perfect b-matching. Since w ∈ S was arbitrary, S is (Π,H , b)-factor-
critical. □
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Theorem 3.5.1. Let F be critical, and let Π be the extremal dual optimum chosen in the current iteration. Let
H = H ′ ∪H ′′ be defined as above. ThenH is a critical family, and Π, extended by Π(S ) = 0 for S ∈ H ′′, is
anH-critical dual.

Proof. By Lemma 3.5.9,H is laminar.
First consider a set T ∈ H ′. Since Π(T ) > 0, and Π is F -positively-critical, T is (Π,F , b)-factor-critical.

Let u ∈ T , and let Mu be a Π-critical b-matching for u inside T with respect to F .
We claim that Mu is also valid with respect toH . To check (Π,H , b)-factor-criticality of T , we only need

to verify cut constraints for sets R ∈ H ,R ⊊ T.
No member of H ′′ is properly contained in T , because every member of H ′′ is maximal in H . Thus

every proper member of H contained in T belongs to H ′ ⊆ F . Replacing F by H removes some old
descendants but adds no new descendants inside T . Therefore any (T, bT,u,F )-perfect critical b-matching is
also a (T, bT,u,H)-perfect critical b-matching. Hence every set T ∈ H ′ is (Π,H , b)-factor-critical.

Now let S ∈ H ′′. By Lemma 3.5.11, S is (Π,H , b)-factor-critical. Thus every member of H is
(Π,H , b)-factor-critical.

It remains to check positivity on nonmaximal sets. Every member ofH ′′ is maximal inH . Therefore
every nonmaximal member ofH lies inH ′. But by definition ofH ′,

Π(T ) > 0 ∀T ∈ H ′.

Hence every nonmaximal member ofH has positive Π-value.
Finally, extending Π by zero on the new maximal sets H ′′ preserves dual feasibility, because adding

a dual variable with value zero does not change any dual inequality. Therefore Π is an H-critical dual.
ConsequentlyH is a critical family. □

Lemma 3.5.12. Suppose that in an iteration of the cutting-plane algorithm the current family F is critical,
and Γ is an F -critical feasible solution to DFb (G, c). Let Π be a Γ-extremal dual optimum of DFb (G, c). Then:

1. Π is an F -positively-critical dual optimum,

2. ifH = H ′ ∪H ′′ is the next family chosen by the support-proper cut-generation rule above, thenH is
critical,

3. Π, extended by zero on the new maximal setsH ′′, is anH-critical dual.

Proof. Part (i) is Lemma 3.5.8.
Parts (ii) and (iii) follow from Theorem 3.5.1. Indeed, the theorem shows that the familyH = H ′ ∪H ′′

is laminar and critical, and that the dual solution Π, with zero value on every new maximal set in H ′′, is
H-critical. □

3.6 Convergence analysis

The goal of this section is to prove that the generalized cutting-plane algorithm terminates after O(|V | log |V |)
iterations. The proof follows the same structure as the convergence proof for perfect matchings in [3], but the
potential function is adapted to the b-matching setting.

In the perfect matching case, the convergence argument tracks the number of odd cycles in the support of
the current proper half-integral solution. In the present setting, a half-integral support component need not be
a single odd cycle after unshrinking b-factor-critical sets. We therefore use the support-component potential

ΦG(z) := #
{
Q : Q is a connected component of suppG(z) and E1/2(z) ∩ EG[Q] , ∅

}
.
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For support-proper half-integral vectors, this is the number of support components that contain an odd number
of odd half-integral Euler components.

The convergence proof is organized around two claims. First, we prove that the potential is non-increasing
from one cutting-plane iteration to the next: ΦG(xk+1) ≤ ΦG(xk). Second, we prove a persistence property
for the cuts generated during a constant-potential phase. Namely, if ΦG(xi) = ΦG(xi+1) = · · · = ΦG(x j),
then every new cut generated during the iterations i, . . . , j − 1 is still present in the active laminar family
at the beginning of iteration j. This means that if H ′′k denotes the newly generated cuts in iteration k, we

prove
j−1⋃
k=i

H ′′k ⊆ F j. These two facts imply the iteration bound, because in every nonterminal iteration the

algorithm generates exactly one new cut for each counted support component, so |H ′′k | = ΦG(xk). During a
constant-potential phase with potential value p, at least p new cuts are generated in every iteration, and by
persistence, they remain simultaneously present. Since the active family is laminar and consists of proper
non-singleton sets, its size is bounded by |V | − 1. Therefore a phase with potential p has length O(|V |/p), and
summing over all possible values of p gives the bound O(|V | log |V |).

As in the original proof, the convergence analysis is based on an auxiliary primal-dual procedure. This
procedure is not part of the cutting-plane algorithm, it is used only in the proof, in order to compare
consecutive LP optima and to prove that the potential Φ is non-increasing. The procedure works with two
laminar subfamilies L and K . The sets in L are kept as blossom inequalities, while the sets in K are imposed
as equality constraints.

3.6.1 Auxiliary LPs

Let L,K ⊆ Ob be such that L ∪K is laminar. Consider the following modified primal:

(PK
L,b(G, c)) min

∑
e∈E

c(e)ze

s.t. z(δ(v)) = b(v) ∀v ∈ V,

z(δ(S )) = 1 ∀S ∈ K ,

z(δ(S )) ≥ 1 ∀S ∈ L,

z ≥ 0.

The corresponding dual is

(DK
L,b(G, c)) max

∑
v∈V

b(v)Λ(v) +
∑

S∈L∪K

Λ(S )

s.t. Λ(u) + Λ(v) +
∑

S∈L∪K : uv∈δ(S )

Λ(S ) ≤ c(uv) ∀uv ∈ E,

Λ(S ) ≥ 0 ∀S ∈ L.

The dual variables Λ(S ) for S ∈ K are unrestricted, because the corresponding primal constraints are
equalities. Every feasible solution of PK

L,b(G, c) is feasible for PL∪Kb (G, c), and a feasible solution of
DK
L,b(G, c) is feasible for DL∪Kb (G, c) only if

Λ(S ) ≥ 0 ∀S ∈ K .

3.6.2 Valid configurations

The auxiliary procedure maintains a primal-dual configuration (L,K , z,Λ), where L may decrease during
the procedure, while K remains fixed. The following definition is the b-matching analogue of the valid
configuration used in the ordinary matching proof.
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Definition 3.6.1. A quadruple (L,K , z,Λ) is called a valid configuration if the following conditions hold.

(A) L ∪K ⊆ Ob is a laminar family, all sets in K are pairwise disjoint, and every set in K is disjoint from
every set in L. The vector Λ is feasible for DK

L,b(G, c), and Λ(S ) > 0 ∀S ∈ L. Furthermore, every
set S ∈ L ∪ K is (Λ,L ∪K , b)-factor-critical.

(B) The vector z is support-proper half-integral and satisfies all constraints of PK
L,b(G, c), except that for

some sets S ∈ K we allow z(δ(S )) = 0 instead of z(δ(S )) = 1.

For every set S ∈ L ∪ K , the full support graph supp(z) spans all vertices of S . Equivalently, every
vertex u ∈ S is incident with at least one edge e ∈ supp(z), where e may lie in E[S ] or in δ(S ).

More precisely, the following local structure is required.

(i) If S ∈ K and z(δ(S )) = 0, then inside S there is exactly one connected component of supp(z)[S ]
that contains an odd number of odd half-integral Euler components. All other connected compo-
nents of supp(z)[S ], if any, are integral. Equivalently, S contains exactly one support component
counted by Φ.

(ii) If S ∈ L ∪ K and z(δ(S )) = 1, then the reduced boundary of S has one of the following two
forms.

(a) The boundary consists of one edge of value 1, attached at a vertex u ∈ S . In this case z|E[S ]
is an integral tight critical b-matching with deficit at u. That is,

z(δG[S ](u)) = b(u) − 1, z(δG[S ](v)) = b(v) ∀v ∈ S \ {u},

all edges used inside S are tight, and all descendant (L ∪ K)-constraints inside S are
respected. In particular, there are no half-integral edges inside S .

(b) The boundary consists of two edges of value 1/2, attached at vertices u1, u2 ∈ S , not
necessarily distinct.
If u1 = u2, then the two half-boundary edges are treated as one full boundary unit at u1, and
case (a) applies.
If u1 , u2, then z|E[S ] =

1
2 Mu1 +

1
2 Mu2 , where Mu1 and Mu2 are tight critical b-matchings

such that the following support-compatibility condition holds:
all non-integral edges of z|E[S ] lie in the same connected component of supp(z)[S ] as the two
attachment vertices u1, u2, and∣∣∣E1/2(z) ∩ E[S ]

∣∣∣ ≡ 0 (mod 2).

Consequently, expanding or contracting S creates no counted support component hidden
entirely inside S , splits no counted support component, and preserves the value of the
support-component potential Φ.

(C) Every edge in supp(z) is tight with respect to Λ, that is,

Λ(u) + Λ(v) +
∑

S∈L∪K : uv∈δ(S )

Λ(S ) = c(uv) ∀uv ∈ supp(z).

Moreover, z(δ(S )) = 1 ∀S ∈ L.
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3.6.3 The support-proper half-integral b-matching procedure

For an edge e ∈ E∗ with integral z∗-value, we say that e is decreasable if z∗e > 0, and increasable if e ∈ E∗.
Thus every tight edge with integral z∗-value is increasable, and every positive tight edge with integral z∗-value
is decreasable. An edge may be both increasable and decreasable.

An alternating walk is a walk P = v0e1v1e2 · · · ekvk such that ei is an increasable edge for odd i, and a
decreasable edge for even i. In an update along P, we increase the odd-positioned edges by 1 and decrease
the even-positioned edges by 1.

Algorithm 3 Support-proper half-integral b-matching procedure
Input: a valid configuration (F ,K , x,Π).
Output: a valid configuration (L,K , z,Λ), where L ⊆ F , and z is optimal for PK

L,b(G, c).

1. Set z := x,Λ := Π,L := F .

2. Construct the contracted tight graph G∗ = (V∗, E∗) by contracting every maximal member of L ∪K
with respect to Λ, and deleting all non-Λ-tight edges.

3. Let b∗ and z∗ be the contracted demand vector and the image of z.

4. Define T := {q ∈ V∗ : q is a contracted K-node and z∗(δG∗(q)) = 0}, and
R := T ∪ {v ∈ V∗ : v lies in a support component of z∗ containing a half-integral edge}.

5. While T , ∅, repeat the following steps.

(a) If there exists a nonempty alternating T -R walk in G∗, let P = v0e1v1 · · · ekvk be a shortest
nonempty alternating T -R walk, with v0 ∈ T and vk ∈ R.

Case I(a). If P is a path and vk ∈ T , perform the unit alternating update along P. Then lift the update to
G through tight critical b-matchings.

Case I(b). If P is a path and vk ∈ R \ T , let Q be the support component of z∗ containing vk. Perform
the unit alternating update along P. Then replace z∗|E∗[Q] by the deficit vector Nvk from
Lemma 3.6.1, and lift the update to G through tight preimages and tight critical b-matchings.

Case I(c). If P is not a path, extract an odd alternating blossom cycle C and an alternating path P1 from
v0 to a base node r ∈ V(C). Perform the unit alternating update along P1. Then perform
the half-unit alternating update on C, with sign chosen to restore the degree equation at r.
Finally, lift the update to G through tight preimages and tight critical b-matchings.

(b) If no nonempty alternating T -R walk exists, perform the following dual update.

Case II. Define B+ := {v ∈ V∗ : v is reachable from T by an even alternating path}, and
B− := {v ∈ V∗ : v is reachable from T by an odd alternating path}.
Choose ε > 0 maximal such that the update

Λ(q) := Λ(q) + ε ∀q ∈ B+,

Λ(q) := Λ(q) − ε ∀q ∈ B−

preserves dual feasibility and

Λ(S ) ≥ 0 ∀S ∈ L.

If a new edge becomes tight, add the new tight edges to G∗.
If some S ∈ L ∩ B− satisfies Λ(S ) = 0, then unshrink all inclusionwise maximal such sets S ,
remove them from L, and update G∗, b∗, and z∗.
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(c) Recompute T and R.

6. Return (L,K , z,Λ).

Lemma 3.6.1. Let Q be a connected component of supp(z∗) containing half-integral edges. Assume that z∗ is
support-proper. Then b∗(Q) is odd. Moreover, for every q ∈ V(Q), there exists an integer vector Nq ∈ ZE∗[Q]

≥0 ,
supported on supp(z∗)[Q], such that

Nq(δQ(v)) =

b∗(v) − 1, v = q,
b∗(v), v ∈ V(Q) \ {q}.

Proof. Since z∗ is support-proper and Q contains half-integral edges, Q contains an odd number of odd
half-integral Euler components. Hence the same Euler-tour construction as in Lemma 3.5.10 applies, with
(Ĝ, b̂, x̂,K) replaced by (G∗, b∗, z∗,Q). This gives b∗(Q) odd and produces the required integer deficit vector
Nq. □

Figure 1: Schematic illustration of Case I(b) in the auxiliary procedure. An alternating path from an
exposed K-node (white) reaches a counted support component. After the unit update along the path and
the replacement of that component by the deficit vector Nvk , the exposed node is corrected and the counted
support component is removed.

Lemma 3.6.2. Let (L,K , z,Λ) be a valid support-proper configuration, and let G∗, z∗, and T be the associated
contracted objects. Define

ΩG∗(z∗) := |T | + #
{
Q : Q is a connected component of suppG∗(z

∗) and E1/2(z∗) ∩ E∗[Q] , ∅
}
.

Then ΦG(z) = ΩG∗(z∗).

Proof. We compare the support components counted by ΦG(z) before contraction with the objects counted
by ΩG∗(z∗) after contraction.

Let B be the family of maximal members of L ∪ K . These sets are pairwise disjoint by laminarity.
Each B ∈ B is contracted to a single node b of demand 1. First consider a maximal contracted set B with
z(δ(B)) = 1. By the validity condition, the reduced boundary of B has one of the following forms.

If the boundary consists of one edge of value 1, attached at a vertex u ∈ B, then the internal part z|E[B] is
an integral tight critical b-matching with deficit at u. Hence no half-integral edge is hidden strictly inside B.
Contracting B cannot delete or create a counted support component. The support component of z meeting the
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boundary of B is represented after contraction by the support component of z∗ containing the contracted node
b.

If the boundary consists of two half-edges of value 1/2, attached at distinct vertices u1, u2 ∈ B, then the
validity condition gives z|E[B] =

1
2 Mu1 +

1
2 Mu2 with support-compatible critical b-matchings. In particular,

all non-integral edges inside B lie in the same support component as the two boundary attachments, and
|E1/2(z) ∩ E[B]| ≡ 0 (mod 2). Thus no counted component is hidden entirely inside B, and the contraction
of B does not split a counted component. Moreover, replacing the internal half-integral structure by the
contracted node preserves the parity of the number of odd half-integral Euler components in the affected
support component. Therefore the affected support component is counted before contraction if and only if its
image is counted after contraction.

If the two half-boundary edges are attached at the same vertex, validity treats them as one full boundary
unit, so this reduces to the previous integral boundary-one case. Thus every maximal set B ∈ L ∪ K with
z(δ(B)) = 1 preserves the counted support components bijectively under contraction.

Now consider a maximal set B ∈ K with z(δ(B)) = 0. Then after contraction its node b is isolated in
suppG∗(z

∗), because no positive edge leaves B. Therefore b is not counted by the second term of ΩG∗(z∗).
However, by the validity condition regarding exposed sets, inside B there is exactly one support component
of supp(z)[B] that contains an odd number of odd half-integral Euler components. Equivalently, B contains
exactly one support component counted by ΦG(z). This single counted component is represented after
contraction by the additional contribution 1 from the term |T |, because b ∈ T .

All support components disjoint from the maximal contracted sets are unchanged. All support components
meeting a nonexposed contracted set are counted bijectively before and after contraction. Each exposedK-set
contributes exactly one counted component before contraction and exactly one unit to |T | after contraction.
Combining these disjoint contributions gives the desired equality. □

Figure 2: Schematic illustration of Case I(c). The shortest alternating walk contains an alternating path P1
and an odd alternating blossom cycle. After the unit update along P1 and the half-unit update on the cycle, a
new half-integral support component is created. The support component of this cycle becomes part of R.

Lemma 3.6.3. Let P be a shortest alternating T-R walk in G∗. If P is not a path, then P contains an odd
alternating blossom cycle C and an alternating path P1 from its initial node in T to a base node r ∈ V(C).

Proof. Let P = v0e1v1e2 · · · ekvk. If P is not a path, some vertex occurs at least twice. Choose two occurrences
vi = v j, i < j, with j − i minimal. Then the subwalk viei+1vi+1 · · · e jv j has no repeated internal vertex, hence
it is a cycle. If j − i were even, deleting this alternating cycle would preserve the alternating parity of the
remaining T -R walk and would give a shorter alternating T -R walk, contradicting the choice of P. Hence
j − i is odd.
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Thus the subwalk between the repeated vertices is an odd alternating blossom cycle C: it is alternating
along the cycle except at the base vertex, where the two incident cycle edges have the same parity with respect
to the walk. The initial segment from v0 to the repeated vertex is an alternating path P1 to the base of C. □

By the minimal choice of the repetition, the closed subwalk has no repeated internal vertex. Removing
closed repetitions, if necessary, gives an update using every edge at most once.

Lemma 3.6.4. Let S ∈ L ∪ K be a contracted factor-critical set with reduced demand 1, and suppose the
reduced vector is half-integral and the positive reduced boundary support of S has total value 1. Then S
can be expanded in one of the two local forms required in Definition 3.6.1(B): one boundary edge of value
1, or two boundary edges of value 1/2. The expansion preserves degree equations, descendant constraints,
tightness, support-proper half-integrality, and the support-component potential Φ.

Proof. This follows from Corollary 3.3.1. In the one-boundary-edge case we use a tight critical b-matching
with deficit at the attachment vertex. In the two-half-boundary-edge case we use 1

2 Mu1 +
1
2 Mu2 , with the

support-compatible choice guaranteed by Corollary 3.3.1. The corollary also gives that no counted support
component is hidden inside S , no counted component is split, and Φ is preserved. □

Lemma 3.6.5. After every iteration of Algorithm 3, the quadruple (L,K , z,Λ) is a valid configuration.

Proof. We check the possible steps. We argue by induction on the iterations of the auxiliary procedure.
Assume that (L,K , z,Λ) is a valid configuration before the current step. In each step we first perform the
update in the contracted graph G∗, and then expand the affected contracted sets back to the original graph.
For contracted sets whose boundary has value 1, we use Lemma 3.6.4.

Case I(a)
In Case I(a), the update is along an alternating path whose odd-positioned edges are increasable and whose
even-positioned edges are decreasable. Hence no edge value becomes negative, and all values remain
half-integral. At every internal vertex of the path, one incident edge is increased and one incident edge is
decreased, so the degree is unchanged. The two endpoints are exposed nodes in T . Since z∗(δ(vk)) = 0, the
last edge of the path cannot be used as a decreasable edge, hence the path has odd length. Therefore the
update increases z∗(δ(v0)) and z∗(δ(vk)) from 0 to 1, as required for the corresponding contracted K-nodes.
Every other contracted set whose boundary support is changed by the path still has reduced boundary value 1.
Hence each such set is expanded by Lemma 3.6.4. Therefore the local validity conditions for all affected
contracted sets are preserved. All used edges are tight, so complementary tightness is preserved.

Case I(b)
In Case I(b), the path update increases the degree of the initial exposed node from 0 to 1. By P being the
shortest walk, no internal vertex of P lies in R. Since every vertex of Q belongs to R, the first vertex of
Q reached by P is r = vk. If the last edge were used in a decreasable position, then it would be positive
before the update, so its other endpoint would already lie in the same positive-support component Q, hence
in R, contradicting the choice of vk as the first vertex of R on the path. Therefore the last edge is used in an
increasable position. Since the endpoint r ∈ R \ T is reached by an increasable edge, the path update creates
one unit of surplus at r. The component Q is the support component of z∗ before the path update. Replacing
the old vector z∗|E∗[Q] by Nr creates a deficit of one at r, and hence cancels the surplus created by the path
update. The replacement is supported on the old support of Q, so all used edges remain tight. Since Q is
replaced by an integral vector, one counted support component is removed.

Now consider a contracted node sA of Q, corresponding to a maximal set A ∈ L ∪ K . Since b∗(sA) = 1,
the vector Nr gives

Nr(δQ(sA)) =

0, sA = r,
1, sA , r.
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If sA , r, the unique incident unit supplied by Nr is lifted to a tight preimage edge attached at some vertex
a ∈ A, and A is expanded by a tight critical b-matching with deficit at a. If sA = r, then the unit is supplied
instead by the last edge of the alternating path, which reaches r on an increasable edge, this edge is lifted to a
tight preimage attached at some a ∈ A, and A is again expanded by a tight critical b-matching with deficit at a.
Thus every contracted set affected by the replacement has total boundary value 1, and Lemma 3.6.4 applies.
Therefore the local validity conditions are preserved, and the lifting through contracted sets creates no hidden
counted component and splits no counted component. The only change in the support-component potential is
the intended removal of the half-integral support component Q and the correction of the one T vertex.

Case I(c)
In Case I(c), the unit update along P1 corrects the initial exposed K-node and creates a degree imbalance at
the base r of the odd alternating blossom cycle C. The half-unit alternating update on C, with the appropriate
sign, cancels this imbalance. At every vertex of C \ {r}, one incident cycle edge is increased by 1/2 and one is
decreased by 1/2. At r, the two incident cycle edges receive the same sign, chosen opposite to the imbalance
created by the unit update on P1. Hence all degree equations are restored. The half-unit update is feasible
because every edge used in a decreasing position on C is decreasable before the half-update, and hence has
positive integral value, so decreasing it by 1/2 keeps it nonnegative.

All contracted sets whose reduced boundary support is affected still have reduced boundary value 1. They
are therefore expanded by Lemma 3.6.4, so their local validity conditions remain true.

The edges of C become half-integral and form one odd half-integral Euler component. Let Q be the full
connected component of supp(z∗) containing C after the update. Then Q is a counted support component. We
claim that Q does not merge with any support component that was already counted before the update. Let
P1 ∪C denote the path-cycle structure used in the Case I(c) update.

First observe that before the update, no vertex of P1 ∪C lies in R. Indeed, if some vertex of P1 ∪C were
in R, then the initial segment of the chosen shortest nonempty alternating T -R walk ending at the first such
vertex would be a shorter alternating T -R walk, and this would contradict the choice of P.

Thus P1 ∪ C is disjoint from every support component that was counted before the update. The only
newly positive edges outside the old support are edges that belong to the updated support of P1 ∪C. Hence, if
the new half-integral component containing C were connected by positive support to an old counted support
component, then some vertex of P1 ∪ C would already have been connected before the update to that old
counted component by a positive-support path. That vertex would then have belonged to R, a contradiction.

Therefore the full positive-support closure of the newly created half-integral cycle is disjoint from all
previously counted support components. Consequently, Case I(c) creates exactly one new counted support
component and destroys none. Since the new component contains exactly one odd half-integral Euler
component, and no old counted component is merged with it, the support-proper parity condition remains
valid. All other support components are unchanged.

Case II
The dual update preserves feasibility by Lemma 3.6.6. Adding newly tight edges only enlarges the tight

graph and does not change either z or Λ, so tightness of the current support is preserved.
LetZ be the collection of inclusionwise maximal members S ∈ L whose contracted node belongs to B−

and whose dual value becomes zero after the maximal update. We unshrink all members ofZ and remove
them from L.

For each S ∈ Z, the removed dual variable has value zero, so deleting it from the dual family preserves
dual feasibility. The contracted node s corresponding to S has reduced demand 1. By validity before
unshrinking, the incident boundary support of s has total value 1. We expand S by Lemma 3.6.4. This
preserves all vertex degree equations, all remaining descendant L ∪K-constraints, tightness, support-proper
half-integrality, and the support-component potential.

The family L ∪K remains laminar because L only loses members and K is unchanged. The positivity
condition Λ(S ) > 0 remains true for every remaining S ∈ L, since all zero-valued L-sets are removed.
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It remains to check factor-criticality. During the dual update, only dual variables represented as nodes
of the current contracted graph are changed. Thus the dual values strictly inside every maximal contracted
member that remains contracted are unchanged, and its old tight critical b-matching certificates remain tight.
Removing members from L only removes descendant constraints, so these certificates remain feasible for the
smaller family. Therefore every remaining set in L ∪K is still (Λ,L ∪K , b)-factor-critical.

Thus all requirements of a valid configuration remain true. □

Lemma 3.6.6. Let (L,K , z,Λ) be a valid support-proper configuration, and assume that PK
L,b(G, c) is feasible.

Let G∗ = (V∗, E∗) be the current contracted tight graph. Assume that T , ∅, and that there is no alternating
T-R walk in G∗. Define B+ and B− as in the dual update of Case II of Algorithm 3.

Then B+ ∩ B− = ∅. Moreover, there exists ε > 0 such that the update described in Case II of the algorithm
preserves dual feasibility and the nonnegativity constraints on the L-sets. If ε is chosen maximal, then either
a new edge becomes tight, or some set S ∈ L ∩ B− satisfies Λ(S ) = 0.

Proof. We work in the contracted instance. For an edge e = uv of the contracted graph, let λ(e) := Λ(u)+Λ(v),
where the notation includes the corresponding contracted dual contribution. Let s(e) := c∗(e) − λ(e) be the
slack of the edge. Thus e ∈ E∗ if and only if s(e) = 0. First we show that B+ ∩ B− = ∅.

Suppose that v ∈ B+ ∩ B−. Then there is an even alternating path from some node of T to v, and also an
odd alternating path from some node of T to v. Concatenating one path with the reverse of the other gives an
alternating walk between two nodes of T . Since T ⊆ R, this is an alternating T -R walk, contradicting the
assumption of Case II. Hence B+ and B− are disjoint.

Now assign to each contracted node q ∈ V∗ the sign

σ(q) :=


1, q ∈ B+,
−1, q ∈ B−,
0, q < B+ ∪ B−.

Under the dual update by ε, the left-hand side of the dual constraint for an edge e = uv changes by
ε(σ(u) + σ(v)). Therefore only edges with σ(u) + σ(v) > 0 can become more restrictive.

We claim that no currently tight edge has positive coefficient σ(u) + σ(v). Let e = uv ∈ E∗. Since every
edge of E∗ is tight, it is increasable in the alternating-walk sense. Let uv ∈ E∗ be tight and increasable, and
suppose u ∈ B+. Let P be an even alternating path from T to u. If v < V(P), then appending uv, used as an
increasable edge, gives an odd alternating path from T to v, so v ∈ B−.

If v ∈ V(P), then either v occurs on P at odd distance from T , in which case again v ∈ B−, or it occurs
at even distance. In the latter case, the subpath of P from v to u, together with the edge uv, forms an odd
alternating cycle attached to an alternating path from T . Equivalently, following P from T to u, then traversing
uv, and then following P backwards from v to its initial node in T , gives an alternating T -T walk. Since
T ⊆ R, this is an alternating T -R walk, contradicting the Case II assumption. Therefore this case cannot occur.
Hence, under the Case II assumption, every tight increasable edge leaving a node of B+ has its other endpoint
in B−.

Consequently, a tight edge cannot have both endpoints in B+, and cannot join B+ to V∗ \ (B+ ∪ B−). These
are precisely the cases where σ(u) + σ(v) > 0. Hence every edge with σ(u) + σ(v) > 0 has strictly positive
slack.

Define ε1 := min
{

s(uv)
σ(u) + σ(v)

: uv ∈ E(G∗all), σ(u) + σ(v) > 0
}
, where E(G∗all) denotes the edge set of

the full contracted graph, before deleting non-tight edges. If the set in the minimum is empty, set ε1 = +∞.
By the previous paragraph, every denominator appearing in this minimum is positive and every corresponding
slack is strictly positive, so ε1 > 0.
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The only dual nonnegativity constraints that can become tighter are those for sets in L ∩ B−. Define
ε2 := min{Λ(S ) : S ∈ L ∩ B−}, with ε2 = +∞ if L ∩ B− = ∅. Since Λ(S ) > 0 for all S ∈ L in a valid
configuration, we have ε2 > 0.

Choose 0 < ε ≤ min{ε1, ε2}. Then every edge with σ(u) + σ(v) > 0 remains feasible by the definition
of ε1. Every edge with σ(u) + σ(v) ≤ 0 only becomes looser, or remains unchanged. Hence all dual edge
inequalities remain feasible. Also, every set S ∈ L ∩ B− keeps nonnegative dual value by the definition of ε2,
while all other sets in L either increase or stay unchanged. Thus the updated Λ is feasible for DK

L,b(G, c).
Now choose ε maximal. If the maximum is attained by ε1, then some edge inequality with positive

coefficient becomes tight, hence a new edge enters the tight graph. If the maximum is attained by ε2, then
some S ∈ L ∩ B− satisfies Λ(S ) = 0. It remains to exclude the case ε1 = ε2 = +∞. We show that in this case
the auxiliary dual objective would be unbounded above.

Let b∗ denote the demand vector in the contracted graph G∗: original vertices keep their original demand,
while every contracted node corresponding to a member of L ∪K has demand 1. Under the Case II update
direction, the auxiliary dual objective changes at rate∑

q∈V∗
b∗(q)σ(q) =

∑
q∈B+

b∗(q) −
∑
q∈B−

b∗(q),

We prove that this rate is strictly positive.
First observe that B− ∩ R = ∅ and (B+ \ T ) ∩ R = ∅. Indeed, if q ∈ B− ∩ R, then an odd alternating

path from T to q would be an alternating T -R walk, contradicting the Case II assumption. Similarly, if
q ∈ (B+ \ T ) ∩ R, then the even alternating path from T to q is nonempty and gives an alternating T -R walk,
again a contradiction.

Consequently, every node in B− ∪ (B+ \ T ) is saturated by the current solution z∗, while the nodes of T
are exactly the exposed K-nodes. Hence

z∗(δ(q)) = b∗(q) ∀q ∈ B− ∪ (B+ \ T ),

and
z∗(δ(q)) = 0, b∗(q) = 1 ∀q ∈ T.

If there is an alternating walk from T to a node r, then either there is an alternating path from T to r
with the same parity, or, during the deletion of repeated subwalks, one obtains an alternating T -R walk. The
second possibility is excluded in Case II. Thus, in Case II, every alternating walk from T can be replaced by
an alternating path with the same endpoint and parity.

We now show that every positive support edge incident with a node of B− has its other endpoint in B+ \ T .
Let q ∈ B−, and let e = qr be an edge with z∗(e) > 0. Since q < R, the support component containing q
contains no half-integral edge. Therefore e has positive integral value and is decreasable. Appending e to an
odd alternating path from T to q gives an even alternating walk from T to r. By the shortening observation,
there is an even alternating path from T to r, so r ∈ B+. Since nodes in T are exposed and have no incident
positive support edge, we have r < T . Hence r ∈ B+ \ T .

It follows that all positive support incident with B− goes to B+ \ T . Therefore∑
q∈B−

z∗(δ(q)) = z∗(δ(B−, B+ \ T )).

On the other hand, ∑
q∈B+\T

z∗(δ(q)) ≥ z∗(δ(B+ \ T, B−)).
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Using the equalities above, we obtain ∑
q∈B+\T

b∗(q) ≥
∑
q∈B−

b∗(q).

Since T ⊆ B+, T ∩ B− = ∅, and every q ∈ T has b∗(q) = 1, this gives∑
q∈B+

b∗(q) −
∑
q∈B−

b∗(q) =
∑
q∈T

b∗(q) +
∑

q∈B+\T

b∗(q) −
∑
q∈B−

b∗(q) ≥ |T | > 0.

Thus the Case II update direction strictly increases the auxiliary dual objective. If ε1 = ε2 = +∞, then
this feasible dual direction could be followed indefinitely, and the auxiliary dual objective would become
unbounded above.

This is impossible in the applications of the lemma, because the auxiliary primal PK
L,b(G, c) is feasible.

Indeed, if z̄ is any feasible solution of this primal, then weak duality gives that the dual objective ≤ c⊤z̄ for
every feasible auxiliary dual solution. Hence the auxiliary dual cannot be unbounded above. Therefore the
case ε1 = ε2 = +∞ cannot occur. This proves the lemma. □

Lemma 3.6.7. When Algorithm 3 terminates, the returned vector z is optimal for PK
L,b(G, c).

Proof. At termination, T = ∅, so every K-set satisfies

z(δ(S )) = 1 ∀S ∈ K .

By validity, z satisfies the degree equations, z ≥ 0, and

z(δ(S )) = 1 ∀S ∈ L.

Thus z is feasible for PK
L,b(G, c).

The dual vector Λ is feasible for DK
L,b(G, c) by validity. Moreover, every edge in supp(z) is tight with

respect to Λ, and every set S ∈ L with positive dual value satisfies z(δ(S )) = 1. The variables corresponding
to K are unrestricted dual variables, and the corresponding primal constraints are equalities, so there is no
additional complementary slackness condition to check for them.

Therefore z and Λ satisfy complementary slackness for the pair PK
L,b(G, c), DK

L,b(G, c), hence z is optimal
for PK

L,b(G, c). □

Lemma 3.6.8. Let x be the input solution of Algorithm 3, and let z be the solution at the beginning of any
later iteration. Then ΦG(z) ≤ ΦG(x). Moreover, if ΦG(z) = ΦG(x), then Cases I(a) and I(b) have not been
executed before this iteration.

Proof. By Lemma 3.6.2, it is enough to track

ΩG∗(z∗) = |T | + #{Q : Q is a support component of z∗ containing half-integral edges}.

In Case I(a), two exposed nodes are corrected and no new half-integral support component is created.
Hence |T | decreases by 2, and the second term does not increase. Therefore Ω strictly decreases.

In Case I(b), one exposed node is corrected, so |T | decreases by 1. The alternating path update is a unit
update, hence it preserves integrality of all edge values it changes. The support component Q at the other
endpoint is then replaced by the integer vector Nvk . Therefore the support component containing the old Q
after the update contains no half-integral edge. Thus one counted support component is removed, and no new
counted support component is created. Hence Ω strictly decreases.
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In Case I(c), one exposed node is corrected, so |T | decreases by 1. By the Case I(c) part of Lemma 3.6.5,
the half-unit closed update creates exactly one new counted support component and does not merge it with
any previously counted support component. Hence the second term in Ω increases by 1, and Ω is unchanged.

In Case II, the primal vector z is unchanged. Therefore Ω is unchanged, except for the purely representa-
tional effect of unshrinking a set. By Lemma 3.6.2 and Lemma 3.3.5, unshrinking preserves the value of the
potential.

Thus the potential never increases. If equality holds between the input and the current solution, no strictly
decreasing step could have occurred, therefore Cases I(a) and I(b) have not been executed. □

Lemma 3.6.9. Let F ⊆ Ob be a critical laminar family, let x be the unique optimum of PFb (G, c), and let Π
be the dual optimum used in one iteration of the algorithm. DefineH ′ := {T ∈ F : Π(T ) > 0}. LetH ′′ be the
family of new cuts generated by the support-proper rule from (F , x,Π), and setH := H ′ ∪H ′′.

Let S ∈ H ′. Contract S with respect toΠ, and denote the resulting contracted instance by (Ḡ, b̄, c̄, F̄ , x̄, Π̄).
Apply the same support-proper cut-generation rule to (F̄ , x̄, Π̄), and let H̄ = H̄ ′ ∪ H̄ ′′ be the resulting next
family.

Then H̄ is exactly the image ofH under the contraction of S , after deleting the members ofH contained
in S . More precisely, H̄ ′ = {T̄ : T ∈ H ′, T ⊈ S }, and H̄ ′′ = {T̄ : T ∈ H ′′}. Moreover, every T ∈ H ′′ is
either disjoint from S or properly contains S , so no member ofH ′′ is deleted by the contraction.

Proof. First we compare the retained old cuts. Since S ∈ H ′, we have Π(S ) > 0, and by complementary
slackness, x(δ(S )) = 1. Therefore we can contract S with respect to Π and Lemma 3.3.1 applies.

Let T ∈ F . By laminarity, T is disjoint from S , properly contained in S , properly contains S , or equal to
S . If T ⊆ S , then T is absorbed by the contraction and has no nontrivial image in F̄ . If T ⊈ S , then its image
T̄ belongs to F̄ . For such sets, the image dual satisfies Π̄(T̄ ) = Π(T ). Therefore Π̄(T̄ ) > 0 exactly when
Π(T ) > 0. Hence the retained positive-dual family in the contracted instance is H̄ ′ = {T̄ : T ∈ H ′, T ⊈ S }.

It remains to compare the new cuts. Let M1, . . . ,Mr be the maximal members ofH ′. Since S ∈ H ′, the
set S is contained in a unique maximal member ofH ′, say M j. We first note that contraction with respect to
a dual is associative along the chain S ⊆ M j. If S = M j, there is nothing to prove. Assume S ⊊ M j. For
u ∈ S , the internal contribution of u with respect to M j is

ΠM j(u) = ΠS (u) + Π(S ) +
∑
R∈F

S⊊R⊊M j, u∈R

Π(R).

For every laminar set R with S ⊊ R, every u ∈ S belongs to R. Hence the previous identity can also be written
as

ΠM j(u) = ΠS (u) + Π(S ) +
∑
R∈F

S⊊R⊊M j

Π(R).

Now contract S first. The contracted node s has image dual value Π̄(s) = Π(S ). Its internal contribution
with respect to the image M̄ j of M j is

Π̄M̄ j
(s) = Π(S ) +

∑
R∈F

S⊊R⊊M j

Π(R).

For an edge uv with u ∈ S and v < M j, direct contraction of M j contributes the reduced cost c(uv)−ΠM j(u). If
S is contracted first, then the edge uv contributes to the compressed edge sv with reduced cost c(uv) − ΠS (u).
When M̄ j is contracted afterwards, the additional contribution subtracted from the node s is Π̄M̄ j

(s). Hence
the total reduced cost contribution is

c(uv) − ΠS (u) − Π̄M̄ j
(s) = c(uv) − ΠM j(u).
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Thus contracting S first and then contracting M̄ j subtracts exactly the same total dual contribution as
contracting M j directly. Taking the minimum over all preimage edges gives the same compressed boundary
cost in both contraction orders.

The same argument is immediate for edges with one endpoint in M j \ S , because those edges are not
affected by the first contraction of S . Edges between two maximal positive-dual sets are handled by applying
the same calculation independently at each contracted endpoint. Therefore contracting S first and then
contracting the maximal members of H̄ ′ gives the same final reduced instance as contracting M1, . . . ,Mr

directly.
Consequently, the support components used by the cut-generation rule are the same in both constructions.

Since the selectedness criterion is evaluated in this common final reduced graph on this common reduced
vector, a support component is selected before contracting S if and only if the same support component is
selected after first contracting S .

Let K be a selected support component in this common final reduced graph. In the original construction,
the corresponding new cut is the full preimage of V(K) in G under the contraction of the maximal members
of H ′. Call this set TK . In the construction after first contracting S , the corresponding new cut is the full
preimage of V(K) in Ḡ under the contraction of the maximal members of H̄ ′. By the order-independence
proved above, this latter full preimage is exactly the image T̄K of TK under the contraction of S .

Therefore the new cuts generated in the contracted instance are precisely the images of the new cuts
generated in the original instance: H̄ ′′ = {T̄ : T ∈ H ′′}.

Finally, we verify that no member of H ′′ is deleted by the contraction of S . Every member of H ′′ is
maximal inH = H ′ ∪H ′′, while S ∈ H ′. Hence no T ∈ H ′′ can be properly contained in S . Also T , S ,
because S ∈ H ′ ⊆ F and x(δ(S )) = 1, whereas every newly generated cut T ∈ H ′′ satisfies x(δ(T )) = 0.
Therefore each T ∈ H ′′ is either disjoint from S or properly contains S , and its image is a genuine member
of H̄ ′′. Combining the descriptions of H̄ ′ and H̄ ′′ proves the claim. □

Lemma 3.6.10. Assume (⋆b) holds. Let F ⊆ Ob be a critical laminar family. Let x be the unique optimum of
PFb (G, c), and let Π be an F -positively-critical dual optimum of DFb (G, c).

Define H ′ := {S ∈ F : Π(S ) > 0}, this is the retained subfamily in the next cutting-plane iteration.
Contract every maximal member ofH ′ with respect to Π. Let (Ĝ, b̂, ĉ) be the resulting contracted instance,
and let x̂ be the image of x. LetH ′′ be the family of full original preimages of those connected components
Q of supp(x̂) for which E1/2(x̂) ∩ E(Ĝ[Q]) , ∅. Equivalently, since x̂ is support-proper half-integral, these
are exactly the support components containing an odd number of odd half-integral Euler components. Set
H := H ′ ∪H ′′.

Let y be the unique optimum of PHb (G, c), and let Ψ be anH-positively-critical dual optimum of DHb (G, c).
Then ΦG(y) ≤ ΦG(x), and if ΦG(y) = ΦG(x), then Ψ(S ) > 0 ∀S ∈ H ′′.

Lemma 3.6.11. Suppose that the objects in Lemma 3.6.10 form a counterexample, and choose such a
counterexample with |V | minimal. Then Ψ(S ) = 0 ∀S ∈ H ′.

Proof. Suppose not. Let S ∈ H ′ satisfy Ψ(S ) > 0. Since S ∈ H ′, we also have Π(S ) > 0, hence S is
(Π,H , b)-factor-critical. Since Ψ is H-positively-critical and Ψ(S ) > 0, the same set S is also (Ψ,H , b)-
factor-critical. By Lemma 3.5.6, Π and Ψ are identical inside S .

Consequently, contracting S with respect to Π is the same as contracting S with respect to Ψ. Let (Ḡ, b̄, c̄)
be the resulting contracted instance, and let (F̄ , H̄ ′, H̄ ′′, x̄, ȳ, Π̄, Ψ̄) denote the images of the corresponding
objects.

Since Π(S ) > 0, complementary slackness between x and Π gives x(δ(S )) = 1. Similarly, since Ψ(S ) > 0,
complementary slackness between y and Ψ gives y(δ(S )) = 1. Therefore Lemma 3.3.1 applies to both pairs
(x,Π) and (y,Ψ). Since x and y are support-proper half-integral, Lemma 3.3.5 gives ΦḠ(x̄) = ΦG(x) and
ΦḠ(ȳ) = ΦG(y).
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By Lemma 3.6.9, the support-proper cut-generation step commutes with the contraction of S . Hence the
next cut family generated in the contracted instance is exactly H̄ = H̄ ′ ∪ H̄ ′′, where H̄ ′ = {T̄ : T ∈ H ′, T ⊈
S }, H̄ ′′ = {T̄ : T ∈ H ′′}.Moreover, no member ofH ′′ is deleted by the contraction.

Thus the contracted objects (Ḡ, b̄, c̄, F̄ , x̄, Π̄, H̄ , ȳ, Ψ̄) satisfy the hypotheses of Lemma 3.6.10. Since
ΦḠ(x̄) = ΦG(x) and ΦḠ(ȳ) = ΦG(y), the contracted instance is again a counterexample: if the original
counterexample violates ΦG(y) ≤ ΦG(x), then the contracted one violates ΦḠ(ȳ) ≤ ΦḠ(x̄), and if the
original counterexample has ΦG(y) = ΦG(x) and Ψ(S 0) = 0 for some S 0 ∈ H

′′, then its image satisfies
ΦḠ(ȳ) = ΦḠ(x̄), Ψ̄(S̄ 0) = 0, S̄ 0 ∈ H̄

′′. This contradicts the minimal choice of |V |. Therefore no such S ∈ H ′

exists, and hence
Ψ(S ) = 0 ∀S ∈ H ′.

□

Lemma 3.6.12. In the setting of Lemma 3.6.10, suppose

Ψ(S ) = 0 ∀S ∈ H ′

and defineK := {S ∈ H ′′ : Ψ(S ) > 0}. ThenK is disjoint fromH ′, and (H ′,K , x,Π) is a valid configuration.

Proof. First, H ′ ∪ K is laminar because H ′ ∪ H ′′ is laminar. The members of K are pairwise disjoint
because the members ofH ′′ are pairwise disjoint.

We next show that every member of K is disjoint from every member ofH ′. Let S ∈ K . Since Ψ(S ) > 0,
the set S is (Ψ,H , b)-factor-critical. Since S ∈ H ′′, Theorem 3.5.1 gives that S is (Π,H , b)-factor-critical.
Hence, by Lemma 3.5.6, Π and Ψ are identical inside S .

Suppose that some T ∈ H ′ were properly contained in S . Then Ψ(T ) = Π(T ) > 0, because T ∈ H ′

means Π(T ) > 0. This contradicts the assumption

Ψ(T ) = 0 ∀T ∈ H ′.

Hence no member ofH ′ is properly contained in S .
On the other hand, no member ofH ′ can properly contain S , because S ∈ H ′′, and every member ofH ′′

is maximal inH = H ′ ∪H ′′. Therefore, by laminarity, every member ofH ′ is disjoint from S .
The vector Π, extended by Π(S ) = 0 for S ∈ K , is feasible for DK

H ′,b(G, c), and

Π(T ) > 0 ∀T ∈ H ′.

For every T ∈ H ′, we have Π(T ) > 0. Hence complementary slackness between x and Π gives x(δ(T )) = 1.
Thus theH ′-constraints are satisfied as tight inequalities.

Every set inH ′ ∪ K is (Π,H ′ ∪ K , b)-factor-critical. For S ∈ H ′, we have Π(S ) > 0, so S is (Π,F , b)-
factor-critical. Switching from F toH ′ ∪ K adds no proper descendant inside S , because the members of
K ⊆ H ′′ are maximal inH and disjoint from every member ofH ′. It only removes some old descendant
constraints. Hence the same critical b-matchings certify (Π,H ′∪K , b)-factor-criticality. For sets inK ⊆ H ′′,
this follows from Lemma 3.5.11. Switching fromH toH ′ ∪ K only removes descendant constraints, so the
same critical b-matchings remain valid.

It remains to verify the local support structure required in the validity Definition 3.6.1(B).
First let S ∈ K . Then S ∈ H ′′, so S is the full original preimage of a support component Q of

the contracted image x̂ containing half-integral edges. By construction of the new cuts, x(δ(S )) = 0. By
Lemma 3.3.5, counted support components of x̂ lift bijectively to counted support components of x. Therefore
the component Q lifts to exactly one support component of supp(x)[S ] counted by ΦG(x). Hence S satisfies
the exposed-set condition in Definition 3.6.1(B)(i).
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Now let T ∈ H ′. We have Π(T ) > 0, and therefore complementary slackness gives x(δ(T )) = 1. The
set T is (Π,F , b)-factor-critical, since Π is F -positively-critical. Hence the boundary-one local structure
required in Definition 3.6.1(B)(ii) is exactly the support-compatible lifting structure proved in Section 3.3:
after contracting T , the reduced node has demand 1 and boundary value 1, when it is expanded, the positive
reduced boundary is either one edge of value 1, or two edges of value 1/2, and the internal part is given by a
tight critical b-matching or by the support-compatible average of two tight critical b-matchings. Thus no
counted support component is hidden inside T , no counted component is split, and the support-component
potential is preserved.

Finally, every edge in supp(x) is tight with respect to Π, by complementary slackness between x and
Π. Since all members of F \ H ′ have Π-value zero and the new members of K are assigned Π-value
zero, the same tightness statement is valid for the dual family H ′ ∪ K . Therefore (H ′,K , x,Π) is a valid
configuration. □

Lemma 3.6.13. Let K ⊆ H ′′ and suppose that

Ψ(S ) = 0 ∀S ∈ H \ K

and
Ψ(S ) > 0 ∀S ∈ K .

Run the auxiliary procedure from the valid configuration (H ′,K , x,Π) and let the output be (L,K , z,Λ).
Then z = y.

Proof. It is proved later in Subsection 3.6.4 that the auxiliary procedure terminates in a strongly polynomial
number of iterations.

By Lemma 3.6.5 and Lemma 3.6.7, L ⊆ H ′, (L,K , z,Λ) is valid, and z is optimal for PK
L,b(G, c). Since

H ′ ⊆ H \ K , the hypothesis gives
Ψ(S ) = 0 ∀S ∈ H ′.

By the definition of K ,
Ψ(S ) = 0 ∀S ∈ H ′′ \ K .

Therefore the only blossom sets inH with positive Ψ-value belong to K .
Since y is feasible for PHb (G, c), it is feasible for PKb (G, c). Moreover, deleting the zero-valued variables

in H \ K leaves a feasible dual solution for DKb (G, c), and y satisfies complementary slackness with this
restricted dual.

Since L ⊆ H ′, the vector y is feasible for PK
L,b(G, c), because it satisfies the equality constraints for K

and the inequalities for L. Moreover,

Feas(PK
L,b) ⊆ Feas(PL∪Kb ) ⊆ Feas(PKb ).

Since y is optimal for PKb (G, c) and feasible for PK
L,b(G, c), the optimum values of all three LPs are equal.

The vector z is optimal for PK
L,b(G, c), hence it has this same common optimum value. Therefore z is also

optimal for PL∪Kb (G, c). The vector y is feasible for PL∪Kb (G, c) and has the same common optimum value,
so y is also optimal for PL∪Kb (G, c).

The family L∪K is critical by validity of the final configuration. Therefore (⋆b) implies that PL∪Kb (G, c)
has a unique optimum. Since both y and z are optimal for this LP, we get y = z. □

Proof of Lemma 3.6.10. By Theorem 3.5.1,H = H ′ ∪H ′′ is critical, and Π, extended by

Π(S ) = 0 ∀S ∈ H ′′,
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is anH-critical dual. Hence, by (⋆b), PHb (G, c) has a unique optimum.
We prove the lemma by contradiction. Choose a counterexample to the lemma with |V | minimal. Thus

either ΦG(y) > ΦG(x), or ΦG(y) = ΦG(x) and Ψ(S 0) = 0 for some S 0 ∈ H
′′.

By Lemma 3.6.11, applied to this minimal counterexample, we have

Ψ(S ) = 0 ∀S ∈ H ′.

Define K := {S ∈ H ′′ : Ψ(S ) > 0}. Then

Ψ(S ) = 0 ∀S ∈ H \ K ,

and
Ψ(S ) > 0 ∀S ∈ K .

By Lemma 3.6.12, the quadruple (H ′,K , x,Π) is a valid support-proper configuration. Run the auxiliary
support-proper half-integral b-matching procedure with input (H ′,K , x,Π), and let its output be (L,K , z,Λ).
By validity preservation, L ⊆ H ′, and (L,K , z,Λ) is a valid support-proper configuration. By the optimality
property of the auxiliary procedure, z is optimal for PK

L,b(G, c).
By Lemma 3.6.13, we have z = y. Therefore Lemma 3.6.8 gives ΦG(y) = ΦG(z) ≤ ΦG(x). This proves the

non-increase part of the lemma.
It remains to prove the additional positivity statement. Suppose, for a contradiction, that ΦG(y) = ΦG(x)

and that some set S 0 ∈ H
′′ satisfies Ψ(S 0) = 0. Then S 0 < K .

Let Q0 be the support component of x̂ whose full original preimage is S 0. We use the same Q0 notation
for the corresponding support component in the initial contracted graph of the auxiliary procedure with input
(H ′,K , x,Π). Thus Q0 contains half-integral edges and x̂(δĜ(Q0)) = 0.

SinceΦG(y) = ΦG(x) and z = y, we haveΦG(z) = ΦG(x).By Lemma 3.6.8, no strictly potential-decreasing
step occurred during the auxiliary procedure, so Cases I(a) and I(b) were never executed.

Case II does not change the primal vector. We claim that a Case I(c) step cannot merge the component
descending from Q0 with a newly created counted support component. Indeed, by the Case I(c) part of
Lemma 3.6.5, the full positive-support closure of the newly created half-integral component is disjoint from
every support component that was counted before the update. Since the component descending from Q0 is
counted throughout the present constant-potential argument until a possible unshrinking of a retained old cut
inside S 0, no Case I(c) step can first meet or merge with it.

Because Cases I(a) and I(b) never occur, no operation deletes the counted component descending from Q0.
By the preceding paragraph, Case I(c) cannot merge this component with a newly created counted component.
Therefore, up to the first possible unshrinking of a retained old cut contained in S 0, the current image of S 0 is
still a single support component containing half-integral edges, namely the descendant of Q0.

We next show that no member of H ′ contained in S 0 leaves L. Suppose otherwise, and let T0 ∈ H
′,

T0 ⊆ S 0, be the first such set removed from L. Immediately before this unshrinking, every retained old cut
contained in S 0 that was contracted before this step is still represented in the current image of S 0, by the
choice of T0. Hence the contracted node t0 representing T0 is a vertex of the current image of S 0.

Since this current image is the support component descending from Q0, it contains half-integral edges.
Therefore t0 ∈ R. But T0 can be unshrunk only in Case II, and then its contracted node belongs to B−. Thus
there is an odd alternating path from T to t0. Since t0 ∈ R, this gives an alternating T -R walk, contradicting
the assumption of Case II.

Hence every member ofH ′ contained in S 0 remains contracted until the end of the auxiliary procedure.
Consequently, the final image of S 0 is still the support component descending from Q0. Since support
components have no positive edges leaving them, we get z(δ(S 0)) = 0.
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But S 0 ∈ H , and z = y. Since y is feasible for PHb (G, c), we have z(δ(S 0)) = y(δ(S 0)) ≥ 1, a contradiction.
Therefore no such S 0 ∈ H

′′ exists. Hence, whenever ΦG(y) = ΦG(x), we have

Ψ(S ) > 0 ∀S ∈ H ′′.

This proves both parts of the lemma. □

3.6.4 The non-decreasing scenario

A phase means a consecutive interval of iterations of Algorithm 3. A phase is called non-decreasing if the
potential ΦG(z) does not decrease during the phase. Since the potential is non-increasing during the auxiliary
procedure, a non-decreasing phase is a phase of constant potential. Hence, by Lemma 3.6.8, Cases I(a) and
I(b) do not occur during such a phase, only Case I(c) and Case II may occur. In this subsection we analyze
phases of the auxiliary support-proper half-integral b-matching procedure in which the support-component
potential does not decrease.

Let (F ,K , x,Π) be the input valid configuration, and let (L,K , z,Λ) be the current valid configuration at
the beginning of an iteration of the auxiliary procedure. Let G∗ = (V∗, E∗) be the current contracted tight
graph, and let z∗ be the image of z. We define the sets T and R and alternating walks as in the previous
subsections.

Definition 3.6.2. A node q ∈ V∗ is called outer if there exists an even-length alternating walk from a node of
R to q. It is called inner if there exists an odd-length alternating walk from a node of R to q. We denote the
sets of outer and inner nodes by No,N i respectively.

Every node of R is outer.

Lemma 3.6.14. Consider a Case I(c) step in a non-decreasing phase. Let P = v0e1v1 · · · ekvk be the shortest
alternating T-R walk chosen by the procedure, with v0 ∈ T. Let P1 = v0e1v1 · · · eℓvℓ be the alternating
path from v0 to the base r = vℓ of the odd cycle C. Let Q be the support component of the new vector z∗

that contains the half-integral cycle created on C. Then every node that was reachable from v0 by an even,
respectively odd, alternating walk before the Case I(c) update is reachable after the update from a node of
Q ⊆ R by an even, respectively odd, alternating walk.

Proof. Along the path P1, the update increases the odd-positioned edges and decreases the even-positioned
edges. Hence every odd-positioned edge of P1 is positive after the update, while an even-positioned edge
may disappear from the positive support only if its value is decreased to zero.

The half-unit update on the odd cycle C creates a half-integral support structure containing the base vertex
r = vℓ. Let Q be the full positive-support component containing this newly created half-integral cycle. After
R is recomputed, every vertex of Q belongs to R.

If Q contains v0, then every alternating walk that previously started at v0 can simply be restarted from
v0 ∈ Q ⊆ R, with the same parity.

Assume therefore that v0 < V(Q). Moving backwards from r along P1, the component Q continues
through all edges of P1 that remain positive after the update. Let e2 j be the first edge, when moving backwards
from r toward v0, that is not positive after the update. Then e2 j is an even-positioned edge of P1, and it was
decreased to zero. The vertex v2 j lies on the Q-side of this obstruction.

The initial segment v0e1v1 · · · e2 jv2 j has even length. Before the update it is an alternating path starting
at v0. After the update it can be traversed backwards as an alternating walk starting at v2 j ∈ Q. Indeed, an
edge that was even-positioned on P1 is tight and can therefore be used as an increasable edge in the reverse
traversal, while an edge that was odd-positioned on P1 has just been increased and is therefore positive, so it
can be used as a decreasable edge in the reverse traversal.
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Since the reversed segment has even length, concatenating it with any pre-update alternating walk that
started at v0 preserves the parity of the endpoint. Thus every node that was previously reachable from v0 by
an even, respectively odd, alternating walk is reachable after the update from the node v2 j ∈ Q ⊆ R by an
even, respectively odd, alternating walk. □

Lemma 3.6.15. Let P be a non-decreasing phase of the auxiliary procedure. If a node is outer in some
iteration of P, then in every later iteration of P it remains a node of the current contracted graph and remains
outer. If a node is inner in some iteration of P, then in every later iteration of P it is either still inner, or it
has been unshrunk in an intermediate Case II step.

Proof. During a non-decreasing phase, Cases I(a) and I(b) do not occur, because both strictly decrease the
potential by Lemma 3.6.8. Hence it is enough to check Case I(c) and Case II.

First consider Case I(c). Let P = v0e1v1 · · · ekvk be the shortest alternating T -R walk chosen by the
procedure, with v0 ∈ T . Let P1 = v0e1v1 · · · eℓvℓ be the alternating path from v0 to the base of the odd
alternating cycle C. Let Q be the full positive-support component of the new vector z∗ containing the
half-integral Euler component created on C. After R is recomputed, every node of Q belongs to R.

By Lemma 3.6.14, every node that was reachable from v0 by an even, respectively odd, alternating walk
before the update is reachable after the update from a node of Q ⊆ R by an even, respectively odd, alternating
walk. Thus the outer and inner labels generated from the exposed root v0 are preserved.

It remains to check that no old witness rooted in R \ {v0} is destroyed by the Case I(c) update. The only
edges that can become unusable are the even-positioned edges of P1 that are decreased to zero. Indeed,
odd-positioned edges of P1 are increased, and all other unmodified positive/tight statuses remain unchanged.

Suppose that an old witnessing alternating walk W, rooted at some w ∈ R \ {v0}, uses such an edge
e2 j = v2 j−1v2 j as a decreasable edge, and that e2 j becomes zero after the update. Choose the first such edge
of P1 used by W. The endpoint v2 j is on the Q-side of e2 j, since the suffix of P1 from v2 j to the base of C
remains in the positive-support component Q.

First suppose that W reaches v2 j before using e2 j. Then the prefix of W from w to v2 j has odd length,
because e2 j is used next as a decreasable edge. The prefix of P1 from v0 to v2 j−1 has length 2 j − 1, hence
odd. Since e2 j was positive before the update, it was decreasable. Therefore the prefix of P1 from v0 to v2 j−1,
followed by e2 j, followed by the reverse of the prefix of W from w to v2 j, is an alternating walk from v0 ∈ T
to w ∈ R \ {v0}.

Thus, before the Case I(c) update, there already existed an alternating T -R walk reaching a node of R
before the odd cycle C is used. If the first reached node of R lies in T , the procedure would have been in Case
I(a), if it lies in R \ T , the procedure would have been in Case I(b). Both cases strictly decrease the potential,
and therefore cannot occur in a non-decreasing phase.

Hence W cannot use e2 j from the Q-side endpoint v2 j. It remains only to consider the case where W
reaches v2 j−1 before using e2 j. In this case the prefix of W from w to v2 j−1 has odd length, and then e2 j is
used as the next, even-positioned, decreasable edge. After the update, delete from W this prefix together with
the edge e2 j. The remaining suffix starts at v2 j ∈ Q ⊆ R. Since the deleted part has even length, the parity of
the endpoint reached by W is unchanged. Thus the old witness is not destroyed, it is replaced by a witness of
the same parity rooted at the new component Q.

Consequently, no old witness rooted in R \ {v0} is destroyed by the Case I(c) update. Hence Case I(c)
preserves the outer and inner status of every node that remains represented. Since Case I(c) does not unshrink
any contracted set, every represented node remains present.

Now consider Case II. Define B+ and B− as in Algorithm 3. Since T ⊆ R, we have B+ ⊆ No and B− ⊆ N i.

During the dual update, every tight edge on an alternating path from T to a node of B+ ∪ B− remains tight:
such an edge has one endpoint in B+ and one endpoint in B−, so the two endpoint changes cancel. Therefore
all alternating paths witnessing membership in B+ or B− remain valid. Adding newly tight edges can only
create additional alternating walks.
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We next treat the nodes whose witnesses start from a counted support component rather than from an
exposed K-node.

Let a ∈ No \ B+, and fix an even alternating witness W from a node of R \ T to a. We claim that no node
of W lies in B+ ∪ B−.

Suppose first that W meets a node q ∈ B−. Let Wq be the prefix of W from its root in R \ T to q. If Wq

has even length, then q ∈ No ∩ B−, and the odd alternating path from T to q, followed by the reverse of Wq,
gives an alternating T -R walk, contradicting Case II. If Wq has odd length, then replacing Wq by the odd
alternating path from T to q, and then following the suffix of W from q to a, gives an even alternating path
from T to a. Hence a ∈ B+, contrary to the choice of a. Thus W does not meet B−.

Suppose next that W meets a node q ∈ B+. Again let Wq be the prefix of W from its root in R \ T to q. If
Wq has odd length, then q ∈ N i ∩ B+, and the even alternating path from T to q, followed by the reverse of
Wq, gives an alternating T -R walk, contradicting Case II. If Wq has even length, then replacing Wq by the
even alternating path from T to q, and then following the suffix of W from q to a, gives an even alternating
path from T to a. Hence a ∈ B+, again a contradiction. Thus W does not meet B+.

Therefore the witness W is disjoint from B+ ∪ B−, and so it is not affected by the Case II dual update. The
same argument with even and odd interchanged shows that if a ∈ N i \ B−, then an odd alternating witness
from R \ T to a is disjoint from B+ ∪ B−. Hence every node in No \ B+ keeps an outer witness, and every
node in N i \ B− keeps an inner witness, except possibly when such a witness passes through a set that is
unshrunk. This case is handled next.

Suppose that a set S ∈ L ∩ B− is unshrunk. The contracted node of S is inner at the moment of
unshrinking. We show that every alternating witness passing through this node can be lifted through S with
the same endpoint parity. Let such a witness use two boundary edges attached in S at vertices u1, u2 ∈ S . If
u1 = u2, no internal trail is needed. If u1 , u2, choose tight critical b-matchings Mu1 and Mu2 inside S . In the
reduced colored difference of Mu1 and Mu2 , the unique imbalanced component contains u1 and u2. Hence it
contains an alternating u1u2-trail of even colored length, using only tight edges. The endpoint colors of this
trail are the ones determined by the excess colors in the colored difference, and these are exactly the statuses
needed to alternate with the two boundary edges of the external witness. Inserting this trail between the two
boundary edges gives a lifted alternating witness through the expanded set S , with the same endpoint parity
as before unshrinking. Thus every remaining represented node keeps its outer or inner status, while the node
corresponding to S itself disappears and was inner.

Finally, an outer node cannot be unshrunk. Indeed, if a node q ∈ B− were also outer, then there would be
an even alternating walk from some node of R to q, and an odd alternating path from some node of T to q.
The odd alternating path from T to q, followed by the reverse of the even alternating walk from R to q, gives
an alternating T -R walk, contradicting the assumption of Case II.

Thus after Case II every outer node remains present and outer, while every inner node either remains
inner or is unshrunk during that step.

The two monotonicity statements follow by induction over the iterations of the non-decreasing phase. □

Corollary 3.6.1. A non-decreasing phase of the auxiliary support-proper half-integral b-matching procedure
contains at most (|K| + |F | + 1)(|V | + 1) + |K| + |F | iterations. In particular, its length is O

(
|V |(|V | + |F |)

)
.

Proof. During a non-decreasing phase, Cases I(a) and I(b) do not occur. Hence every Case I step occurring
inside the phase is of type I(c).

A Case I(c) step corrects exactly one exposed K-node and no other K-set becomes exposed in this step.
Case II does not change the primal vector z. Therefore the set T of exposed K-nodes decreases by one in
every Case I(c) step and never increases during a non-decreasing phase. Hence Case I(c) can occur at most
|K| times.

Now consider Case II. In such an iteration, the maximal dual update has one of two possible outcomes:
either a new tight edge appears, or some set S ∈ L ∩ B− reaches dual value 0 and is unshrunk. The second
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outcome can occur at most |F | times, because L ⊆ F only decreases and each such step removes at least one
member of L.

It remains to count Case II iterations in which no set is unshrunk. We split the phase into blocks separated
by either a Case I(c) step or a Case II step in which a set is unshrunk. There are at most |K| + |F | separating
steps, and hence at most |K| + |F | + 1 blocks. During one such block, the primal vector z, the set T , the set L,
and the contracted vertex set are fixed. Only the tight edge set may change.

We claim that inside one block there are at most |V | + 1 Case II iterations with no unshrinking. Fix
one such Case II iteration, and let B+ and B− be the even and odd T -reachable sets at the beginning of the
iteration. Since no set is unshrunk, maximality of the dual update implies that at least one new edge becomes
tight. Such an edge uv must satisfy σ(u) + σ(v) > 0, where σ(q) is defined as in Lemma 3.6.6 Thus, up to
switching the endpoints, only two cases are possible: u, v ∈ B+, or u ∈ B+, v < B+ ∪ B−.

First suppose that a new tight edge joins two nodes of B+. Choose even alternating paths from T to its
two endpoints. Adding the new tight edge between the two endpoints gives an alternating T -T walk, and
since T ⊆ R, this is an alternating T -R walk. Therefore a Case I step becomes possible in the next iteration.
Consequently, this can occur only as the last Case II iteration of the current block.

Now suppose no new tight edge joins two nodes of B+. Then some new tight edge uv has u ∈ B+, v <
B+ ∪ B−. Let P be an even alternating path from T to u. Since v < B+ ∪ B−, the node v does not occur on P.
The new edge uv is tight and hence increasable. Therefore appending uv to P gives an odd alternating path
from T to v. Thus v enters the odd T -reachable set B−.

Moreover, within the same block, once a node becomes odd T -reachable, it remains odd T -reachable
in later Case II iterations. Indeed, the witnessing alternating path has edges only between even and odd
reachable nodes, and these edges have dual-change coefficient 1 + (−1) = 0. Hence they remain tight under
later Case II updates in the same block. Since the primal vector does not change inside the block, the same
path remains alternating.

Therefore, except possibly for one terminal Case II iteration that creates an alternating T -R walk, every
Case II iteration with no unshrinking strictly adds at least one new node to B−. Since the contracted graph
has at most |V | nodes, there can be at most |V | such enlarging iterations inside one block, and at most one
terminal iteration. Hence each block contains at most |V | + 1 Case II iterations with no unshrinking.

There are at most |K| + |F | + 1 blocks, therefore the number of Case II iterations with no unshrinking
is at most (|K| + |F | + 1)(|V | + 1). Adding the at most |K| Case I(c) iterations and the at most |F | Case II
iterations with unshrinking gives the bound (|K| + |F | + 1)(|V | + 1) + |K| + |F |. □

Lemma 3.6.16. Assume that the auxiliary procedure is non-decreasing with input (F ,K , x,Π) and output
(L,K , z,Λ). For sets in F \ L that have been unshrunk, use Λ(S ) = 0. Let G∗ be the final contracted tight
graph, and let z∗ be the final contracted primal vector. Then for every S ∈ V ∪ F ∪ K , if Λ(S ) , Π(S ), then
either S ∈ F \ L, or S is represented by a node of the final contracted graph.

Moreover:

(i) If Λ(S ) > Π(S ), then S is represented by an outer node of the final contracted graph.

(ii) IfΛ(S ) < Π(S ), then either S ∈ F \L, or S is represented by an inner node of the final contracted graph,
or S is represented by a node lying in a final support component of z∗ that contains a half-integral
edge.

Proof. A dual value can change only in a Case II dual update. Such an update changes only the dual values
of nodes that are represented in the current contracted graph: it increases the values on B+ and decreases the
values on B−.

Therefore, if S ∈ V ∪ F ∪ K satisfies Λ(S ) , Π(S ), then S must have been represented as a node at
some Case II step. From the first such step onward, the status of this coordinate is tracked by Lemma 3.6.15.
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If the corresponding node disappears during the procedure, this can only happen by unshrinking, and then
S ∈ F \ L, with the convention Λ(S ) = 0. Otherwise the coordinate is represented by a node of the final
contracted graph. This proves the first part.

Now suppose Λ(S ) > Π(S ). Then, at some Case II step, the node representing S belonged to B+,
hence it was outer at that step. By Lemma 3.6.15, outer nodes remain represented and outer throughout a
non-decreasing phase. Thus S is represented by an outer node in the final contracted graph.

Now suppose Λ(S ) < Π(S ). Then, at some Case II step, the node representing S belonged to B−, hence
it was inner at that step. If it was later unshrunk, then S ∈ F \ L. Otherwise it remains represented. By
Lemma 3.6.15, its odd alternating reachability is preserved unless the node becomes part of a final support
component containing half-integral edges. Hence, in the final contracted graph, it is either inner or lies in
such a half-integral support component.

Finally, if S ∈ K , then S is never unshrunk. Thus any changed K-set remains represented in the final
graph. In the application below, K = H ′′, and it is proved in Lemma 3.6.20 that these nodes start exposed
and outer, and during a non-decreasing execution they are never decreased. □

Lemma 3.6.17. Assume that the auxiliary procedure is non-decreasing. Let (L,K , z,Λ) be the terminating
valid configuration, and let G∗ be the final contracted tight graph with cost function c∗. Let z∗ be the image
of z. Let Θ : V∗ → R be an arbitrary optimal solution to the dual of the degree relaxation D0

b∗(G
∗, c∗). Let

No,N i be the final outer and inner sets. Then the following hold.

(i) If q ∈ V∗ lies in a support component of z∗ containing half-integral edges, then Λ(q) = Θ(q).

(ii) If q ∈ No, then Λ(q) ≤ Θ(q).

(iii) If q ∈ N i, then Λ(q) ≥ Θ(q).

Proof. At termination T = ∅. Hence z∗ satisfies all degree equations in the final contracted graph. Since
every positive edge of z∗ is tight with respect to Λ, the pair (z∗,Λ) satisfies complementary slackness for the
degree relaxation in G∗. Therefore z∗ is primal optimal and Λ is dual optimal for P0

b∗(G
∗, c∗) and D0

b∗(G
∗, c∗).

By assumption, Θ is another optimal dual solution.
For a node q ∈ No ∪ N i, let ℓ(q) denote the length of a shortest alternating walk from R to q in the final

contracted graph. We prove the three statements by induction on ℓ(q).
First consider the base case ℓ(q) = 0. Then q ∈ R. Since T = ∅ at termination, this means that q lies in a

support component Q of z∗ containing half-integral edges.
We show that

Λ(r) = Θ(r) ∀r ∈ V(Q).

Since z∗ is optimal and both Λ and Θ are optimal dual solutions, every edge uv ∈ supp(z∗) is tight for both
dual solutions. Hence

Λ(u) + Λ(v) = c∗(uv) = Θ(u) + Θ(v) ∀uv ∈ supp(z∗).

Define d(v) := Θ(v) − Λ(v). Then

d(u) + d(v) = 0 ∀uv ∈ supp(z∗).

The component Q contains a half-integral Euler component with an odd number of edges. Since this
component is Eulerian and has odd size, it contains an odd closed trail. Along this odd closed trail, the
relations d(u)+ d(v) = 0 force d = 0 on all vertices of the trail. Since Q is connected in the support graph, the
same relations propagate d = 0 to every node of Q. Therefore

Λ(r) = Θ(r) ∀r ∈ V(Q).
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In particular, the equality holds for every node at distance 0. This is the b-matching replacement for the
ordinary proof’s base case, where a node at distance 0 lies on an odd cycle of the final support.

Now assume the statements have been proved for all nodes with ℓ ≤ i, and let u be a node with ℓ(u) = i+1.
Let v be the predecessor of u on a shortest alternating walk from R to u. Then ℓ(v) = i.

If i is even, then v is outer, and the edge vu is used in an increasable position. Since vu ∈ E∗, it is tight
with respect to Λ, so Λ(v)+Λ(u) = c∗(vu). Dual feasibility of Θ gives Θ(v)+Θ(u) ≤ c∗(vu). By the induction
hypothesis for the outer node v, Λ(v) ≤ Θ(v). Combining these three relations yields Θ(u) ≤ Λ(u). Thus u is
inner and satisfies Λ(u) ≥ Θ(u).

If i is odd, then v is inner, and the edge vu is used in a decreasable position. Therefore z∗vu > 0. Since z∗ is
primal optimal and both Λ and Θ are dual optimal, this positive edge is tight for both duals:

Λ(v) + Λ(u) = c∗(vu) = Θ(v) + Θ(u).

By the induction hypothesis for the inner node v, Λ(v) ≥ Θ(v). Therefore Λ(u) ≤ Θ(u), meaning that u is
outer and satisfies Λ(u) ≤ Θ(u).

This completes the induction. The induction gives (ii) and (iii). The base case also proves (i), because
every node in a support component containing half-integral edges belongs to R at termination. □

3.6.5 Persistence of outer cuts

In this subsection we prove the support-proper b-matching analogue of Lemma 3.4 in [3]. The goal is to show
that during a sequence of iterations in which the support-component potential does not decrease, the newly
generated cuts remain present in the subsequent cutting-plane families.

Definition 3.6.3. LetH = H ′ ∪H ′′ be the family obtained in one step of the support-proper cut-generation
rule, where H ′ = {S ∈ F : Π(S ) > 0} is the family of retained old cuts and H ′′ is the family of newly
generated cuts. Extend Π toH by setting

Π(S ) = 0 ∀S ∈ H ′′.

Let G∗ = (V∗, E∗) be the graph obtained from G by deleting all non-Π-tight edges and contracting every
maximal member ofH . Let x∗ be the image of x in G∗.

The contracted nodes corresponding to the members ofH ′′ are regarded as exposed K-nodes. Define T
and R as before. A node q ∈ V∗ is called outer if there exists an even-length alternating walk in G∗ from a
node of R to q. We use the notation

O∗(x,Π,H) := {q ∈ V∗ : q is outer in G∗}.

For a contracted node q ∈ V∗, let pre(q) ⊆ V denote its preimage in the original graph. We define

Outer(x,Π,H) := H ′′ ∪ {S ∈ H ′ : ∃q ∈ O∗(x,Π,H) such that S ⊆ pre(q)}.

Remark 3.6.4. For old cuts S ∈ H ′, Π(S ) > 0 is automatic from the definition ofH ′. Newly generated cuts
S ∈ H ′′ are included in Outer(x,Π,H) although Π(S ) = 0, because they are exposed K-nodes and hence
belong to the root set T ⊆ R.

Lemma 3.6.18. Assume (⋆b) holds. With the notation above, let y be the unique optimum of PHb (G, c),
and let Ψ be a Π-extremal dual optimum of DHb (G, c). Let H ′next := {S ∈ H : Ψ(S ) > 0}, and let H ′′next be
the family of newly generated cuts from the support-proper cut-generation rule applied to (H , y,Ψ). Set
Hnext = H

′
next ∪H

′′
next. If ΦG(y) = ΦG(x), then Outer(x,Π,H) ⊆ Outer(y,Ψ,Hnext).
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Before the next lemma, we record one technical point that is needed in the minimal counterexample
argument. A failure of Lemma 3.6.18 means that some outer cut is present before the transition, but is no
longer outer after the transition. When we contract a positive-dual set S , such a cut is usually mapped to
its image in the contracted instance. However, if the cut is contained in S , then it becomes absorbed and no
longer appears as a cut after the contraction.

In this case the obstruction is represented in the contracted instance by the outer node corresponding to
the contracted set. Equivalently, in the original graph we identify this node with its full preimage. This does
not change the substance of the argument. If the corresponding outer node survived after the transition in
the contracted instance, then the alternating witness could be lifted through the contracted factor-critical set,
using the tight critical b-matching certificates inside S . The lifted witness would show that the original cut
also survives after the transition. Therefore a failure of outer persistence is not lost by passing to a contracted
instance.

We shall also use that every member of H ′′ is maximal in H = H ′ ∪ H ′′, by the construction of the
newly generated cuts.

Lemma 3.6.19. Suppose Lemma 3.6.18 is false, and choose a counterexample (G, b, c,F , x,Π,H , y,Ψ,Hnext)
with |V | minimal, using the interpretation above when an obstructing cut is absorbed by a contraction. Then

Ψ(S ) = 0 ∀S ∈ H ′.

Proof. Suppose not. Let S ∈ H ′ satisfy Ψ(S ) > 0. Since S ∈ H ′, by definition, Π(S ) > 0. Thus S is
(Π,H , b)-factor-critical. Since Ψ is H-positively-critical and Ψ(S ) > 0, the set S is also (Ψ,H , b)-factor-
critical. By Lemma 3.5.6, the dual solutions Π and Ψ are identical inside S . Hence contracting S with respect
to Π gives the same contracted costs as contracting it with respect to Ψ.

Contract S , and denote the contracted objects by bars. Since Π(S ) > 0 and Ψ(S ) > 0, complementary
slackness gives x(δ(S )) = 1 = y(δ(S )). Therefore Lemma 3.3.1 applies to both pairs (x,Π) and (y,Ψ).
Moreover, Lemma 3.3.5 gives ΦḠ(x̄) = ΦG(x) and ΦḠ(ȳ) = ΦG(y). Since the original counterexample satisfies
ΦG(y) = ΦG(x), the contracted instance satisfies ΦḠ(ȳ) = ΦḠ(x̄).

By Lemma 3.6.9, the support-proper cut-generation rule commutes with the contraction of S . Hence the
family generated from (F̄ , x̄, Π̄) is precisely the image H̄ = H̄ ′ ∪ H̄ ′′ ofH = H ′ ∪H ′′. Applying the same
lemma to the transition from (H , y,Ψ), the family generated from (H̄ , ȳ, Ψ̄) is precisely the image H̄next of
Hnext.

Since the original instance is a counterexample, there is an obstruction to outer persistence before the
transition which does not survive after the transition. If the obstruction is represented by an active cut, we
denote this cut by U. If this cut is absorbed by the contraction of S , we represent the same obstruction by the
corresponding outer node, as described above.

In either case, let q be an outer node of the contracted tight graph associated with (x,Π,H) such that the
obstructing cut, or its absorbed representative, is contained in pre(q).

We distinguish two cases.
First suppose that U ⊈ S . Then U has a non-absorbed image Ū after contracting S . The alternating

witness showing that q is outer projects through the contraction of S , since the contraction is common for the
two dual solutions and preserves tightness and alternating parity. Hence Ū is outer before the transition in the
contracted instance.

We claim that Ū does not survive after the transition in the contracted instance. Indeed, if it did survive,
then the corresponding alternating witness after the transition could be lifted through the contracted set S .
This lifting is valid because Π and Ψ are identical inside S , and because S is factor-critical with respect to
both dual solutions. The required internal parts of the lifted witness are supplied by tight critical b-matching
certificates inside S . The lifted witness would show that U survives after the transition in the original instance,
contradicting the choice of U. Therefore Ū gives an obstruction in the contracted instance.
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Now suppose that U ⊆ S . In this case the set U becomes absorbed after contracting S , so we use the outer
node that represents the contracted set. Let q̄ be the image, after contracting S , of the outer node q whose
preimage contains U. The outer witness for q projects to an outer witness for q̄. Hence the corresponding
node is outer before the transition in the contracted instance.

We claim that this node does not survive after the transition in the contracted instance. If it did survive,
then the alternating witness after the transition would again lift through S , because Π and Ψ are identical
inside S and S is factor-critical for both dual solutions. The lifted witness would show that U is contained in
an outer node after the transition in the original instance.

It remains only to check that, in the cut case, the cut U is still present in the next family. If U ⊊ S , then
U < H ′′, because the members ofH ′′ are maximal inH = H ′ ∪H ′′. Hence U ∈ H ′. Since Π and Ψ are
identical inside S , we get Ψ(U) = Π(U) > 0. If U = S , then Ψ(U) > 0 holds by the choice of S . Thus in
both cases the cut U is retained inHnext. Therefore the lifted witness would imply that U survives after the
transition in the original instance, again contradicting the choice of U.

Thus, after contracting S , we again obtain an obstruction to outer persistence. Consequently, the
contracted instance is a smaller counterexample to Lemma 3.6.18. This contradicts the minimality of |V |,
because S is a proper non-singleton set and contracting it strictly decreases the number of vertices.

Therefore no S ∈ H ′ can satisfy Ψ(S ) > 0. Hence

Ψ(S ) = 0 ∀S ∈ H ′.

□

Lemma 3.6.20. Assume the hypotheses of Lemma 3.6.18, and assume ΦG(y) = ΦG(x). Suppose

Ψ(S ) > 0 ∀S ∈ H ′′, Ψ(S ) = 0 ∀S ∈ H ′.

Run the auxiliary procedure from the valid configuration (H ′,H ′′, x,Π), and let the output be (L,H ′′, z,Λ).
Assume that z = y. Then, after extending

Λ(S ) = 0 ∀S ∈ H ′ \ L,

the vector Λ is an optimal solution of DHb (G, c).

Proof. Recall that the auxiliary procedure was run with input (H ′,H ′′, x,Π) and output (L,H ′′, z,Λ), where
L ⊆ H ′. Since z = y and ΦG(y) = ΦG(x), the auxiliary execution is non-decreasing by Lemma 3.6.8. By
validity of the final auxiliary configuration, Λ is feasible for DH

′′

L,b(G, c). Thus all edge dual inequalities are
satisfied with respect to the family L ∪H ′′, and the variables corresponding to sets in L satisfy

Λ(S ) > 0 ∀S ∈ L.

The variables corresponding to the equality-family H ′′ are unrestricted in the auxiliary dual. To prove
feasibility for the ordinary blossom dual DHb (G, c), we must show two things:

Λ(S ) ≥ 0 ∀S ∈ H ′′,

and that adding the zero variables
Λ(S ) = 0 ∀S ∈ H ′ \ L

does not violate any edge inequality.
The second point is immediate: variables inH ′ \ L are assigned value zero, and therefore adding them

back to the dual family leaves every dual edge inequality unchanged.
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It remains to prove nonnegativity onH ′′. Fix S ∈ H ′′. At the beginning of the auxiliary procedure, S is
an exposed K-node, because x(δ(S )) = 0. Hence its contracted node belongs to T , and therefore belongs to R,
so it is outer at the beginning of the auxiliary execution. Since the execution is non-decreasing, Lemma 3.6.15
implies that this node remains outer throughout. It is never unshrunk, becauseH ′′ is the fixed K-family of
the auxiliary procedure.

We claim that an outer K-node is never decreased in a Case II dual update. Indeed, in Case II the
decreasing nodes are precisely the nodes in B−. If an outer node belonged to B−, then there would be an even
alternating walk from R to this node and an odd alternating path from T to the same node. Concatenating
these two walks would give an alternating T -R walk, contradicting the assumption of Case II. Therefore an
outer node is never in B−.

Thus the dual value of the node corresponding to S ∈ H ′′ is never decreased during the auxiliary
execution. Since initially

Π(S ) = 0 ∀S ∈ H ′′,

we obtain
Λ(S ) ≥ 0 ∀S ∈ H ′′.

Therefore Λ, extended by zero onH ′ \ L, is feasible for DHb (G, c). We verify complementary slackness with
the primal vector z = y next.

By validity of the final auxiliary configuration, every edge of supp(z) is tight with respect to Λ. Since
z = y, every positive edge of y is tight with respect to Λ. It remains to check the blossom complementary
slackness conditions. Let S ∈ H satisfy Λ(S ) > 0. There are three cases.

If S ∈ L, then validity of the final auxiliary configuration gives z(δ(S )) = 1. Since z = y, this gives
y(δ(S )) = 1.

If S ∈ H ′′, then S is aK-set of the auxiliary procedure. At termination of the auxiliary procedure, T = ∅.
Therefore no K-node remains exposed, and the final vector satisfies z(δ(S )) = 1. Again z = y, so y(δ(S )) = 1.

Finally, if S ∈ H ′ \ L, then by definition Λ(S ) = 0, so this case cannot occur under the assumption
Λ(S ) > 0.

Thus every blossom variable of positive Λ-value is tight for y. The pair (y,Λ) therefore satisfies
complementary slackness for PHb (G, c) and DHb (G, c). Since both y and Λ are feasible, Λ is optimal for
DHb (G, c). □

Lemma 3.6.21. Assume the setting of the proof of Lemma 3.6.18 after the auxiliary procedure has terminated:

z = y, Ψ(S ) > 0 ∀S ∈ H ′′, Ψ(S ) = 0 ∀S ∈ H ′,

and the extension of Λ by zero on H ′ \ L is optimal for DHb (G, c). Let G∗ be the final contracted graph
obtained by contracting the maximal members of L ∪ H ′′ with respect to Λ. For S ∈ L ∪ H ′′, let
∆L∪H

′′

Λ,Ψ
(S ) = max

u∈S

(
ΛS (u) − ΨS (u)

)
. Define Θ : V∗ → R by

Θ(q) =


Ψ(S ), q is the image of a maximal S ∈ H ′′,

Ψ(S ) − ∆L∪H
′′

Λ,Ψ
(S ), q is the image of a maximal S ∈ L,

Ψ(q), q is an uncontracted vertex.

Then Θ is optimal for D0
b∗(G

∗, c∗). Moreover, if q is the image of a maximal member S ∈ L, then Θ(q) ≤ 0.

Proof. For every maximal S ∈ H ′′, we have Ψ(S ) > 0. Hence S is (Ψ,H , b)-factor-critical. Since S is
also (Π,H , b)-factor-critical, Lemma 3.5.6 implies that Π and Ψ are identical inside S . During the auxiliary
procedure no member of H ′′ is unshrunk, and no member of L ⊆ H ′ lies inside S . Thus Λ and Ψ are
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identical inside S . Since z = y and the terminal auxiliary solution has z(δ(S )) = 1 for S ∈ H ′′, Lemma 3.3.1
sends Ψ to the value Ψ(S ) on the contracted node.

Now let S be a maximal member ofL. By validity of the final auxiliary configuration, S is (Λ,L∪H ′′, b)-
factor-critical, every strict descendant of S in L ∪ H ′′ has positive Λ-value, and z(δ(S )) = y(δ(S )) = 1.
Also, by the previous claim, the extension of Λ is optimal for DHb (G, c), and since Ψ(S ) = 0 for every
S ∈ H ′, the restrictions of both Λ and Ψ to L ∪H ′′ are optimal dual solutions for DL∪H

′′

b (G, c). Therefore
Lemma 3.5.1 applies to S in the family L ∪H ′′, with Λ as the critical dual and Ψ as the arbitrary optimal
dual. Lemma 3.5.2 gives the image value Ψ(S ) − ∆L∪H

′′

Λ,Ψ
(S ) on the contracted node.

Applying these contractions to all maximal members of L ∪H ′′ gives exactly the vector Θ. Hence Θ is
an optimal dual solution of the final contracted degree relaxation.

Finally, if q is the image of a maximal S ∈ L, then S ∈ H ′, so Ψ(S ) = 0. Lemma 3.5.1 gives
∆L∪H

′′

Λ,Ψ
(S ) ≥ 0, and therefore

Θ(q) = Ψ(S ) − ∆L∪H
′′

Λ,Ψ
(S ) = −∆L∪H

′′

Λ,Ψ
(S ) ≤ 0.

□

Lemma 3.6.22. Assume the setting of Lemma 3.6.21. Then, for every S ∈ V ∪H ,
|Λ(S ) − Π(S )| ≤ |Ψ(S ) − Π(S )|. Moreover, equality can hold only if Λ(S ) = Ψ(S ).

Proof. We use the convention
Λ(S ) = 0 ∀S ∈ H ′ \ L.

It is enough to prove that, for every S ∈ V ∪ H , the value Λ(S ) lies between Π(S ) and Ψ(S ). Once this
is known, |Λ(S ) − Π(S )| ≤ |Ψ(S ) − Π(S )| is immediate. Moreover, equality can occur only if Λ(S ) is the
endpoint Ψ(S ), if Λ(S ) = Π(S ), then equality forces Ψ(S ) = Π(S ), and again Λ(S ) = Ψ(S ).

If Λ(S ) = Π(S ), there is nothing to prove. We distinguish the two remaining cases.
A coordinate S ∈ V ∪H is said to be represented by a node qS of the final contracted graph if S is either

an uncontracted vertex or a maximal contracted set whose image is qS . A strict descendant hidden inside a
contracted node is therefore not represented.

First suppose that Λ(S ) > Π(S ). By Lemma 3.6.16, the coordinate S is represented by an outer node qS of
the final contracted graph. Applying Lemma 3.6.17 to the optimal final contracted dual Θ from Lemma 3.6.21,
we get Λ(qS ) ≤ Θ(qS ). Since qS represents S , this gives Λ(S ) ≤ Θ(qS ).

We claim that qS cannot be a contracted L-node. If it were the image of a maximal member M ∈ L, then
the represented coordinate would be S = M. By Lemma 3.6.21, Θ(qS ) ≤ 0. On the other hand, M ∈ L ⊆ H ′,
so Π(M) > 0. Together with Λ(M) > Π(M), this gives

0 < Π(M) < Λ(M) = Λ(qS ) ≤ Θ(qS ) ≤ 0,

a contradiction. Hence qS is not a contracted L-node.
Therefore, by the definition of Θ, Θ(qS ) = Ψ(S ). Consequently, Π(S ) < Λ(S ) ≤ Ψ(S ), thus Λ(S ) lies

between Π(S ) and Ψ(S ).
Now suppose that Λ(S ) < Π(S ). By Lemma 3.6.16, one of the following alternatives holds: S ∈ H ′ \ L,

or S is represented by an inner node of the final contracted graph, or S is represented by a node lying in a
final support component of z∗ that contains a half-integral edge.

If S ∈ H ′ \ L, then Λ(S ) = 0. Also, since Ψ(S ) = 0 for every S ∈ H ′, we have Ψ(S ) = Λ(S ) < Π(S ).
Thus Λ(S ) lies between Π(S ) and Ψ(S ).

Next suppose that S is represented by an inner node qS . By Lemma 3.6.17, Λ(qS ) ≥ Θ(qS ). Equivalently,
Θ(qS ) ≤ Λ(S ).
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If qS is not a contracted L-node, then by the definition of Θ, Θ(qS ) = Ψ(S ). Hence Ψ(S ) ≤ Λ(S ) < Π(S ),
so Λ(S ) lies between Π(S ) and Ψ(S ).

If qS is a contracted L-node, then the represented coordinate is the corresponding maximal member
S ∈ L. Since L ⊆ H ′, the assumption Ψ(T ) = 0 for all T ∈ H ′ gives Ψ(S ) = 0. By validity of the final
configuration, Λ(S ) > 0, therefore Ψ(S ) = 0 ≤ Λ(S ) < Π(S ), and again Λ(S ) lies between Π(S ) and Ψ(S ).

Finally suppose that S is represented by a node qS lying in a final support component of z∗ that contains
a half-integral edge. By Lemma 3.6.17, Λ(qS ) = Θ(qS ). Thus Λ(S ) = Θ(qS ).

We claim that qS cannot be a contracted L-node. If it were the image of a maximal member M ∈ L, then
the represented coordinate would be S = M. By Lemma 3.6.21, Θ(qS ) ≤ 0, whereas validity gives Λ(S ) > 0.
This contradicts Λ(S ) = Θ(qS ). Hence qS is not a contracted L-node.

Therefore, by the definition of Θ, Θ(qS ) = Ψ(S ). Consequently, Ψ(S ) = Λ(S ) < Π(S ). Thus Λ(S ) lies
between Π(S ) and Ψ(S ) in this final case as well.

We have shown in all cases that Λ(S ) lies between Π(S ) and Ψ(S ). Therefore |Λ(S ) − Π(S )| ≤ |Ψ(S ) −
Π(S )|. As observed at the beginning, equality can hold only if Λ(S ) = Ψ(S ). □

Lemma 3.6.23. Assume the setting of Lemma 3.6.22. Assume also that Λ, extended by

Λ(S ) = 0 ∀S ∈ H ′ \ L,

is optimal for DHb (G, c). Then Λ = Ψ.

Proof. By assumption, the extended vector Λ is an optimal solution of DHb (G, c). By definition, Ψ is the
Π-extremal optimal solution of DHb (G, c). Therefore Ψ minimizes

h(Ξ,Π) =
∑

S∈V∪Hy

|Ξ(S ) − Π(S )|
|S |

over all dual optima Ξ, whereHy := {S ∈ H : y(δ(S )) = 1}.
By Lemma 3.6.22,

|Λ(S ) − Π(S )| ≤ |Ψ(S ) − Π(S )| ∀S ∈ V ∪Hy,

hence h(Λ,Π) ≤ h(Ψ,Π). Since Ψ is Π-extremal, equality must hold. Therefore equality holds term by term
in the preceding inequalities. By the equality condition in Lemma 3.6.22, this implies

Λ(S ) = Ψ(S ) ∀S ∈ V ∪Hy.

It remains to consider the sets of H \ Hy. Let S ∈ H \ Hy. Since y is feasible for PHb (G, c), we have
y(δ(S )) ≥ 1. Since S < Hy, we also have y(δ(S )) , 1, therefore y(δ(S )) > 1. By complementary slackness
between y and the optimal dual Ψ, Ψ(S ) = 0. Similarly, by complementary slackness between y and the
optimal dual Λ, Λ(S ) = 0. Thus

Λ(S ) = Ψ(S ) ∀S ∈ H \ Hy.

Combining the two cases gives Λ = Ψ. □

Lemma 3.6.24. Assume that the auxiliary procedure is run from the valid configuration (H ′,H ′′, x,Π) and
terminates with (L,H ′′, z,Λ). Assume that the execution is non-decreasing. If S ∈ H ′ ∩Outer(x,Π,H), then
Λ(S ) ≥ Π(S ) > 0.

Proof. Let M be the maximal member ofH ′ containing S . By Lemma 3.6.12, applied with K = H ′′, the
familiesH ′ andH ′′ are disjoint. Moreover, every member ofH ′′ is maximal inH by construction. Hence
M is a maximal member ofH ′ ∪H ′′, and it is represented by a node m in the initial contracted graph of the
auxiliary procedure with input (H ′,H ′′, x,Π).
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By the definition of Outer, the contracted node containing the image of S is outer. Since M is the
maximal member ofH ′ containing S , this node is precisely the node m representing M. The execution is
non-decreasing, so by Lemma 3.6.15, the node m remains present and outer throughout the whole execution.

In Case II, a node can be unshrunk only if it belongs to B−. But an outer node cannot belong to B−, hence
M is never unshrunk.

If S = M, then the dual value of S can only be increased while its node is outer, and is never decreased.
Therefore Λ(S ) ≥ Π(S ). If S ⊊ M, then S remains strictly inside the contracted node M for the whole
auxiliary execution. Since M is never unshrunk, every strict descendant of M, including S , remains hidden
inside the contracted node m throughout the execution. Case II changes only the dual values of nodes in the
current contracted graph, and strict descendants of a contracted node are not nodes of that graph. Hence the
dual coordinate of S is never exposed to a Case II dual update, and therefore Λ(S ) = Π(S ). In both cases,
Λ(S ) ≥ Π(S ). Since S ∈ H ′, by definition Π(S ) > 0. Thus Λ(S ) ≥ Π(S ) > 0. □

Proof of Lemma 3.6.18. Suppose, for a contradiction, that the statement is false, and choose a counterexample
(G, b, c,F , x,Π,H , y,Ψ,Hnext) with |V | minimal, using the interpretation above when an obstructing cut is
absorbed by a contraction.

SinceH = H ′ ∪H ′′ is the family generated from (F , x,Π), and since ΦG(y) = ΦG(x), Lemma 3.6.10
gives

Ψ(S ) > 0 ∀S ∈ H ′′.

By Lemma 3.6.19,
Ψ(S ) = 0 ∀S ∈ H ′.

HenceH ′next = {S ∈ H : Ψ(S ) > 0} = H ′′.
By Lemma 3.6.12, withK = H ′′, the quadruple (H ′,H ′′, x,Π) is a valid configuration. Run Algorithm 3

from this input, and let its output be (L,H ′′, z,Λ). By Lemma 3.6.13, with K = H ′′, we have z = y.
Therefore ΦG(z) = ΦG(y) = ΦG(x), so the auxiliary procedure is non-decreasing.

By Lemma 3.6.20, the extension of Λ by

Λ(S ) = 0 ∀S ∈ H ′ \ L

is optimal for DHb (G, c).
Now construct the final contracted graph and the vector Θ as in Lemma 3.6.21. Then Lemmas 3.6.21 and

3.6.22 apply, and Lemma 3.6.23 yields Λ = Ψ. Since Ψ(S ) = 0 for all S ∈ H ′, we get

Λ(S ) = 0 ∀S ∈ H ′.

But validity of the final configuration gives

Λ(S ) > 0 ∀S ∈ L,

and L ⊆ H ′. Hence L = ∅.
Thus the final contracted tight graph of the auxiliary procedure is exactly the contracted tight graph

obtained from (y,Ψ) after contracting the maximal members of H ′next = H
′′. This is the intermediate

contracted graph used in the next cut-generation step, before the newly generated cutsH ′′next are contracted.
We now compare the two outer families. Every member of H ′′ belongs to Outer(x,Π,H) by Defini-

tion 3.6.3. During the non-decreasing auxiliary execution, the corresponding contracted nodes are fixed
K-nodes, hence they start outer and remain outer by Lemma 3.6.15. SinceH ′next = H

′′, these same cuts are
retained positive-dual old cuts in the next iteration.

WhenH ′′next is added, each old set inH ′next = H
′′ is either disjoint from a new set inH ′′next or contained

in it. If its contracted node is not contained in a new set, its previous outer witness remains valid. If it is
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contained in a new set, then the new set is an exposed node in the definition of Outer(y,Ψ,Hnext), hence it is
outer by definition. ThereforeH ′′ ⊆ Outer(y,Ψ,Hnext).

It remains to exclude old retained cuts from the initial outer family. Suppose that S ∈ H ′∩Outer(x,Π,H).
Then Lemma 3.6.24 gives Λ(S ) ≥ Π(S ) > 0. But Λ = Ψ and Ψ(S ) = 0 for all S ∈ H ′, a contradiction.
HenceH ′ ∩ Outer(x,Π,H) = ∅. Together with the definition of outer cuts, this gives Outer(x,Π,H) = H ′′.
Therefore Outer(x,Π,H) ⊆ Outer(y,Ψ,Hnext), contradicting the choice of the counterexample. □

Lemma 3.6.25. Assume that (⋆b) holds. Let Fi,Fi+1, . . . ,F j be consecutive families generated by the
support-proper cutting-plane algorithm, and let xi, xi+1, . . . , x j be the corresponding unique primal optima.
Suppose that ΦG(xi) = ΦG(xi+1) = · · · = ΦG(x j). For each iteration k, let H ′′k denote the family of newly
generated cuts in that iteration. Then every cut generated during this constant-potential interval remains

present at the end:
j−1⋃
k=i

H ′′k ⊆ F j.

Proof. Fix S ∈ H ′′k for some k ∈ {i, . . . , j−1}. At the moment it is generated, S belongs to Outer(xk,Πk,Hk),
because every newly generated cut is included in the outer family by Definition 3.6.3.

We prove by induction on ℓ = k, k + 1, . . . , j − 1 that S ∈ Outer(xℓ,Πℓ,Hℓ). The case ℓ = k was just
shown.

Assume the claim holds for some ℓ < j − 1. Since the potential is constant throughout the in-
terval, ΦG(xℓ) = ΦG(xℓ+1). Applying Lemma 3.6.18 to the transition from Fℓ to Fℓ+1, we get S ∈

Outer(xℓ+1,Πℓ+1,Hℓ+1). This proves the induction.
In particular, S ∈ Outer(x j−1,Π j−1,H j−1). By Definition 3.6.3, Outer(x j−1,Π j−1,H j−1) ⊆ H ′j−1 ∪H

′′
j−1.

But F j = H
′
j−1 ∪H

′′
j−1, therefore S ∈ F j. Since S ∈ H ′′k was arbitrary,

j−1⋃
k=i

H ′′k ⊆ F j. □

3.6.6 Completion of the convergence proof

We now complete the proof of convergence. We use the following notation for the cutting-plane iterations. At
the beginning of iteration k, let Fk be the current laminar family, let xk be the unique optimum of PFk

b (G, c),
and let Πk be the extremal dual optimum chosen in that iteration. If xk is not integral, the algorithm constructs
H ′k := {S ∈ Fk : Πk(S ) > 0} and a familyH ′′k of newly generated cuts. The next family is Fk+1 := H ′k ∪H

′′
k .

Lemma 3.6.26. If xk is non-integral, then |H ′′k | = ΦG(xk), and if the algorithm has not terminated, then
ΦG(xk) ≥ 1.

Proof. The familyH ′′k is defined after contracting the maximal members ofH ′k. It contains exactly one full
original preimage for each support component of the contracted image x̂k that contains half-integral edges.

By Lemma 3.3.5, ΦG(xk) = ΦĜ(x̂k). The right-hand side is exactly the number of contracted support
components from which the cuts inH ′′k are generated, therefore |H ′′k | = ΦG(xk).

If xk is non-integral, then it has at least one support component containing a non-integral edge, and
therefore ΦG(xk) ≥ 1. □

Lemma 3.6.27. For every nonterminal iteration k,H ′′k ∩ Fk = ∅.

Proof. Let S ∈ H ′′k . By construction of the new cuts, xk(δ(S )) = 0. If S ∈ Fk, then feasibility of xk for
PFk

b (G, c) would give xk(δ(S )) ≥ 1, a contradiction. Hence S < Fk, and thereforeH ′′k ∩ Fk = ∅. □

Lemma 3.6.28. [9] Let L be a laminar family of proper subsets of V, and assume |S | ≥ 2 ∀S ∈ L. Then
|L| ≤ |V | − 1.
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Lemma 3.6.29. Assume (⋆b) holds. Let i < i + 1 < · · · < j be consecutive iterations such that

ΦG(xi) = ΦG(xi+1) = · · · = ΦG(x j) = p for some integer p ≥ 1. Then j − i + 1 ≤
|V | − 1

p
+ 1.

Proof. Since the potential is constant on the interval, Lemma 3.6.26 gives |H ′′k | = p for every k = i, . . . , j− 1.
Moreover, by Lemma 3.6.27, the cuts inH ′′k are genuinely new at the moment when they are generated.

Apply Lemma 3.6.25 to the subinterval i, . . . , j. Every cut generated in the iterations i, i + 1, . . . , j − 1 is
present in F j. Hence the family F j contains at least p( j − i) distinct cuts generated during these iterations.
Since F j is laminar and all its members are proper non-singleton subsets of V , Lemma 3.6.28 gives

p( j − i) ≤ |F j| ≤ |V | − 1.

Therefore j − i ≤
|V | − 1

p
, or equivalently, j − i + 1 ≤

|V | − 1
p
+ 1. This proves the claim. □

Lemma 3.6.30. Assume that (⋆b) holds. Then the cutting-plane algorithm for perfect b-matchings terminates
after O(|V | log |V |) iterations.

Proof. For each nonterminal iteration k, set pk := ΦG(xk). By Lemma 3.6.26, pk ≥ 1. By Lemma 3.6.10,
applied to the transition from Fk to Fk+1, we have

pk+1 = ΦG(xk+1) ≤ ΦG(xk) = pk.

Thus the potential is non-increasing along the algorithm.
Moreover, pk ≤ |V |, as each counted support component contains at least one vertex, and distinct support

components are vertex-disjoint.
Partition the nonterminal iterations into maximal intervals on which the potential is constant. For a

fixed value p, there is at most one such interval, since the sequence pk is non-increasing. By Lemma 3.6.29,

the length of the interval with value p, if it exists, is at most
|V | − 1

p
+ 1. Therefore the total number of

nonterminal iterations is at most

|V |∑
p=1

(
|V | − 1

p
+ 1

)
= (|V | − 1)

|V |∑
p=1

1
p
+ |V | = O(|V | log |V |).

If ΦG(xk) = 0, then xk has no non-integral edge. Since the current optimum is half-integral, xk is integral,
and the algorithm terminates. □

Theorem 3.6.1. Assume (⋆b). Then the generalized cutting-plane algorithm for the minimum-cost perfect
b-matching problem terminates after O(|V | log |V |) iterations. In every nonterminal iteration, the generated
cuts are valid violated b-odd blossom inequalities, and the maintained family remains laminar and critical.

Proof. Validity and violation of the newly generated cuts follow from Lemma 3.4.1. Criticality of the next
family follows from Theorem 3.5.1. The current optimum is support-proper half-integral by Lemma 3.3.6.

The iteration bound follows from Lemma 3.6.30. Thus the algorithm terminates after O(|V | log |V |)
iterations. □
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3.7 Uniqueness by bounded perturbation

In this section we prove that a perturbation of the integer cost function c guarantees uniqueness of the
optimum for every critical family of laminar relaxation used by the algorithm, so it satisfies (⋆b).

Let E = {e1, . . . , em} be an arbitrary fixed ordering of the edge set. Define bmax := max
v∈V

b(v),

B :=
b(V)

2
. Every feasible perfect b-matching satisfies x(E) = B, because

2x(E) =
∑
v∈V

x(δ(v)) =
∑
v∈V

b(v) = b(V).

Let K := 4mbmax, choose an integer Q > 2K + 1, and a rational number 0 < λ < min
{
1, 1

2B

}
.We define

the perturbed cost function by

c̃(ei) := c(ei) + λQ−i (i = 1, . . . ,m).

The number of bits needed to encode this perturbation is polynomial in the input size.

Lemma 3.7.1. Let g ∈ ZE \ {0} satisfy
|g(e)| ≤ K ∀e ∈ E.

Then
m∑

i=1

g(ei)Q−i , 0.

Proof. Let k be the first index such that g(ek) , 0. Then this first nonzero term has absolute value at least
Q−k. The remaining part of the sum is bounded by∣∣∣∣∣∣∣∑i>k

g(ei)Q−i

∣∣∣∣∣∣∣ ≤ K
∑
i>k

Q−i =
K

Q − 1
Q−k.

Since Q > 2K + 1, we have
K

Q − 1
<

1
2
. Thus the tail has absolute value strictly less than 1

2 Q−k, and therefore

it cannot cancel the leading term, so
m∑

i=1

g(ei)Q−i , 0. □

Lemma 3.7.2. Let H = (U, EH) be an undirected graph, and let a, d ∈ REH
≥0 satisfy

a(δH(u)) = d(δH(u)) ∀u ∈ U.

If a , d, then there exists an even alternating closed walk W in H, such that its odd edges belong to
{e ∈ EH : a(e) > d(e)}, and its even edges belong to {e ∈ EH : d(e) > a(e)}.Moreover, W may be chosen to
have at most 4|EH | edges.

Proof. Let g := a − d. Since a(δH(u)) = d(δH(u)) for every u ∈ U, we have

g(δH(u)) = 0 ∀u ∈ U.

Since a , d, there is an edge with nonzero g-value. Start with an edge e with g(e) > 0. Whenever the
walk enters a vertex through an edge with positive g-value, the equality g(δH(u)) = 0 implies that there is
an incident edge with negative g-value. Similarly, whenever the walk enters through an edge with negative
g-value, there is an incident edge with positive g-value. Thus we can continue the walk by alternating the
sign of g.
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There are at most 2|U′| possible states, where U′ is the set of non-isolated vertices in the support of g and
a state consists of a vertex together with the sign of the next edge to be chosen. Hence some state repeats
before we can take more than 2|U′| steps. The segment between the two occurrences of the repeated state is
an even alternating closed walk. Since |U′| ≤ 2|EH |, the walk has at most 4|EH | edge occurrences. □

Lemma 3.7.3. Let F ⊆ Ob be laminar. Suppose that PFb (G, c̃) has two distinct optimal solutions x and y,
and suppose that DFb (G, c̃) has an F -positively-critical optimal dual solution Π satisfying

Π(S ) > 0 ∀S ∈ F .

Then there exist two optimal feasible solutions a, d of PFb (G, c̃) and a nonzero integer vector g ∈ ZE such that

g(δ(v)) = 0 ∀v ∈ V,

g(δ(S )) = 0 ∀S ∈ F ,

|g(e)| ≤ K ∀e ∈ E,

and
g(e) > 0 =⇒ a(e) > 0, g(e) < 0 =⇒ d(e) > 0.

Proof. Since Π(S ) > 0 for every S ∈ F , complementary slackness gives

x(δ(S )) = y(δ(S )) = 1 ∀S ∈ F .

Choose an inclusionwise minimal set T ∈ F ∪ {V} such that

x(δ(u,V \ T )) = y(δ(u,V \ T )) ∀u ∈ T,

but x and y are not identical inside T . Such a set exists because V satisfies the conditions.
Let S be the family of maximal members of F strictly contained in T . For every S ∈ S, define

αu := x(δ(u,V \ S )), α′u := y(δ(u,V \ S )).

Since x(δ(S )) = y(δ(S )) = 1, we have ∑
u∈S

αu =
∑
u∈S

α′u = 1.

Because Π(S ) > 0 and Π is F -positively-critical, every S ∈ S is (Π,F , b)-factor-critical. Hence, for
every u ∈ S , choose a Π-critical b-matching MS

u inside S , satisfying the deficit demand bS ,u.
We now define two modified solutions a, d. Outside the sets in S, set a(e) := x(e), d(e) := y(e). Inside

each S ∈ S, set
a|E[S ] :=

∑
u∈S

αuMS
u ,

and
d|E[S ] :=

∑
u∈S

α′uMS
u .

We first verify feasibility. Fix S ∈ S and r ∈ S . Then
∑
u∈S

αubS ,u(r) = b(r) − αr. The edges from r to

V \ S contribute αr, hence the degree equation at r remains satisfied. The same argument applies to d.
Now let Z ∈ F with Z ⊊ S . By Lemma 3.2.1,

MS
u (δ(Z)) =

1, u ∈ S \ Z,
0, u ∈ Z.
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Therefore the internal contribution of a across δ(Z) is
∑

u∈S \Z

αu. The contribution of the edges from Z to V \ S

is
∑
u∈Z

αu. Consequently,

a(δ(Z)) =
∑

u∈S \Z

αu +
∑
u∈Z

αu =
∑
u∈S

αu = 1.

Similarly, d(δ(Z)) = 1. For Z = S , we have a(δ(S )) = d(δ(S )) = 1. All other laminar constraints are
unchanged, therefore a and d are feasible.

Moreover, a and d are optimal. Every internal edge used by a critical b-matching is tight with respect to
Π, and every unchanged positive edge was already tight by complementary slackness. Also, every set in F is
tight for both a and d, as shown above. Thus both a and d satisfy complementary slackness with Π.

We claim that a and d are not identical after the modification. If x and y differ inside some S ∈ S
and αu = α

′
u for every u ∈ S , then S itself satisfies the external-degree condition and x, y differ inside S ,

contradicting the minimality of T . If α , α′ for some S ∈ S, the difference is visible on the boundary of S .
Finally, if no such difference occurs inside any member of S, then the difference between x and y inside T
remains outside the interiors of these maximal children. Thus a , d.

Contract every set S ∈ S, now keeping parallel edges. Let T ′ be the image of T , and let a′, d′ be the
projected vectors restricted to the graph induced on T ′.

We show that a′ and d′ have the same degree at every vertex of T ′. For an original vertex u ∈ T not
contained in any member of S, this follows from a(δ(u,V \T )) = d(δ(u,V \T )) and from the degree equations.
For a contracted node corresponding to S ∈ S, we have a(δ(S )) = d(δ(S )) = 1, and the total value of the
edges from S to V \ T is the same for a and d, because the external degrees of all vertices of T are equal.
Therefore the value of the edges from S to T \ S is also the same. Hence

a′(δT ′(u)) = d′(δT ′(u)) ∀u ∈ T ′.

We claim that a′ , d′. Suppose that a′ = d′. Since parallel edges are retained, this means that a and d are
equal on all edges of E[T ] except possibly on edges contained inside members of S. If x and y differed inside
some S ∈ S and had the same external degrees at every vertex of S , then S would contradict the minimal
choice of T . Thus, whenever x and y differ inside such an S , their external degree vectors (αu)u∈S and (α′u)u∈S

differ. But then, because the boundary edges are kept as parallel edges in the contraction, a′ and d′ would
differ on an edge incident with the contracted node for S , which is a contradiction. Therefore no difference
can occur inside any member of S. Since a′ = d′ also implies equality outside the interiors of these members,
we would get that x and y are identical inside T , contradicting the choice of T .

By Lemma 3.7.2, there exists an even alternating closed walk W′ in the contracted graph on T ′, consisting
of at most 4m edges, such that the positive edges of W′ have positive a′-value and the negative edges have
positive d′-value. LetH ′ be the signed incidence vector of W′, with coefficient +1 on the positive occurrences
and coefficient −1 on the negative occurrences. Since W′ is closed and alternating,

H ′(δ(u)) = 0 ∀u ∈ T ′.

We now liftH ′ to an integer vector g ∈ ZE . For every occurrence of an edge of W′ that is not incident
with a contracted node, we put the same coefficient on the corresponding original edge.

Now consider a contracted node corresponding to some S ∈ S. Since H ′(δ(S )) = 0, the positive and
negative boundary edges at this contracted node can be paired. For each pair, let the positive boundary edge
be attached to a vertex p ∈ S , and let the negative boundary edge be attached to a vertex q ∈ S . In the lift, we
add the internal signed vector MS

p − MS
q . If p = q, this internal contribution is zero.

We verify the balanced properties of g. First, consider vertex degrees. For one paired passage through
S , the positive boundary edge contributes +1 at p, and the negative boundary edge contributes −1 at q. The
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internal vector MS
p − MS

q has degree difference −1 at p and +1 at q, and 0 at all other vertices of S . Hence
the total degree contribution is zero at every vertex of S . Since the contracted walk is balanced outside the
contracted sets, we get

g(δ(v)) = 0 ∀v ∈ V.

Second, consider a set Z ∈ F . If Z is disjoint from T , contains T , or is equal to T , then the lifted object
has zero net value crossing of Z, therefore g(δ(Z)) = 0. It remains to consider the case Z ⊆ S for some S ∈ S.

If Z = S , the internal vector has no edge crossing S , while each paired boundary passage contributes one
positive and one negative crossing of δ(S ), hence g(δ(S )) = 0.

If Z ⊊ S , then for one paired passage through S the internal contribution is

MS
p (δ(Z)) − MS

q (δ(Z)) = 1p<Z − 1q<Z ,

the two boundary edges contribute 1p∈Z − 1q∈Z , therefore the total contribution across δ(Z) is(
1p<Z − 1q<Z

)
+

(
1p∈Z − 1q∈Z

)
= 0.

Summing over all paired passages through S , we obtain g(δ(Z)) = 0. Therefore

g(δ(Z)) = 0 ∀Z ∈ F .

The vector g is nonzero, because its projection to the contracted graph is the nonzero vectorH ′. We now
bound the coefficients of g. Every critical b-matching satisfies

MS
u (e) ≤ bmax ∀e ∈ E[S ],

because the multiplicity of an edge cannot exceed the demand at either endpoint. The contracted alternating
walk W′ has at most 4m edge occurrences. Thus any original edge can receive contributions from at most 4m
inserted critical b-matching differences, each of absolute value at most bmax. Consequently,

|g(e)| ≤ 4mbmax = K ∀e ∈ E.

Finally, g is sign-compatible with a and d. If g(e) > 0 on a boundary edge, then the corresponding
contracted edge was positive in a′, so a(e) > 0. If g(e) > 0 on an internal edge, then it receives a positive
contribution from some MS

p , where the corresponding positive boundary edge of W′ is attached at p. Hence
αp > 0, and therefore a contains MS

p with positive weight. Thus a(e) > 0. The proof that g(e) < 0 implies
d(e) > 0 is identical. This proves the lemma. □

Lemma 3.7.4. Let F ⊆ Ob be a critical laminar family. Then PFb (G, c̃) has a unique optimal solution.

Proof. Assume, for contradiction, that the statement is false. Choose a counterexample F with |F | minimal
and let x and y be two distinct optimal solutions of PFb (G, c̃).

By Corollary 3.5.1, there exists an F -positively-critical optimal dual solution Π for DFb (G, c̃). We first
show that

Π(S ) > 0 ∀S ∈ F .

LetH := {S ∈ F : Π(S ) > 0}.We claim thatH is a critical family. Indeed,H is laminar sinceH ⊆ F . The
restriction of Π to V ∪H is feasible for DHb (G, c̃), because the dual variables in F \ H all have value zero.
Hence the tight-edge graph with respect to the restricted dual is the same as the tight-edge graph with respect
to Π.

Now let S ∈ H . Since Π(S ) > 0 and Π is F -positively-critical, the set S is (Π,F , b)-factor-critical.
The same critical b-matchings also certify that S is (Π,H , b)-factor-critical, because replacing F by the
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subfamily H only removes laminar-set constraints from the definition of an F -matching. Finally, every
nonmaximal member ofH has positive Π-value by the definition ofH . Therefore the restricted dual Π|V∪H
is anH-critical dual, and soH is critical.

Since Π(S ) = 0 for every S ∈ F \ H , the restricted dual has the same objective value as Π. Thus x and
y, which are feasible for the relaxed primal PHb (G, c̃), have objective value equal to a feasible dual value of
DHb (G, c̃). By strong duality, both x and y are optimal for PHb (G, c̃).

IfH ⊊ F , thenH is a smaller critical family for which the relaxation PHb (G, c̃) has two distinct optimal
solutions, contradicting the minimal choice of F . HenceH = F , and therefore

Π(S ) > 0 ∀S ∈ F .

By Lemma 3.7.3, there exist optimal feasible solutions a, d and a nonzero integer vector g ∈ ZE such that

g(δ(v)) = 0 ∀v ∈ V,

g(δ(S )) = 0 ∀S ∈ F ,

|g(e)| ≤ K ∀e ∈ E,

and
g(e) > 0⇒ a(e) > 0, g(e) < 0⇒ d(e) > 0.

By the last part, for sufficiently small ε > 0, both a − εg and d + εg are nonnegative. The equalities

g(δ(v)) = 0 ∀v ∈ V

and
g(δ(S )) = 0 ∀S ∈ F

show that both perturbed vectors remain feasible for PFb (G, c̃).
Since a is optimal, c̃⊤(a − εg) ≥ c̃⊤a, and therefore c̃⊤g ≤ 0. Since d is optimal, c̃⊤(d + εg) ≥ c̃⊤d, and

therefore c̃⊤g ≥ 0. Together these give c̃⊤g = 0.
Expanding the perturbed cost gives

0 = c̃⊤g = c⊤g + λ
m∑

i=1

g(ei)Q−i.

Since c and g are integer vectors, c⊤g ∈ Z. By Lemma 3.7.1,
m∑

i=1

g(ei)Q−i , 0.Moreover,

∣∣∣∣∣∣∣
m∑

i=1

g(ei)Q−i

∣∣∣∣∣∣∣ ≤ K
∞∑

i=1

Q−i =
K

Q − 1
<

1
2
.

Since 0 < λ < 1, we have

0 <

∣∣∣∣∣∣∣λ
m∑

i=1

g(ei)Q−i

∣∣∣∣∣∣∣ < 1,

and therefore c⊤g + λ
m∑

i=1

g(ei)Q−i is an integer plus a nonzero real number of absolute value strictly smaller

than 1, which cannot be zero. This contradicts c̃⊤g = 0, and therefore PFb (G, c̃) has a unique optimal
solution. □
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Lemma 3.7.5. Let M be a minimum-c̃-cost integral perfect b-matching. Then M is also a minimum-c-cost
integral perfect b-matching.

Proof. For every integral perfect b-matching M, we have M(E) = B. Therefore

0 ≤ c̃(M) − c(M) = λ
m∑

i=1

M(ei)Q−i < λ

m∑
i=1

M(ei) = λB <
1
2
.

Suppose, for contradiction, that there exists an integral perfect b-matching M′ such that c(M′) < c(M). Since
c is integral, c(M′) ≤ c(M) − 1. Hence

c̃(M′) < c(M′) +
1
2
≤ c(M) −

1
2
< c̃(M),

contradicting the c̃-optimality of M. Therefore M is also optimal for the original cost function c. □

Proof of Theorem 3.4.1. Run Algorithm 1 with the perturbed cost function c̃. By Lemma 3.7.4, c̃ satisfies
(⋆b). Hence Theorem 3.6.1 applies: the algorithm terminates after O(|V | log |V |) iterations, every intermediate
family is laminar and critical, every generated cut is a valid violated b-odd blossom inequality, and every
current optimum is support-proper half-integral.

When the algorithm terminates, the current optimum is integral. Since it satisfies the degree equations
x(δ(v)) = b(v) for all v ∈ V , it is an integral perfect b-matching. It is optimal for the perturbed cost function
c̃, because it is the optimum of the final relaxation. Finally, Lemma 3.7.5 shows that every minimum-c̃-
cost integral perfect b-matching is also minimum-cost with respect to the original integer cost function c.
Therefore the returned solution is a minimum-cost perfect b-matching for c. □
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4 The Miller–Pekny Algorithm in the Uncapacitated Setting

The second algorithm studied in this thesis is based on the staged primal-dual method of Miller and Pekny
for the perfect b-matching problem [13]. In contrast to the cutting-plane approach discussed in the previous
chapter, this method is mainly combinatorial. It does not repeatedly solve LP relaxations and explicitly
separate violated blossom inequalities. Instead, it starts from a half-integral optimal solution of the degree
relaxation and transforms it into an integral perfect b-matching by using alternating structures, contractions,
expansions, and transfer operations.

The original Miller–Pekny algorithm is formulated for capacitated perfect b-matchings. In that setting,
edges may have lower and upper capacities, and the blossom constraints have a more general form. In this
chapter we consider only the uncapacitated case, thus all lower bounds are zero and there are no explicit edge
upper bounds. Consequently, the capacity-dependent cases of the original algorithm disappear. An edge that
is increased is never blocked by an upper capacity, while an edge that is decreased only has to have positive
current value.

In the uncapacitated setting, every supervertex represents a b-odd set S ⊆ V , and the corresponding
blossom inequality has the simple form x(δ(S )) ≥ 1. The more general (R, T )-notation used in the capacitated
formulation is therefore not needed. The main structure of the algorithm remains the same: Stage One solves
the degree relaxation and initializes primal and dual solutions satisfying complementary slackness, while
Stage Two removes the remaining odd fractional cycles by alternating transfers in a surface graph.

4.1 The uncapacitated formulation

We use the notation and the perfect b-matching formulation introduced in Section 2. Thus G = (V, E),
b : V → Z>0, and c : E → R are fixed.

The algorithm stores only the blossom inequalities represented by the current supervertices. We denote
this active family by B ⊆ Ob. The corresponding restricted primal relaxation is

min
∑
i j∈E

ci jxi j

s.t. x(δ(i)) = b(i) ∀i ∈ V,

x(δ(S )) ≥ 1 ∀S ∈ B,

xi j ≥ 0 ∀i j ∈ E.

Its dual is
max

∑
i∈V

b(i)yi +
∑
S∈B

zS

s.t. yi + y j +
∑
S∈B:

i j∈δ(S )

zS ≤ ci j ∀i j ∈ E,

zS ≥ 0 ∀S ∈ B.

For an edge i j ∈ E, define the reduced cost

c̄i j := ci j − yi − y j −
∑
S∈B:

i j∈δ(S )

zS .

Dual feasibility is equivalent to
c̄i j ≥ 0 ∀i j ∈ E.
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The condition xi j > 0 ⇒ c̄i j = 0 is maintained throughout the algorithm, and zS > 0 ⇒ x(δ(S )) = 1 is
satisfied at the end of each iteration of Stage Two. Since no upper capacities are present in the uncapacitated
formulation, there is no complementary slackness condition regarding saturated edges.

Uncapacitated admissibility rules

The absence of edge upper capacities gives the following simple rules, which are used throughout Stage Two.
An edge used with increasing sign is always admissible. An edge used with decreasing sign is admissible if
and only if its current value is positive. If an edge has to absorb two units of a later transfer, then an increasing
edge is again always admissible, while a decreasing edge is admissible if and only if its current value is at
least two. Thus the only blocking case is a decreasing edge with current value one.

4.2 Stage One: solving the degree relaxation

Stage One solves the degree relaxation of the uncapacitated perfect b-matching problem. At this stage the
blossom inequalities are ignored, and only the degree equations and nonnegativity constraints are enforced:

min
∑
i j∈E

ci jxi j

s.t. x(δ(i)) = b(i) ∀i ∈ V,

xi j ≥ 0 ∀i j ∈ E.

The optimum of this relaxation is not necessarily integral, but it can be chosen half-integral. This half-integral
optimum is the starting point of Stage Two.

Transportation formulation

Following Miller and Pekny [13], the degree relaxation can be written as a transportation problem. Construct
a bipartite graph GT = (S , T, A) as follows. For every original vertex i ∈ V , create a supply node si ∈ S and a
demand node ti ∈ T . For every undirected edge i j ∈ E, add the two arcs (si, t j) and (s j, ti), both with cost ci j.
The node si has supply b(i), and the node ti has demand b(i).

Let wsit j denote the flow on the arc (si, t j). The transportation problem is

min
∑
i j∈E

ci j
(
wsit j + ws jti

)
s.t.

∑
j: i j∈E

wsit j = b(i) ∀i ∈ V,∑
j: i j∈E

ws jti = b(i) ∀i ∈ V,

wsit j ≥ 0, ws jti ≥ 0 ∀i j ∈ E.

From a feasible transportation solution w, define

xi j :=
wsit j + ws jti

2
∀i j ∈ E. (2)

Then x satisfies the degree equations, as for every original vertex i ∈ V ,

∑
j: i j∈E

xi j =
1
2

 ∑
j: i j∈E

wsit j +
∑

j: i j∈E

ws jti

 = 1
2

(b(i) + b(i)) = b(i).
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Conversely, every feasible solution x of the degree relaxation gives a feasible transportation solution by
setting

wsit j = xi j, ws jti = xi j ∀i j ∈ E.

The transportation objective is then twice the objective value of the degree relaxation:∑
i j∈E

ci j
(
wsit j + ws jti

)
=

∑
i j∈E

ci j(xi j + xi j) = 2
∑
i j∈E

ci jxi j.

Therefore the transportation problem and the degree relaxation are equivalent for optimization.
The transportation constraint matrix is totally unimodular, since it is the node-arc incidence matrix of a

bipartite network. Since all demands are integral, there is an optimal integral w solution to the transportation
problem. By (2), the corresponding solution of the degree relaxation satisfies

xi j ∈
1
2
Z≥0 ∀i j ∈ E.

Therefore Stage One returns a half-integral optimum of the degree relaxation.

Dual initialization

Let usi and vti be the dual variables of the transportation supply and demand constraints. The transportation
dual is

max
∑
i∈V

b(i)usi +
∑
i∈V

b(i)vti

s.t. usi + vt j ≤ ci j ∀i j ∈ E,

us j + vti ≤ ci j ∀i j ∈ E.

Define
yi :=

usi + vti

2
∀i ∈ V.

Then, for every edge i j ∈ E,

yi + y j =
usi + vti + us j + vt j

2
≤ ci j.

Thus y is feasible for the dual of the degree relaxation, which is

max
∑
i∈V

b(i)yi

s.t. yi + y j ≤ ci j ∀i j ∈ E.

Moreover, ∑
i∈V

b(i)yi =
1
2

∑
i∈V

b(i)usi +
∑
i∈V

b(i)vti

 .
Hence optimal transportation primal and dual solutions initialize optimal primal and dual solutions for the
degree relaxation.

At the beginning of Stage Two, no blossom dual variables are active. Therefore the reduced cost of an
edge i j ∈ E is c̄i j = ci j − yi − y j. The Stage One primal and dual solutions satisfy

c̄i j ≥ 0 ∀i j ∈ E,

and by complementary slackness, xi j > 0 =⇒ c̄i j = 0.
Thus every edge with positive primal value is tight at the end of Stage One. This is the edge complementary

slackness condition that Stage Two preserves while eliminating the fractional cycles.
Since x(δ(i)) = b(i) is integral for every vertex i, each vertex is incident with an even number of

non-integral edges. Therefore the graph induced by the non-integral edges is Eulerian, and its connected
components decompose into cycles.
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4.3 Stage Two: removing fractional odd cycles

Stage Two starts from the half-integral optimum obtained in Stage One. Its goal is to remove all fractional
edges while preserving the degree equations, dual feasibility, and complementary slackness.

Preprocessing of the fractional support

Even fractional cycles can be eliminated directly. If C is an even fractional cycle, then we alternately add and
subtract 1

2 along the edges of C. At every vertex of C, one incident edge is increased and one is decreased, so
the degree equations are preserved. Every decreased edge has value at least 1

2 , so nonnegativity is preserved.
Since all positive fractional edges are tight, the modification has zero reduced-cost contribution.

The same idea applies when two odd fractional cycles are not disjoint. Their union contains an even
alternating closed walk, and an alternating ± 1

2 update on this walk eliminates at least one fractional odd
cycle without changing the objective value. Repeating this preprocessing leaves only pairwise disjoint odd
fractional cycles.

A single odd fractional cycle cannot be corrected independently: an alternating ±1
2 update around an

odd number of edges leaves one vertex with an uncancelled degree change. Therefore Stage Two eliminates
odd cycles in pairs. It searches for an alternating walk connecting two odd fractional cycles. Whole units
are transferred along the connecting walk, and half-unit alternating updates are applied on the two terminal
cycles, making the two fractional cycles integral.

4.3.1 Surface graph, states, and dual updates

The search is performed in a sequence of surface graphs G0,G1,G2, . . . . The initial surface graph G0 is the
original graph after the preprocessing described above. Later surface graphs are obtained by shrinking odd
surface cycles into supervertices and by expanding supervertices when their dual value drops to zero. A
surface object is either an original vertex or a supervertex. If an original vertex u is contained in a surface
object U, we write u ∈ U.

Each surface object has one of the three states up, down, zero. Objects in the alternating tree are in state
up or down, while objects outside the tree are in state zero. The root supervertex is always in state up. During
a dual update of size λ, the dual variables of up-objects are increased, the dual variables of down-objects are
decreased, and the dual variables of zero-objects are unchanged. For an original vertex this is the vertex dual
yi, and for a supervertex this is the blossom dual zS .

With respect to the current alternating tree, a surface edge is called internal if both endpoints are in the
tree, boundary if exactly one endpoint is in the tree, and external if neither endpoint is in the tree. A surface
edge is called attractive if its reduced cost decreases under the current dual update direction. The relevant
cases in the uncapacitated setting are summarized as follows:

endpoint states reduced-cost change role step size

up–zero −λ attractive boundary edge c̄e

up–up −2λ attractive internal edge c̄e/2
up–down 0 neutral tree edge –

down–zero +λ not attractive –
down–down +2λ not attractive –

If no zero reduced-cost attractive edge is currently available, the next dual step is chosen as

λ = min
{

min
e∈Ab

c̄e, min
e∈Ai

c̄e

2
, min

S∈D
zS

}
. (3)
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Here Ab is the set of attractive boundary edges, Ai is the set of attractive internal edges, and D is the set of
active down non-root supervertices with positive dual value. A minimum over an empty set is interpreted as
+∞. Frozen supervertices are not included in D, because their dual value is fixed at zero.

Push operation

The following operation is used repeatedly. Let R be the set currently being constructed in the surface
graph. The push operation absorbs every surface object that is reachable from R through a positive boundary
edge, except for possibly a magic edge that is excluded from the push. The operation is continued until no
admissible positive boundary edge remains, or until another odd fractional cycle is reached. In the latter case,
the algorithm has found a transfer opportunity.

Supervertex record

Whenever a supervertex is created, the algorithm stores the data needed to reconstruct alternating routes
through it later. This supervertex record contains the surface cycle that caused the shrink operation creating
the supervertex, the stem, the base object, parent relations, edge signs, petal paths, and for a tight non-root
supervertex, its magic edge. Later grow, expand and transfer operations refer to this stored record instead of
recomputing the internal structure.

4.3.2 Root, non-root, and frozen supervertices

Choose one remaining odd fractional cycle C. The algorithm starts a new search from C by forming a root
supervertex. Initially set R := V(C). Then apply the push operation without excluding any boundary edge.
If the push reaches another odd fractional cycle, a transfer path has already been found. In that case root
formation stops and the transfer operation is performed.

Otherwise the push terminates with x(δ(R)) = 0. The set R is b-odd, since after the push terminates,

b(R) = 2x(E[R]) + x(δ(R)) = 2x(E[R]).

The parity of 2x(E[R]) is determined by the number of half-integral edges contained in R. Since R contains
the starting odd fractional cycle and no second odd fractional cycle has been reached, this number is odd,
hence b(R) is odd. Therefore R violates the blossom inequality x(δ(R)) ≥ 1. The set R is then contracted into
the root supervertex. The root has no magic edge.

Figure 3: Formation of a root supervertex. The half-integral odd cycle on vertices 1, 2, 3 is chosen as the
initial root cycle. Positive boundary edges are absorbed until no positive edge leaves the represented set. The
resulting set satisfies x(δ(R)) = 0, so it becomes the root supervertex R.

A non-root supervertex is formed when the search closes an odd alternating surface cycle that does not
contain the root. After the subsequent push operation, the represented set has exactly one positive boundary

83



unit. This boundary edge is stored as the magic edge. Thus a tight non-root supervertex represents a b-odd
set S satisfying x(δ(S )) = 1. Such a set may have a positive blossom dual variable. If this dual value later
becomes zero while the supervertex is in the down state, the supervertex is expanded.

Figure 4: Root and non-root supervertices in the uncapacitated setting. The root supervertex S V1 has no
magic edge and satisfies x(δ(S V1)) = 0. The non-root supervertices S V2 and S V3 each have a unique positive
boundary edge of value 1, which is stored as the magic edge.

A third type of object is a frozen supervertex. Frozen supervertices arise during the push following a
shrink operation. Suppose that an odd surface cycle has been found and the backward trace toward the root
identifies a candidate magic edge. In the uncapacitated case, this candidate is the first decreasing edge on the
trace with current value one. If the subsequent push reaches a vertex past the magic edge, on the root side of
this candidate edge, then the candidate magic edge no longer separates a completed non-root supervertex
from the rest of the tree. This supervertex is then stored as a frozen supervertex inside a larger exposed
supervertex.

A frozen supervertex is never exposed as an independent surface object. It represents an odd set with
x(δ(S )) > 1, and its dual value is fixed at zero. It is kept only because its supervertex record may be needed
later when an enclosing supervertex is expanded or when a transfer path is reconstructed through it.

4.3.3 Alternating tree operations

The alternating tree is modified by four operations: grow, shrink, expand, and transfer. These operations are
described below.

Grow

Let e = IJ be a zero reduced-cost attractive boundary edge, where I is already in the alternating tree and J is
outside the tree. The grow operation adds J to the tree, with I as its parent and e as its parent edge. The state
of J and the sign of e are chosen so that the path from the root to J remains alternating.

If J is a simple vertex and the entering edge requires the next edge of a future transfer to be decreasing,
then the algorithm immediately searches for positive tight edges incident with J. Such edges can serve as
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decreasing continuation edges and are added to the alternating tree structure according to the uncapacitated
admissibility rules.

If J is a non-root supervertex, the way in which the alternating path passes through it is determined by its
supervertex record. If the entering edge is not the magic edge, the stored internal route is followed from the
entering edge toward the magic edge. If the entering edge is the magic edge, the same stored route is used in
the reverse direction, starting from the magic edge and continuing toward the corresponding internal surface
object. A frozen supervertex is never reached as a separate object, the grow operation always reaches the
enclosing exposed supervertex.

Shrink

Suppose a zero reduced-cost attractive internal edge e = IJ joins two up-objects in the alternating tree and is
not itself a tree edge. Adding e closes an odd alternating surface cycle. Let Cs be the surface cycle formed by
e together with the two tree paths from I and J to their nearest common ancestor.

The shrink operation first includes the objects of Cs. It then traces from the base of the cycle toward
the root to decide whether a stem must also be included. Along this trace, the algorithm tests whether each
edge can absorb two units of a later transfer. By the uncapacitated admissibility rules, increasing edges
always pass this test, while decreasing edges pass it exactly when their current value is at least two. Hence
the first possible obstruction is a decreasing edge m with xm = 1. If the trace reaches the root without such
an obstruction, the new supervertex contains the current root and becomes a root supervertex. If the first
obstruction is the unit edge m, then m becomes the candidate magic edge, and the stem is the part of the
traced path lying on the cycle side of m.

After the cycle and stem have been identified, the push operation is applied. For a root candidate, the
push absorbs all positive boundary edges. For a non-root candidate, the push absorbs positive boundary edges
except for the candidate magic edge. If the push reaches another odd fractional cycle, the algorithm performs
a transfer instead of completing the shrink.

At the end of the shrink operation, one of three outcomes occurs. If the represented set contains the root,
it becomes a root supervertex and satisfies x(δ(R)) = 0. If the represented set does not contain the root and
has exactly one positive boundary edge, it becomes a tight non-root supervertex S satisfying x(δ(S )) = 1. The
unique positive boundary edge is stored as its magic edge. Finally, if the candidate non-root object loses its
valid unique outside connection during the push, it is stored as a frozen supervertex inside a larger exposed
supervertex.

Expand

Expansion is performed when a down tight non-root supervertex has dual value zero. Let S be such
a supervertex. The expand operation replaces S by its immediately contained surface objects. Since
the corresponding blossom dual has value zero, removing this active blossom variable does not affect
complementary slackness.

Expansion also restores the alternating tree inside S . The tree enters S through a particular boundary
edge, and the route from this entering edge to the magic edge is reconstructed from the supervertex record.
Contained objects that lie on the reconstructed alternating route remain in the tree, contained objects not used
by the route are removed from the active tree. If S immediately contains frozen supervertices, those frozen
objects are expanded as well, so that they never appear as independent surface objects.

Transfer

Transfer is performed when the alternating tree identifies an alternating walk connecting two distinct odd
fractional cycles. The walk is first expanded through all supervertices it crosses, using their supervertex
records. Thus the actual transfer is carried out in the original graph.
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On the integer-valued connecting part of the walk, the algorithm makes whole-unit changes:

xe ← xe + 1 on increasing edges,
xe ← xe − 1 on decreasing edges.

Every decreasing edge used in this part is admissible by construction. At the two terminal odd cycles, the
algorithm applies alternating half-unit changes. The orientation on each terminal cycle is chosen so that the
half-unit update creates exactly the imbalance needed to cancel the whole-unit change on the incident path
edge.

Only the two terminal odd cycles are rounded by half-unit changes. If the transfer path passes through an
interior supervertex, the stored cycle of that supervertex is used only to reconstruct a whole-unit alternating
route through the supervertex.

The transfer preserves all degree equations: every internal vertex of the expanded walk has one incident
edge increased and one incident edge decreased, and the imbalances at the terminal cycles are cancelled by
the adjacent path edges. Since all changed edges are tight, the reduced-cost change is zero. Therefore transfer
preserves complementary slackness and eliminates the two odd fractional cycles at its ends.

4.3.4 Complete Stage Two algorithm

At the beginning of Stage Two, all even fractional cycles and all non-disjoint odd fractional cycles have been
eliminated. Thus the remaining fractional support consists of pairwise disjoint odd cycles. The following
steps are repeated until no fractional odd cycle remains.

Algorithm 4 Stage Two algorithm

Step 1. Choose one remaining odd fractional cycle C. If no such cycle exists, terminate.

Step 2. Form a root supervertex from C, and initialize the alternating tree at this root. If the root push reaches
another odd fractional cycle, apply the transfer operation, reset all surface-object states to zero, update
the fractional support, and return to Step 1.

Step 3. Search in the current surface graph. If a zero reduced-cost attractive boundary edge is found, apply
the grow operation. If a zero reduced-cost attractive internal edge is found, apply the shrink operation.

Step 4. If grow or shrink reaches another odd fractional cycle, apply the transfer operation, reset all surface-
object states to zero, update the fractional support, and return to Step 1.

Step 5. If no zero reduced-cost attractive edge is available, compute λ from (3). Increase the dual variables of
up-objects by λ, decrease the dual variables of down-objects by λ, and leave the dual variables of
zero-objects unchanged. Frozen supervertices remain fixed at dual value zero.

Step 6. After the dual update, expand every down tight non-root supervertex whose dual value has become
zero. The alternating tree is restored inside each expanded supervertex using its supervertex record.

Step 7. Continue the current search from Step 3.
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4.4 Correctness and running time

Theorem 4.4.1. If the uncapacitated perfect b-matching instance is feasible, the algorithm described above
terminates with an integral minimum-cost perfect b-matching.

Proof. Stage One returns an optimal solution x of the degree relaxation together with a feasible dual solution
y. The solution x is half-integral, satisfies the degree equations, and satisfies edge complementary slackness:

xi j > 0⇒ c̄i j = 0.

Thus every positive edge is tight when Stage Two begins.
Stage Two preserves the following invariants. First, the degree equations are preserved. The only

operation that changes the primal vector is transfer, because grow, shrink, and expand only change the surface
representation and the alternating tree structure. Along a transfer path, every internal vertex has one incident
edge increased and one incident edge decreased, and at the two terminal odd cycles the half-unit updates
create one unit imbalances, which are exactly cancelled by the adjacent path edges. Hence x(δ(i)) = b(i)
remains true for every vertex i.

Second, nonnegativity is preserved. Edges used with decreasing sign are chosen according to the
uncapacitated admissibility rules, therefore a decreasing edge always has enough current value to absorb the
required decrease.

Third, dual feasibility is preserved. Dual updates are chosen by (3), so no reduced cost becomes negative
and no positive blossom dual variable is decreased below zero. If a down non-root supervertex reaches dual
value zero, it may be expanded. Removing a zero-valued blossom dual variable does not affect the dual
objective or complementary slackness.

Fourth, complementary slackness is preserved. All primal changes are made along tight edges, hence
every transfer has zero reduced-cost contribution. Moreover, every active non-root supervertex with positive
blossom dual value represents a tight blossom inequality x(δ(S )) = 1.

It remains to prove termination. After the initial preprocessing, the fractional support consists of pairwise
disjoint odd cycles. Each transfer eliminates the two odd fractional cycles at its ends. The intermediate tree
operations and dual updates serve only to find such a transfer path, they do not create a new odd fractional
cycle. Since the number of odd fractional cycles is finite, only finitely many transfers can occur.

When no odd fractional cycle remains, the current half-integral solution has no fractional edge, thus the
final vector is integral. Since the degree equations have been preserved throughout Stage Two, the final vector
is a perfect b-matching.

At termination, the final primal solution and the maintained dual solution are feasible and satisfy
complementary slackness. Extending the dual solution by zero on all blossom inequalities not represented by
active supervertices gives a feasible dual solution for the full perfect b-matching relaxation. Therefore the
final integral perfect b-matching is minimum-cost. □

Let n := |V |,m := |E|, and let p be the number of disjoint odd fractional cycles after preprocessing. Since
these cycles are vertex-disjoint, p = O(n).

The running time of Stage One is determined by the algorithm used to solve the transportation problem, or
equivalently the corresponding minimum-cost flow problem on the bipartite transportation graph. This graph
has 2n nodes and 2m arcs, and we denote the resulting running time by Ttrans(2n, 2m). The capacity-dependent
term appearing in the original Miller–Pekny analysis is not necessarily needed, since the transportation
problem is a special case of the minimum-cost flow problem, for which strongly polynomial algorithms
[18, 14] are known.

For Stage Two, each transfer eliminates two odd fractional cycles, therefore there are O(p) = O(n)
transfers. Between transfers the algorithm performs one alternating tree search. During one such search,
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the number of surface object events is O(n): a surface object can enter the tree, an odd surface cycle can
be shrunk, or a down supervertex can be expanded. With a direct implementation that scans the edge set to
identify the next attractive edge or the next dual step, each such event costs O(m). Hence one search costs
O(nm), and all Stage Two searches cost O(n2m). Therefore the running-time bound for the uncapacitated
algorithm is O

(
Ttrans(2n, 2m) + n2m

)
. If Stage One is implemented with a strongly polynomial minimum-cost

flow algorithm, then the resulting uncapacitated Miller–Pekny algorithm is strongly polynomial.
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5 Conclusion

This thesis studied cutting-plane and primal-dual methods for minimum-cost perfect b-matchings. After
introducing the basic polyhedral background of b-matchings, the main part of the thesis adapted the cutting-
plane framework of Chandrasekaran, Végh and Vempala [3] from perfect matchings to perfect b-matchings.
The final part then considered the staged primal-dual algorithm of Miller and Pekny in the uncapacitated
perfect b-matching setting.

The main result obtained in the thesis was the adaptation of the cutting-plane framework of Chan-
drasekaran, Végh and Vempala to perfect b-matchings. After applying the perturbation that guarantees
uniqueness, the resulting algorithm preserves a laminar critical family of b-odd blossom inequalities through-
out its iterations. The corresponding primal optimum stays support-proper half-integral, and each newly
added inequality is a valid b-odd blossom inequality violated by the current solution. The convergence
analysis established an O(|V | log |V |) bound on the number of iterations and showed that the final integral
solution is a minimum-cost perfect b-matching with respect to the original cost function.

The b-matching adaptation became considerably longer than the corresponding perfect matching argument,
because the b-matching setting changed the structure of the violated cuts. In the ordinary perfect matching
case, a fractional basic solution of the degree relaxation is supported by matching edges and odd cycles,
and an odd fractional cycle directly determines a violated blossom inequality. For perfect b-matchings, this
simple structure was no longer sufficient. After contractions and unshrinking operations, the nonintegral
structure does not necessarily have to be represented by a single odd cycle in the original graph. The proof
therefore had to work with support-proper half-integrality and support components containing non-integral
Eulerian structure.

This structural change led to several additional complications. Factor-criticality had to be replaced by
b-factor-criticality, where deleting a vertex was replaced by creating a one-unit deficit in its demand. The
lifting arguments required colored differences of critical b-matchings, and the convergence proof had to
use a support-component potential instead of simply counting odd cycles. The additional lemmas were
therefore needed because the structure of the cuts generated by the b-matching cutting-plane method is more
complicated than the odd cycles appearing in the perfect matching case.

The Miller–Pekny algorithm [13] provided a second perspective on the same problem. Unlike the cutting-
plane method, it proceeds in a primarily combinatorial way. It starts from an optimum of the degree relaxation
and then eliminates the remaining fractional odd cycles through alternating-tree operations, contractions,
expansions and transfers. Although the algorithm is not presented as an explicit cutting-plane method, the
supervertices formed during its execution play a role analogous to blossom structures. Thus, both approaches
considered in the thesis are based on the same underlying idea: the half-integral structure of the degree
relaxation has to be controlled carefully in order to reach an optimal integral solution.

There are several natural directions for further work. First, it would be interesting to know whether the
convergence proof for the cutting-plane method can be made simpler. The proof given here followed the
structure of the original perfect matching argument, but in the b-matching setting this led to a long sequence
of additional lemmas and a more complicated auxiliary procedure. This therefore raises the question whether
the convergence argument can be replaced by another proof that avoids some of this complexity.

The open questions raised in [3] also have their natural b-matching analogues. One may ask whether the
number of iterations can be polynomially bounded if the cuts are generated by a more general separation
procedure, such as the Padberg–Rao [15] type separation method. Such an analysis would have to handle
intermediate solutions that are not necessarily support-proper half-integral. Another question is whether
efficient convergence can be proved using positively-critical dual optimal solutions without the additional
extremal tie-breaking rule. In the proof given here, extremality is used to obtain the persistence property
needed for the iteration bound, but it is a question whether this choice is essential.

A further direction is the capacitated version studied by Miller and Pekny [13]. In that setting, each edge
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has an upper capacity de, lower capacity le, and after some transformations, the problem is formulated as

min
∑
e∈E

cexe

subject to ∑
e∈δ(v)

xe = bv ∀v ∈ V,

0 ≤ xe ≤ de ∀e ∈ E,

xe, de ∈ Z+ ∀e ∈ E.

The blossom inequalities in this capacitated formulation are indexed by pairs (R, T ), where R ⊆ V , |R| ≥ 3,
and T ⊆ δ(R). The pair (R, T ) is taken to have odd parity when

∑
v∈R

bv +
∑
e∈T

de is odd. For such pairs, the

corresponding inequality is ∑
e∈δ(R)\T

xe +
∑
e∈T

(de − xe) ≥ 1.

This capacitated description is more complicated than the uncapacitated one used in the main part of the
thesis. In the uncapacitated perfect b-matching problem, a blossom inequality is indexed only by one b-odd
set S and has the form x(δ(S )) ≥ 1.With lower and upper edge capacities, the corresponding inequality is
no longer determined by a vertex set alone. It also depends on a chosen subset T of the boundary of R, and
it measures the residual capacity of the cut in two ways: by the amount xe − le above the lower bound on
edges in δ(R) \ T , and by the amount de − xe below the upper bound on edges in T . Therefore, extending the
Végh-type cutting-plane method to this capacitated setting would require new versions of the cut-generation
rule, the contraction operation, and the dual interpretation of positive blossom variables.
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