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1 Introduction

Large Language Models (LLMs) have become a central part of modern life. From writing assistants to
coding tools, they are changing how we work and interact with information. Their ability to understand
and create human-like text has made them essential in fields ranging from education to customer service.
As these models become more integrated into our daily routines, making them efficient and accurate is
more important than ever.

LLMs have changed how we process text, but they have a major limitation: they cannot learn new infor-
mation after training. Retrieval-Augmented Generation (RAG) solves this by finding relevant documents
in an external database and inserting them directly into the model’s input context to guide its response.
However, this creates a new problem. The Transformer architecture, which powers these models, becomes
slower and more expensive as the amount of input text increases. When we retrieve too much information,
the model often becomes overwhelmed, leading to higher costs and errors in reasoning.

This thesis focuses on context compression in RAG systems. Our goal is to reduce the amount of text sent
to the model without losing the information needed to answer the user’s question. We treat this as an
optimization problem: we want to find the smallest set of input tokens (the basic units of text processed
by the model) that still allows the model to produce the correct answer.

This thesis investigates this challenge through a structured approach, moving from basic principles to
experimental proof:

Foundations (Sections 2-3): We start by analyzing the Transformer Architecture. This is necessary
to understand the specific mechanisms that cause the speed and memory bottlenecks we want to fix. We
then define the RAG Framework to establish exactly how the retriever and the generator interact.

Theoretical Framework (Sections 4-5): To compress text effectively, we need a way to measure infor-
mation. Section 5 introduces the Mathematical Foundations of Compression, based on Shannon’s
Information Theory. We define concepts like entropy and redundancy to create a standard for measuring
how important a word is. This chapter explains why compression is possible: natural language contains
many unnecessary words or word pieces that can be removed without changing the meaning.

Experimental Analysis (Sections 6-9): First, in Experimental Setup (Section 6), we define the
hardware and software environment. The main contribution of this thesis follows with the comparison of
three different compression methods:

• Entropy-Based Pruning (Section 7): A baseline test to see if unpredictable words are more
important than predictable ones.

• Norm-Based Pruning (Section 8): A method that uses the geometry of word embeddings to
identify and remove common words without expensive computation.

• Attention-Based Pruning (Section 9): A method that uses the model’s own internal focus to
decide which words are relevant to the specific question.

Finally, Section 10 combines these findings into a practical protocol for efficient RAG. We determine the
best balance between the speed of the compressor and the accuracy of the answer, proposing a scalable
method for future systems.
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2 The Transformer Architecture

The Transformer architecture, introduced by Vaswani et al. [1], represents a fundamental departure from
the recurrent and convolutional neural networks that previously dominated sequence modeling. Its core
innovation lies in its reliance on the self-attention mechanism to compute representations of its input and
output.

We describe the original Transformer architecture exactly as it was introduced by Vaswani et al. While
many variations have been developed since then (such as changing the position of layer normalization),
the core mechanisms presented here remain the standard reference. Therefore, all architectural details in
this section follow this original design unless stated otherwise.

This section provides a formal introduction to the Transformer’s components, beginning with the initial
processing of raw text and ending with the layered architecture that defines the model.

2.1 Tokenization

Prior to any mathematical operation, a raw text sequence (a string of characters) must be converted into
a numerical format processable by a neural network. This process is known as tokenization.

Formally, tokenization is a function that maps a string S (the input sequence) to an ordered list of
discrete elements called tokens, T = (t1, t2, . . . , tn), where each ti ∈ V. The choice of tokenization
strategy determines this vocabulary V, which is the set of all unique tokens the model can recognize.
Common strategies:

• Character-level tokenization: In this approach, the vocabulary Vchar consists of all unique char-
acters in the language (e.g. a-z, A-Z, 0-9, punctuation and whitespace) [2]. The tokenization function
splits the string S into its individual characters. Formally, for a string S = c1c2 . . . cm of m charac-
ters, the token sequence is simply T = (c1, c2, . . . , cm).

• Word-level tokenization: The sequence is split on whitespace and punctuation [3]. The vocab-
ulary size |V| is large, often exceeding 100,000 entries, leading to a high-dimensional embedding
space and issues with out-of-vocabulary (OOV) words.

• Subword-level tokenization: This strategy finds a balance between character- and word-level
tokenization [4]. The vocabulary consists of frequently used words and common subword units
(e.g., prefixes, suffixes). This method provides a compact vocabulary while maintaining the ability
to represent any word, including OOV words, as a sequence of subword tokens (e.g., “retrieval” →
“retrieve”, “##al”).

Each token ti in the sequence T is then mapped to a dense, continuous vector representation by a learned
embedding lookup table, E ∈ R|V|×dmodel , where dmodel denotes the dimensionality of the embedding
vector space.

This results in a sequence of embedding vectors:

Xembed = (e1, e2, . . . , en), where ei ∈ Rdmodel . (1)
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2.2 The Scaled Dot-Product Attention Mechanism

The core innovation and fundamental building block of the Transformer architecture is the attention
function. Its purpose is to model dependencies between all elements of a sequence, regardless of their
distance, by computing a weighted sum of values, where the weights are determined by the compatibility
between a query and a set of keys corresponding to each token.

2.3 Formal Definition and Derivation

Consider an input sequence of n ∈ N vectors, represented as a matrix X = [x1,x2, . . . ,xn]
T ∈ Rn×dmodel ,

where xi ∈ Rdmodel is the representation of the i-th element (e.g. a token embedding).

Definition 2.1 (Scaled dot-product attention). The input matrix X is projected into three distinct learned
vector spaces via linear transformations: the query and key spaces of dimension dk, and the value space
of dimension dv. This projection is defined as:

Q = XWQ, WQ ∈ Rdmodel×dk

K = XWK , WK ∈ Rdmodel×dk

V = XWV , WV ∈ Rdmodel×dv .

Here, Q,K ∈ Rn×dk and V ∈ Rn×dv represent the query, key, and value matrices, respectively.

The scaled dot-product attention is then computed as:

Attention(Q,K,V) = softmax

(
QKT

√
dk

)
V. (2)

Let us deconstruct Equation 2 step-by-step:

1. Compatibility Score Calculation: QKT

The matrix multiplication QKT results in a compatibility matrix S ∈ Rn×n:

S = QKT =


qT
1 k1 qT

1 k2 · · · qT
1 kn

qT
2 k1 qT

2 k2 · · · qT
2 kn

...
...

. . .
...

qT
nk1 qT

nk2 · · · qT
nkn

 . (3)

Each element sij = qT
i kj of this matrix represents the unnormalized attention score or compatibility

between the i-th query and the j-th key. A high score indicates a strong compatibility, meaning the i-th
element should pay significant attention to the j-th element.
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2. Scaling: S/
√
dk

The scores are scaled by a factor of 1/
√
dk:

Sscaled =
S√
dk

. (4)

This scaling is a critical stabilizing step. For large values of dk, the dot product qT
i kj can grow large

in magnitude. This pushes the input to the softmax function into regions where it has extremely small
gradients, a phenomenon known as the vanishing gradient problem, which prevents effective learning.
Scaling by

√
dk counteracts this effect by ensuring the variance of the attention scores remains stable,

approximately around 1, assuming the elements of Q and K have zero mean and unit variance.

3. Normalization: softmax(Sscaled)

The softmax function is applied row-wise (i.e., along the dimension of the keys for each query) to the
scaled score matrix:

A = softmax(Sscaled), where aij =
exp(sij/

√
dk)∑n

l=1 exp(sil/
√
dk)

. (5)

This operation normalizes the attention scores for a given query qi into a probability distribution over
all keys k1, . . . ,kn. The resulting matrix A ∈ Rn×n is the attention weight matrix, where each row sums
to 1:

∑
j aij = 1.

4. Weighted Sum: AV

The final output of the attention function is computed by multiplying the attention weight matrix A

with the value matrix V:

Output = AV =


∑n

j=1 a1jvj∑n
j=1 a2jvj

...∑n
j=1 anjvj

 . (6)

Each row i of the output is a convex combination (a weighted sum where weights are positive and sum
to 1) of all value vectors vj . The weight aij for each value is determined by the compatibility between qi

and kj . Thus, the output for the i-th position is a context vector that incorporates information from all
other positions in the sequence, weighted by their computed relevance.

2.4 Geometric and Probabilistic Interpretation

Geometrically, the dot product qT
i kj measures the cosine similarity between the two vectors (if they

are normalized) and is thus a measure of their alignment. The mechanism effectively allows each token
to attend to every other token by projecting its own query onto the keys of all tokens. The resulting
attention weights define a probability distribution over the sequence, and the output is the expectation
of the value vectors under this distribution.
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2.5 Computational Complexity

The computational complexity of the self-attention mechanism is dominated by the matrix multiplication
QKT , which has a complexity of O(n2 ·dk). For a fixed model dimension dk, this simplifies to O(n2). This
quadratic dependency on the sequence length n is the primary scalability bottleneck of the Transformer
architecture and is the key motivation for the context compression techniques explored in this thesis.

Q︸︷︷︸
n×dk

· KT︸︷︷︸
dk×n

→ S︸︷︷︸
n×n

⇒ Complexity = O(n2dk) (7)

2.6 Multi-Head Attention

While the scaled dot-product attention mechanism is powerful, a single attention function may be in-
sufficient to capture the myriad complex relationships within a sequence. For instance, a word might be
related to others through grammatical agreement, semantic roles, or topical coherence, all simultaneously.
To endow the model with this capability, the Transformer employs Multi-Head Attention (MHA).

MHA can be understood as running h independent attention mechanisms, or "heads" in parallel. Each
head operates in a different, learned linear projection of the original input space. This allows each head to
specialize in a different type of relationship or a different aspect of the semantic representation. Formally,
for each head i:

headi = Attention
(
XWQ

i ,XWK
i ,XWV

i

)
. (8)

Here, the projection matrices WQ
i ,W

K
i ∈ Rdmodel×dk and WV

i ∈ Rdmodel×dv are unique to each head,
projecting the input into a subspace of dimensionality dk and dv. The outputs of all heads are then concate-
nated and projected back into the original model dimension using a learned matrix WO ∈ Rh·dv×dmodel :

MHA(X) = Concat(head1, . . . ,headh)W
O. (9)

A common and efficient choice is to set dk = dv = dmodel/h, which ensures the total computational
cost of multi-head attention is similar to that of a single-head attention with full dimensionality. The
MHA sub-layer thus provides a richly structured mechanism for the model to integrate information from
different representation subspaces at different positions.

2.7 Residuals and Normalization

Stacking multiple layers of these complex functions presents a significant challenge: deep networks are
often difficult to train due to issues like vanishing gradients. The Transformer incorporates two key
techniques to ensure stable and effective training across many layers.
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First, each sub-layer (e.g. MHA or the subsequent Feed-Forward Network) employs a residual connec-
tion [5]. This simple addition, x + Sublayer(x), creates a direct path for gradients to flow backwards
through the network, mitigating the vanishing gradient problem and enabling the training of very deep
models.

Second, layer normalization [6] is applied to the output of the residual addition. Unlike batch normal-
ization, which normalizes across a batch of examples for a single feature, layer normalization normalizes
across all features of a single token. This stabilizes the dynamics of the training process by ensuring the
inputs to each sub-layer have consistent mean and variance. The combined operation for any sub-layer
is:

Output = LayerNorm (x+ Sublayer(x)) . (10)

This combination of residual connections and layer normalization is the "glue" that allows the Trans-
former’s deep architecture to be trained effectively.

2.8 The Position-Wise Feed-Forward Network

Following the MHA sub-layer, each encoder and decoder layer contains a fully connected Feed-Forward
Network (FFN). This sub-layer is applied identically and independently to each position in the sequence.
Its purpose is to provide a non-linear transformation of the features after they have been mixed by the
attention mechanism.

The FFN consists of two linear transformations with a ReLU activation in between:

FFN(x) = max(0,xW1 + b1)W2 + b2, (11)

where W1 ∈ Rdmodel×dff , W2 ∈ Rdff×dmodel , and the inner dimension dff is typically larger than dmodel

(e.g., dff = 4×dmodel). This design can be interpreted as each token being processed by a small, position-
wise multi-layer perceptron, allowing for complex feature transformations beyond the linear-algebraic
operations of attention.

2.9 Composing the Encoder-Decoder Architecture

The full Transformer follows an encoder-decoder structure, with both components being stacks of N

identical layers as described above. However, many modern LLMs do not use this full structure. For
instance, the GPT family uses a decoder-only architecture [7], removing the encoder to focus on gen-
erating text. In contrast, models like BERT use an encoder-only design for understanding tasks [8].
Despite these differences, the original encoder-decoder model described below remains the foundation for
all these variations.

The encoder is composed of a stack of N layers, each containing a multi-head self-attention sub-layer
(Eq. 9) followed by a position-wise FFN (Eq. 11). Each sub-layer is wrapped with the residual connection
and layer normalization (Eq. 10). The encoder’s role is to process the input sequence and generate a rich,
contextualized representation for each token, informed by the entire input.
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The decoder has a similar structure but includes a third sub-layer. Its layers consist of:

1. A masked multi-head self-attention mechanism, which prevents any position from attending to
subsequent positions. This masking, implemented by setting future values in the attention score
matrix to −∞ before the softmax, is crucial for preserving the auto-regressive property during
generation.

2. A multi-head encoder-decoder attention sub-layer. Here, the queries come from the previous
decoder layer, while the keys and values come from the final output of the encoder stack. This
allows every position in the decoder to attend to all positions in the input sequence, a vital link for
tasks like machine translation.

3. A position-wise FFN identical to that in the encoder.

Residual connections and layer normalization are applied around all three sub-layers. The output of the
final decoder layer is projected through a linear layer and a softmax to produce a probability distribution
over the target vocabulary.
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3 Retrieval-Augmented Generation

Large Language Models (LLMs) have demonstrated remarkable abilities in text generation and under-
standing. However, they face a significant limitation: their internal knowledge is frozen at the time of
their training. This results in outdated information and a lack of specialized knowledge. Furthermore,
these gaps can contribute to the model’s tendency to hallucinate, or invent facts, when it attempts to
answer questions outside its training data. Also, as established in the previous chapter, the self-attention
mechanism’s O(n2) complexity makes it impossible to simply feed an entire database of information to
the model as context.

Retrieval-Augmented Generation (RAG) has emerged as a powerful solution to these problems
[9]. The core idea is simple yet effective: instead of relying solely on the model’s internal (parametric)
knowledge, we first retrieve relevant information from an external source (a non-parametric corpus) and
then provide this information to the model to help it generate a better response. This creates a hybrid
system that is both knowledgeable and adaptable.

3.1 RAG Framework

We can formally define the goal of a RAG system. Let the external knowledge source be a corpus D =

{d1, d2, . . . , dN}, consisting of N distinct documents. The main challenge is that D is typically too large
to process all at once.

Problem Statement 3.1 (Knowledge-Intensive Generation [9]). Given an input query x, the task is to
generate an output y using information from a large corpus D. Since processing all of D is impossible,
we approximate the process by first retrieving a small, relevant subset of documents Dret ⊂ D (where
|Dret| = k is small) and then generating based on them:

p(y|x) ≈
∑

d∈Dret

pθ(y|x,d)pϕ(d|x). (12)

Here, pϕ(d|x) is the probability that document d is relevant to query x (determined by the retriever), and
pθ(y|x,d) is the probability of generating output y given both the query and the document (determined by
the generator).

3.2 Implementing the Retriever

The key to building a retriever is to model the relevance probability pϕ(d|x). Modern RAG systems
achieve this using dense passage retrieval (DPR) [10]. The idea is to map both the query and the
documents into a shared high-dimensional vector space where semantic similarity corresponds to distance.

This is done using two neural network encoders:

q = EncoderQ(x) (Query Embedding),

ed = EncoderD(d) (Document Embedding).

The retrieval score is determined by the similarity between a query and a document, measured using the
dot product or cosine similarity of their vectors:

score(x,d) = qTed. (13)
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To make this search efficient over a massive corpus D, these document embeddings are stored in a
specialized vector index (e.g. FAISS [11] or Chroma) that allows for fast approximate nearest neighbor
(ANN) search. This index is the engine that makes the retriever feasible.

3.3 RAG Pipeline

Translating the RAG concept into a working system involves a clear pipeline with distinct offline and
online phases.

Step 1: Data Ingestion & Indexing (Offline)

This is the preparatory phase where the knowledge corpus is prepared for efficient retrieval.

• Chunking: Raw data is split into smaller, manageable pieces. This is crucial to align with model
context limits and to improve retrieval precision. Strategies include fixed-size and recursive chunk-
ing.

• Embedding: First, every document d ∈ D is segmented into shorter text sequences called chunks.
Each chunk c is then converted into a vector using an embedding model: ec = Encoderembed(c).

• Indexing: Chunk vectors are stored in a vector database to enable the fast ANN search described
in Section 3.2.

Step 2: Retrieval (Online)

For a given user query x, this stage finds the most relevant documents.

1. The query is embedded into a vector: eq = Encoderembed(x).

2. The vector index performs a search to find the k chunk vectors most similar to eq.

3. The top-k text chunks are returned.

This is the first and most crucial form of context compression, reducing the problem from searching
through millions of documents to just processing a handful.

Step 3 & 4: Augmentation and Generation (Online)

The retrieved chunks are used to guide the LLM.

• Augmentation: The chunks are combined with the original query into a structured prompt (e.g.,
"Answer based on this context: [chunks] Question: query").

• Generation: The LLM generates a response auto-regressively, conditioned on the augmented
prompt:

pθ(y|x,Dret) =

T∏
t=1

pθ(yt|y1:t−1,x, c1, c2, ..., ck). (14)

11



The LLM acts as a powerful text comprehension engine, synthesizing an answer from the provided
context.

3.4 Advanced Techniques

The framework described above outlines the standard RAG pipeline. However, it is important to ac-
knowledge that the field has evolved rapidly, and numerous variations have been developed to address
specific limitations. A modern “Advanced RAG” system often incorporates additional modules to enhance
performance [12]. Common enhancements include:

• Hybrid search: Combines dense vector search with traditional sparse keyword-based methods
(such as BM25 [13]) to improve recall by capturing both semantic meaning and exact lexical matches.

• Re-ranking: A second, more computationally intensive model (often a Cross-Encoder) re-scores
the initially retrieved candidates to significantly improve precision [14].

• Iterative retrieval: The process is not limited to a single step; the model can actively retrieve
new information in multiple turns based on the context generated so far (e.g. FLARE [15]).

4 Context Compression in RAG

The previous chapter explained how RAG solves a major problem for LLMs by giving them access to
an external knowledge source. Instead of trying to remember everything internally, the model can look
up relevant information on the fly. However, this solution creates a new challenge. The Transformer’s
self-attention mechanism, which is the core of modern LLMs, becomes very slow and memory-intensive
when processing long texts. This is because its computational cost grows quadratically with the length
of the input (O(n2)).

RAG’s first step is to narrow down a huge corpus of millions of documents to a handful of relevant ones.
This is a massive and necessary reduction. However, the generator LLM still needs to read all the text in
those retrieved documents. If you retrieve 10 long documents, the input to the LLM can easily become
thousands of tokens long. Processing this is expensive and can overwhelm the model, causing it to miss
key details in a sea of text.

This is where context compression comes in. It is the next logical step to make RAG systems faster,
cheaper, and more accurate. The goal is to distill the retrieved information into a compact, information-
dense representation before passing it to the LLM [16].

It is worth noting that this compressed format does not strictly need to remain human-readable. The-
oretically, context can be compressed into continuous vector representations or “soft prompts” [17]
that are optimized purely for the model’s internal processing rather than human interpretability. How-
ever, within the scope of this thesis, we focus on discrete, textual compression methods that maintain
transparency.
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4.1 Why is Compression Needed?

Even after retrieval, the system faces three main problems:

• High cost and slow speed: Processing long contexts with the Transformer’s self-attention is
computationally expensive. This makes generating answers slower and increases costs, especially
when dealing with many user queries.

• Information overload: An LLM has a limited attention span. When its context window is filled
with many long documents, it can struggle to focus on the most important facts needed to answer
the question. Research has shown that crucial information is frequently lost when it appears in the
middle of a long context rather than at the beginning or end [18].

• Context window limit: Every LLM has a hard limit on how many tokens it can process at once
(e.g., 128K tokens). If the combined retrieved text exceeds this limit, the system must somehow cut
it down, potentially losing valuable information.

In short, RAG solves the problem of finding the right information in a vast library, but context compression
helps the LLM read and focus on that information effectively.

Moreover, the utility of context compression extends beyond RAG scenarios. It is a fundamental capa-
bility valuable for any task involving long input sequences, such as analyzing full books, maintaining
extensive conversational history in chatbots, or processing large codebases. While this thesis focuses on
its application within retrieval systems, the principles of reducing redundancy and focusing on relevant
information are universally applicable in LLM interactions.

4.2 What is Context Compression?

Context compression is any technique that takes the retrieved documents and makes them shorter and
more relevant before sending them to the generator LLM.

We can think of it as a function C that takes in the retrieved documents Dret and the user’s query x,
and outputs a compressed version:

Dretcompressed = C(Dret,x). (15)

The main goal is to create a new context that is significantly shorter but still retains the necessary
information for the LLM to answer the question correctly. This allows the generator to run more efficiently.
We can formalize this objective as preserving the probability distribution of the target output:

pθ(y|x,Z) ≈ pθ(y|x, C(Z,x)). (16)

Here, the approximation symbol (≈) captures the motivation behind the method: the probability of
generating the correct answer y given the compressed context C(Z,x) should remain as close as possible
to the probability using the full context Z. Essentially, the goal is to reduce the computational cost (input
size) without degrading the model’s confidence in the correct output.
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4.3 How Can We Compress Context?

Researchers have developed many creative ways to compress context, which can be grouped into a few
categories [16]:

Extractive Compression

These methods work by pulling out the most important pieces of text from the retrieved documents.

• Key sentence extraction: The system scores each sentence in the retrieved documents based on
how relevant it is to the query (e.g., using cosine similarity of sentence embeddings) and only keeps
the top ones.

• Re-ranking with filtering: A more powerful model quickly reads the retrieved documents and
re-ranks them. The least relevant documents or paragraphs are then filtered out completely before
the final generation step.

Abstractive Compression

These methods are more advanced. They use a separate, smaller model to rewrite or summarize the
retrieved text.

• Summarization: A model reads a long retrieved document and generates a short summary that
captures the main points. The summary is then passed to the main LLM instead of the full docu-
ment.

• Query-focused summarization: The summarization model is guided by the user’s query. It
specifically focuses on summarizing information that is relevant to answering that question, ignoring
unrelated parts of the document. For instance, approaches like RECOMP [19] use this technique to
generate concise summaries tailored specifically to the input question.

Generative compression

This is a more integrated approach where the compression happens automatically within the model’s
architecture.

• Memory and latent representations: Models like RETRO [20] don’t just store text; they store
information in a compressed, numerical form (called latent representations). The main generator
LLM learns to attend to these compressed "memories" directly, which is more efficient than reading
raw text.
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Structural Compression

These methods change how the documents are stored and retrieved in the first place.

• Better chunking: Instead of just splitting text by size, using more intelligent chunking that keeps
coherent ideas together. This means each retrieved chunk is more likely to be self-contained and
useful, reducing the need to retrieve extra chunks for context.

• Metadata and filtering: Adding tags to documents (like date, topic, or source) allows the system
to filter retrievals more precisely, ensuring only the most relevant documents are fetched in the first
place.

4.4 Compression Changes RAG

Adding a compression step changes how we design RAG systems. It allows for new strategies:

• You can retrieve more documents to be sure you don’t miss anything, and let the compressor
handle the noise by distilling them down to the essentials.

• The compressor can be trained alongside the retriever and generator. This means it can learn
what kind of information the generator finds most useful, creating a smarter, more synergistic
system.

The pipeline thus evolves from a simple Retrieve-then-Read to a more powerful and efficient Retrieve-
then-Compress-then-Read process.
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5 The Mathematical Foundations of Compression

To understand how we can make RAG systems more efficient, we must first understand the science of
compression itself. This field is built on Information Theory, which was founded by Claude Shan-
non in his 1948 paper, "A Mathematical Theory of Communication" [21]. This theory gives us precise
mathematical tools to measure information and define the limits of compression.

5.1 Measuring Information and Uncertainty

Shannon wanted to quantify how much "information" is produced by a process, like generating text.
His key insight was that the information content of a message is directly related to how surprising or
unexpected it is.

Definition 5.1 (Information Content). If an event x occurs with probability p(x), the information gained
by observing that event is:

I(x) = log

(
1

p(x)

)
= − log p(x). (17)

Shannon defined this using logarithms base 2, so the unit of information is the bit. A single fair coin flip
(p=0.5) conveys − log2(0.5) = 1 bit of information.

To describe not just single events but an entire information source (e.g., a language), we need to know
the average information. Shannon called this average entropy.

Definition 5.2 (Entropy). The entropy H of a discrete random variable X is the average information
content of all its possible outcomes x.

H(X) = E[I(X)] = −
∑
i

p(xi) log2 p(xi) (18)

Entropy measures the uncertainty or the "average surprise" of the source. A source that always produces
the same symbol (e.g., "AAAA...") has an entropy of 0 bits. A fair coin has an entropy of 1 bit per flip.

5.2 Redundancy

Natural language has a great deal of structure. Letters and words do not appear randomly; ’e’ is more
common than ’z’, and ’the’ is a very common word sequence. This structure means that not every
character in a text is equally surprising. In fact, many characters are highly predictable.

This predictability means that a standard encoding (like ASCII, which uses 8 bits for every character)
is inefficient. It uses more bits than are theoretically necessary. The difference between this fixed length
and the true entropy is called redundancy.

Definition 5.3 (Redundancy). The redundancy R of a source with entropy H(X) and a fixed code length
L is defined as:

R = L−H(X). (19)

Redundancy represents the number of wasted or unnecessary bits in the representation. Compression is
the process of removing this redundancy.

16



5.3 Shannon’s Source Coding Theorem

Shannon’s most important result for compression is the Source Coding Theorem. It tells us the
absolute best we can possibly do when compressing a source without losing any information.

Theorem 5.1 (Source Coding Theorem). Let a source have entropy H (bits per symbol). It is possible
to encode the output of this source so that the average number of bits per symbol is arbitrarily close to H.
It is impossible to have an average number of bits per symbol less than H.

H ≤ L < H + 1, (20)

where L is the average code length for the compressed symbols.

This theorem sets a hard limit. You cannot losslessly compress a source to a size smaller than its entropy.
The goal of compression algorithms like Huffman coding [22] is to create codes where common symbols
have short codes and rare symbols have longer codes, aiming to get the average code length L as close to
H as possible.

5.4 Lossy Compression

For many real-world tasks, including context compression in RAG, we do not need a perfect reconstruction
of the original text. We only need to preserve its meaning or its usefulness for a specific task. This is
called lossy compression.

Shannon also created a theory for this, called Rate-Distortion Theory. It formalizes the trade-off
between:

• Rate (R): The number of bits used to represent the compressed information.

• Distortion (D): The amount of error or loss of fidelity introduced by the compression.

The theory defines a function, R(D), which gives the minimum rate R required to represent the source
with an average distortion not exceeding D.

5.5 Usage in RAG

This mathematical framework helps us design better context compressors:

1. Text is highly compressible: The entropy of natural language is much lower than its surface-level
representation (e.g. ASCII text). This means there is a lot of redundancy to remove.

2. Hard limit: We cannot losslessly compress text to be smaller than its entropy. This tells us when we
have a very good compressor.

3. Lossy compression: For context compression, our goal is not to perfectly reconstruct the retrieved
text. Our distortion metric is not word error, but utility loss: does the compressed context still allow
the LLM to generate a correct and high-quality answer? A compressor can remove many words (high
distortion in terms of text) as long as the key facts are preserved (low distortion in terms of answer
quality).
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In summary, information theory provides the rules of the game. It tells us why compression is possible
(redundancy), what the ultimate goal is (entropy), and how to think about the trade-offs (rate-distortion).
The context compression methods we will discuss next are all practical attempts to approach these
theoretical limits for the specific task of improving RAG systems.
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6 Experimental Setup

To ensure reproducibility and provide context for the performance metrics, we detail the software and
hardware environment used for the experiments below.

6.1 Software and Hardware Environment

The experiments were implemented in Python 3.10, utilizing the PyTorch framework [23] for tensor com-
putations and model management. The Hugging Face Transformers library [24] was used for loading the
pre-trained language models and tokenizers. Additional libraries included numpy and scipy for numerical
analysis, and matplotlib for generating the visualizations.

The computations were performed on a standard workstation environment. The hardware specifications
included a multi-core CPU (AMD Ryzen 5) and 16 GB of system memory (RAM). No dedicated GPU
acceleration was utilized for these experiments; all computations were executed on the CPU. Due to
the computational intensity of calculating entropy scores across the evaluation dataset without GPU
acceleration, a typical experimental run required approximately 2 hours on this configuration.

6.2 Model Specifications

We utilized two distinct pre-trained language models to serve different roles. While their specific appli-
cation is stated in relevant sections, their general specifications are detailed below.

1. Reader Model (DistilBERT) We employed the distilbert-base-uncased model [25] as the
primary reader for the Question Answering task.

• Role: Generating embeddings and extracting answers from the compressed context.

• Architecture: 6-layer Transformer encoder (distilled from BERT-base).

• Parameters: Approximately 66 million.

• Hidden size: 768 dimensions with 12 attention heads.

2. Estimator Model (GPT-2 Small) For the entropy-based pruning experiments (Section 7), we
used the gpt2 (small) model [26] to calculate the conditional self-information (surprisal) of each token.

• Role: Acting as a proxy to estimate the statistical redundancy of tokens in the retrieved context.

• Architecture: 12-layer Decoder-only Transformer.

• Parameters: Approximately 117 million.

• Training Data: Pre-trained on the WebText corpus (millions of webpages).

Code Availability The source code and scripts developed for these experiments are available upon
request.
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7 Entropy-Based Token Pruning

The Source Coding Theorem establishes that lossless compression is strictly bounded by the entropy
of the source, H(X). However, in RAG, the objective is not the perfect reconstruction of the retrieved
documents, but the preservation of the downstream generation utility. This shifts the problem frame from
lossless compression to lossy compression, within the framework of Rate-Distortion Theory.

In this section, we investigate the baseline application of this theory: discrete token pruning based on self-
information. This approach relies directly on the Information Content I(x) defined previously (Definition
5.1). In the context of language modeling, we utilize this metric to evaluate the importance of individual
tokens. Tokens with high probability have low information content and are treated as redundant, while
tokens with low probability have high information content and are preserved to maintain the context’s
meaning.

We model the RAG context compression task as a redundancy removal optimization problem, aiming to
quantify the trade-off between the compression rate (reduction in token count) and two distinct forms of
distortion: syntactic divergence (Perplexity) and semantic utility (F1 Score) (see definitions in Subsection
7.4). In this formulation, the compression rate corresponds to the proportion of retained tokens, while
distortion is measured indirectly through downstream task performance.

7.1 Problem Formulation

We frame this experiment not as a complex optimization task, but as a stress test for RAG. The central
question is simple: How much can we degrade the input before the output collapses?

In a standard RAG setup, the generator receives a complete retrieved document. Our objective is to
measure the performance gap between this baseline and a "compressed" scenario where the document is
shortened.

We focus specifically on the degradation of response quality. We assume that much of the text in a
retrieved document is statistically redundant (frequent function words and common sentence patterns
that add little specific information). Theoretically, removing a limited number of such tokens may not
strongly affect the model’s ability to answer a specific question.

Our goal is to empirically locate the limit of this assumption. We aim to find the compression rate where
the model suddenly loses the ability to reason over the text. This allows us to quantify exactly how
dependent the model is on the full syntactic structure of the context versus the raw semantic keywords.

In this experiment, we utilize Shannon Self-Information as the selection heuristic. Self-information
measures how unexpected a token is for the language model, not its meaning directly. However, we use
it as a practical indicator, assuming that less predictable tokens are more likely to contain task-relevant
information.

In practice, self-information is computed using a causal language model (GPT-2). For each token, the
model estimates the negative log-probability of that token conditioned on all preceding tokens in the
sequence. The computation is performed over a fixed context window of up to 1024 GPT-2 tokens. If the
input context exceeds this length, it is truncated before surprisal estimation, and no sliding window or
overlap is applied.
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7.2 Dataset Specification: SQuAD

We utilize the Stanford Question Answering Dataset (SQuAD) v1.1 [27] for this evaluation. We chose
this dataset because its reliance on exact answer extraction makes it an ideal benchmark for measuring
the loss of factual information.

Formally, the dataset D consists of tuples (Ci, Qi, Ai):

• Ci: The context paragraph (Wikipedia passage).

• Qi: A query dependent on Ci.

• Ai: The ground truth answer span, such that Ai ⊂ Ci.

To ensure the validity of our utility metrics, we apply a strict qualification criteria to the dataset prior
to compression. We exclude any tuple i where the uncompressed baseline model fails to achieve an F1
score greater than 0.5 (F1 > 0.5). This filtering step is crucial; it ensures that we only evaluate samples
where the model is proven capable of answering the question under ideal conditions. This step reduces
the influence of unclear or poorly supported questions, making it more likely that observed performance
changes are mainly caused by context compression.

7.3 Pruning Mechanism

We implement a token-level filtering mechanism based on self-information. Let c = (t1, t2, . . . , tN ) be
the sequence of tokens in the retrieved context. We utilize a lightweight proxy model Mϕ (specifically
GPT-2 Small) to estimate the conditional probability of each token ti given its history t<i. We use this
smaller model instead of the main generator because it is much faster; running a massive LLM just to
calculate probabilities for every single token would be too computationally expensive. This approximation
is formulated as:

p(ti|t<i) ≈ Mϕ(ti|t1, . . . , ti−1). (21)

The self-information (surprisal) of each token is defined as:

I(ti) = − log p(ti|t<i). (22)

We define a target retention rate ρ ∈ (0, 1]. The compression function Cρ(c) retains the top-ρ fraction of
tokens with the highest information content. Let I = {I(t1), . . . , I(tN )} be the set of information scores.
We determine a threshold τρ such that |{t ∈ c : I(t) ≥ τρ}| ≈ ρN . The compressed sequence is the
subsequence of tokens exceeding this threshold, preserving their original monotonic ordering:

Cρ(c) = (ti | I(ti) ≥ τρ)
N
i=1. (23)

Instead of a strict filtering operation, surprisal-based pruning ranks tokens by their estimated importance
and keeps the most informative ones.
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Token pruning is performed using GPT-2 tokenization, while question answering is evaluated with a
DistilBERT model that uses a different tokenization scheme. Although token boundaries and internal
positions differ between the models, the pruned context remains a valid natural-language text. This
allows the QA model to create its own positional representation based on the shortened context. Positional
consistency is therefore preserved at the textual level rather than at the embedding index level.

7.4 Metrics

To evaluate the success of our compression, we measure two things: the quality of the answer (Semantic
Utility) and the fluency of the remaining text (Syntactic Structure).

Semantic Utility: F1 Score

To determine if the model can still answer the question correctly using the compressed text, we use the
F1 Score. This metric measures the overlap between the words in the model’s predicted answer and the
ground truth answer.

Precision (P ) is the percentage of tokens in the prediction that are also found in the correct answer.
Recall (R) is the percentage of the correct answer’s tokens that appear in the prediction. The F1 score is
the harmonic mean of these two:

F1 = 2 · P ·R
P +R

. (24)

Syntactic Structure: Perplexity

We also need to measure how much the deletion of tokens impacts the grammatical structure of the text.
For this, we use Perplexity (PPL). Perplexity is a standard measurement in NLP that quantifies how
"surprised" a model is by a sequence of text.

Formally, for a sequence of tokens X = (x1, x2, ..., xN ), the perplexity is calculated as the exponentiated
average negative log-likelihood:

PPL(X) = exp

(
− 1

N

N∑
i=1

log p(xi|x<i)

)
. (25)

A low perplexity indicates that the text follows natural patterns and is easy for the model to process. A
sudden rise in perplexity suggests that the text has become disjointed or highly unpredictable.
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7.5 Experimental Architecture

The experimental pipeline consists of three distinct components:

1. Estimator (channel measurement)

We use a causal language model (GPT-2 Small [26], 117M parameters) to compute the self-information
I(tk) for every token in the context window. This model serves as the measure of redundancy.

2. Compressor (channel encoding)

The compressor executes the ranking and selection logic described in Section 7.3. For a context of length
N and retention rate ρ, the algorithm selects the indices of the M = ⌊ρN⌋ highest-entropy tokens.
The reconstruction step re-assembles the retained tokens in their original relative order, which preserves
textual ordering but does not preserve positional embeddings across models.

3. Evaluator (distortion measurement)

The compressed context c′ is passed to the reader model (DistilBERT fine-tuned on SQuAD). We measure
two forms of distortion:

• Semantic distortion (Dsem): The geometric distance between the vector representations of the
original and compressed contexts. We utilize a sentence-transformer encoding [28] e(·):

Dsem(c, c′) = 1− e(c) · e(c′)
∥e(c)∥∥e(c′)∥

. (26)

It is important to note that this metric is inherently dependent on the chosen embedding model. It
does not measure absolute semantic loss, but rather the divergence in the specific semantic features
that the Sentence-Transformer considers important.

• Utility distortion (Dutil): The degradation in the downstream task performance, quantified as
the drop in F1 score relative to the baseline:

Dutil = 1− F1(c′)
F1(c)

. (27)

7.6 Results

We analyze the impact of entropy-based token pruning on retrieval-augmented question answering, with
the goal of identifying a pruning rate that provides a favorable balance between compression-induced
distortion and downstream utility.

Semantic Utility: F1 score

Downstream utility is measured using the F1 score of the question-answering task. In Figure 1 we can see
that as the pruning rate increases, F1 decreases monotonically, indicating a gradual loss of task-relevant
information. However, this degradation is not uniform across pruning levels.
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At low pruning rates (up to approximately 10 - 20%), the reduction in F1 is relatively small compared to
the uncompressed baseline. The model remains capable of answering most questions correctly, suggesting
that a substantial portion of the removed tokens are not essential for the task. This observation supports
the hypothesis that retrieved contexts contain significant redundancy relative to the information required
for extractive question answering.

At higher pruning rates, utility degradation accelerates. When more than roughly 30 - 40% of tokens are
removed, F1 drops sharply, indicating that critical information is increasingly lost and that the remaining
context is no longer sufficient to support reliable reasoning.

Figure 1: Effect of entropy-based token pruning on semantic utility measured by the F1 score. The solid
line shows the mean performance across samples, while the shaded region represents the interquartile
range (25% - 75%). Moderate pruning leads to a gradual decline in performance with low variance,
whereas higher pruning rates result in increased variability and rapid utility loss.

Syntactic Degradation: PPL

Syntactic structure is evaluated using perplexity. Figure 2 shows that in contrast to the relatively smooth
decline in F1, perplexity increases sharply even at low pruning rates. This indicates that entropy-based
token removal disrupts grammatical structure early, primarily due to the removal of frequent function
words and connective elements.

Importantly, this syntactic degradation does not immediately result in a corresponding loss of utility.
At pruning rates where perplexity has already increased by an order of magnitude, the model can still
achieve relatively high F1 scores. This implies that strict grammatical correctness is not necessary for an
answer to remain meaningful in question-answering tasks.
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Figure 2: Impact of token pruning on syntactic structure measured by perplexity (log scale). Perplexity
increases sharply even at low pruning rates, indicating early disruption of grammatical structure. The
widening interquartile range highlights substantial variability in syntactic degradation across samples.

Semantic Distortion

Semantic distortion is measured as one minus the cosine similarity between sentence-level embeddings
of the original and compressed contexts. We can see in Figure 3 that unlike perplexity, semantic distor-
tion increases gradually and approximately linearly as the pruning rate increases. No sudden jumps are
observed at low or moderate pruning levels.

This gradual change suggests that entropy-based pruning removes information in a distributed manner,
rather than eliminating entire semantic units at once. As pruning increases, meaning is progressively
degraded, but remains relatively stable until higher pruning levels are reached.
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Figure 3: Semantic distortion induced by entropy-based token pruning, measured as 1− cos(e(C), e(C̃)).
The mean distortion increases smoothly with pruning rate, while the relatively narrow interquartile range
indicates consistent behavior across samples.

Pruning Rate

By jointly considering semantic utility, syntactic degradation, and semantic distortion, it is possible to
identify a pruning rate that offers a favorable trade-off between efficiency and performance. Very low
pruning rates preserve utility but provide limited reduction in redundancy, while high pruning rates lead
to substantial distortion and unreliable performance.

The experimental results indicate that pruning rates in the range of approximately 10 - 20% offer a good
balance. In this range, F1 remains close to the baseline, semantic distortion is limited, and the model
continues to perform reliably despite significant syntactic disruption. This range captures a large portion
of the available redundancy while avoiding the sharp performance collapse observed at higher pruning
levels.

Beyond this range, particularly above 30 - 40%, additional pruning results in disproportionate losses in
both semantic similarity and task performance, making such settings unsuitable for practical use without
further constraints.
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Implications for RAG

These findings have direct implications for retrieval-augmented generation systems. Instead of apply-
ing aggressive compression, entropy-based token pruning should be applied conservatively, targeting a
moderate pruning rate that removes redundant information while preserving task-relevant content.

The results suggest that RAG systems can benefit from information-aware context pruning as a prepro-
cessing step, improving efficiency without significantly degrading performance. At the same time, the clear
deterioration observed at higher pruning rates highlights the importance of tuning pruning parameters
to the task and dataset.

Assumptions and Limitations

This approach uses model surprisal as an estimate of token importance, which does not directly represent
semantic meaning. Pruning and evaluation are also performed with different models and tokenization
schemes. In addition, distortion is measured through task performance rather than a direct semantic
metric. Therefore, the results should be interpreted as task-specific and heuristic.
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8 Context-Free Token Pruning

In the previous section, token importance was defined through local predictability, quantified by condi-
tional self-information. This approach provided a principled, information-theoretic basis for contextual
compression, but it also revealed an important practical limitation. Estimating token importance re-
quired a full forward pass of the language model over the input sequence, making the filtering step itself
computationally demanding. Although such processing can still be justified as an offline or pre-retrieval
operation, it raises the question of whether an even cheaper, context-independent alternative exists.

This observation naturally led to the following research question:

Can low-information tokens be identified without observing their surrounding context at all?

After establishing that locally predictable tokens tend to contribute less to downstream task performance,
we investigate whether token-level importance can be approximated using only intrinsic properties of the
token embedding itself. If such a context-free signal exists, it could support a lightweight pre-filtering step
that works independently of model inference and can be applied before retrieval or contextual encoding.

This question is motivated by a fundamental observation: tokens do not contribute equally to meaning.
Structural elements like articles and punctuation primarily serve grammatical purposes, while content
words carry the core information. Crucially, this distinction often holds regardless of context; “the” is
rarely informative, while a technical term like “eigenvalue” is rarely dispensable.

Recent work [29] on the geometry of word embedding spaces provides theoretical support for this intu-
ition. In particular, it has been shown that the Euclidean norm of a word embedding correlates with its
information gain, with larger norms corresponding to rarer and more semantically specific tokens. From
this perspective, static embeddings encode not only relational similarity but also a form of lexical prior
over information content.

Frequently occurring tokens tend to occupy dense, central regions of the embedding space and exhibit
relatively small vector norms. In contrast, semantically rich or domain-specific tokens are geometrically
more isolated and are characterized by larger embedding magnitudes. This interpretation is consistent
with the manifold hypothesis for language representations: the embedding space is highly anisotropic, and
its geometry implicitly separates syntactic structure from semantic content. Importantly, this separation
is available before any contextualization is applied.

Based on these insights, we formulate the following hypothesis:

A significant portion of low-information tokens can be identified using only the L2 norm of
their static embeddings, without conditioning on context.

If this hypothesis holds, contextual compression can be decomposed into two complementary stages: an
inexpensive, context-free pre-filter that removes geometrically low-information tokens, followed by an
optional context-aware selection mechanism applied only to the remaining input.

The objective of the experiment presented in this section is therefore to evaluate whether static em-
bedding norms provide a sufficiently strong signal to support token pruning in practice. Specifically, we
assess whether a purely static criterion can reduce token budgets at negligible computational cost while
preserving downstream question answering performance in a RAG-style setting.
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8.1 Illustrative Example

To provide an interpretable illustration of the differences between context-dependent and context-free
pruning, we analyze a single sentence and remove 15% of its tokens using both methods. The example
sentence is shown below:

“Although retrieval-augmented generation can improve factuality, it still introduces a bottle-
neck: the model must process long contexts, so we investigate whether token-level filtering can
reduce compute while preserving the information required for accurate question answering in
downstream tasks.”

After tokenization, the sentence consists of 49 tokens, resulting in the removal of approximately seven
tokens per pruning strategy.

Dynamic surprisal-based pruning The resulting text after applying surprisal-based pruning is
shown below:

“Although retrieval-au generation can improve factuality still introduces a bottleneck: the
model must process long contexts, so we investigate whether token-level filtering reduce com-
pute while preserving information required accurate question answering in downstream tasks”

The surprisal-based method removes tokens with the lowest conditional self-information, i.e. those that
are most predictable given their local context. In this example, the following tokens are removed:

• Punctuation (‘,‘, ‘.‘), which is highly predictable in well-formed sentences.

• Function words such as “for”, “it”, “can”, and “the”, whose occurrence is strongly constrained by
surrounding syntax.

• Subword continuations (e.g. “ed”, “gment”), which carry little additional information once the stem
has already been observed.

As a result, the pruned sentence exhibits minor surface-level distortions, including the removal of punc-
tuation and partial word fragments, reflecting the locally greedy nature of surprisal-based filtering.

Static embedding-norm-based pruning The output of the norm-based pruning is as follows:

“Although retrieval-augmented generation improve factuality, still introduces bottleneck: model
must process long contexts, so we investigate whether token-level filtering reduce compute
while preserving information required accurate question answering downstream tasks.”

The norm-based method removes tokens with the smallest L2 norms in the static embedding space,
independently of context. The removed tokens in this case consist almost exclusively of high-frequency
grammatical elements:
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• Articles and prepositions such as “a”, “the”, “for”, and “in”.

• Auxiliary or light verbs such as “can”.

• Pronouns such as “it”.

Notably, punctuation and subword fragments are preserved, resulting in a syntactically coherent sentence
in which primarily grammatical scaffolding has been removed.

Comparison and Interpretation Both methods remove a shared core of function words (“can”, “for”,
“it”, “the”), which are simultaneously frequent in the language and highly predictable in context. This
overlap represents tokens that are both globally low in lexical information content and locally unsurprising.

The remaining differences are systematic. Tokens removed only by the surprisal-based method tend to
be locally predictable structural elements, such as punctuation and subword continuations. In contrast,
tokens removed only by the norm-based method reflect a global lexical prior, identifying words that are
frequent across the corpus regardless of local context.

Embedding norm profile of the example sentence To further analyze the behavior of static
embedding norms at the token level, Figure 4 visualizes the L2 norms of all tokens in part of the example
sentence in their original order. Each bar corresponds to a token, while the horizontal dashed line indicates
a reference threshold at y = 2.99.

Figure 4: L2 norms of static GPT-2 token embeddings for the example sentence, plotted in original token
order. The dashed horizontal line indicates a reference threshold used for illustrative purposes.

Several observations follow from Figure 4. Tokens with embedding norms below the threshold are almost
exclusively grammatical function words, including articles, prepositions, pronouns, and auxiliary verbs.
These tokens closely correspond to those removed by both pruning strategies in the earlier comparison
as well. In contrast, semantically more meaningful tokens consistently have larger embedding norms and
remain well above the threshold.
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Importantly, the norm values form a structured profile rather than random fluctuations. Low-norm tokens
appear repeatedly at positions associated with grammatical scaffolding, while peaks in the norm curve
align with semantically informative words. This pattern supports the interpretation of the embedding
norm as encoding a global lexical prior over information content, independent of local context.

At this point, a natural question arises:

Can a single, fixed threshold on the static embedding norm reliably separate low-information
and high-information tokens?

It is important to emphasize that the threshold shown in Figure 4 is not derived from an optimization
procedure or corpus-level calibration. Instead, the value y = 2.99 is chosen arbitrarily at this stage, solely
to illustrate how a simple cutoff interacts with token-level structure in a concrete example.

This observation motivates the analysis, in which threshold selection is treated as a principled problem.
In the following, we investigate the distribution of embedding norms at scale and explore data-driven
strategies for selecting thresholds that balance token reduction and downstream task performance.

8.2 Comparison of Pruning Strategies

To systematically evaluate the effect of different pruning strategies, we repeat the same question answering
experiment as in the previous section while varying the proportion of removed tokens. In each experimental
run, a fixed fraction x ∈ {0, 0.05, 0.10, 0.20, 0.30, 0.40, 0.50} of the tokens in the retrieved context is
removed prior to question answering. This procedure is applied independently for each pruning strategy,
allowing us to analyze how task performance and computational characteristics evolve as the level of
compression increases.

The experiment compares two token filtering mechanisms. The first applies dynamic pruning based on
conditional self-information, removing the most predictable tokens given their local context. The second
applies static pruning based on the L2 norm of token embeddings, removing tokens with the smallest
embedding norms. In both cases, pruning is performed iteratively over a predefined set of pruning rates,
ensuring that the same proportion of tokens is removed at each step.

By going over pruning rates, the experiment captures the gradual transition from uncompressed to aggres-
sively pruned contexts. Rather than evaluating a single operating point, this approach makes it possible
to observe how each pruning strategy behaves across a spectrum of compression levels. In particular,
it allows us to examine whether degradation in task performance occurs smoothly or abruptly as more
tokens are removed, and whether this behavior differs between the two methods.

The motivation for this experiment has several aspects. First, it tests whether the qualitative differ-
ences observed in token-level analyses and illustrative examples persist when evaluated on a realistic
downstream task. Second, it examines whether a context-free pruning strategy based on static embed-
ding geometry can maintain stable task behavior as the proportion of removed tokens increases, despite
lacking access to contextual predictions. Finally, by sweeping over pruning rates, the experiment allows
us to explore whether a practical threshold can be identified that balances token reduction and task
performance without relying on contextual information.
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8.3 Evaluation Across Metrics

We now analyze the results of the pruning strategy comparison across the evaluation metrics introduced
earlier. Each metric is discussed separately, both in terms of how it behaves under increasing pruning
rates and how this behavior compares to the results observed in the previous experiment.

Semantic Utility

Semantic utility is measured by the F1 score of the question answering task. Figure 5 illustrates how
semantic utility changes as a function of the pruning rate for entropy-based and norm-based pruning.

Figure 5: Semantic utility (F1 score) as a function of the pruning rate for entropy-based and norm-based
pruning.

Without pruning, both methods achieve identical performance, with an average F1 score close to 0.99. As
pruning increases, semantic utility decreases for both strategies; however, the degradation pattern differs
substantially. Up to pruning rates of approximately 30%, norm-based pruning consistently preserves
significantly higher semantic utility than entropy-based pruning.
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This difference is most pronounced at low to moderate pruning rates. At 5% pruning, norm-based pruning
retains an average F1 score of about 0.94, while entropy-based pruning already drops to roughly 0.88. At
10%, the gap widens further, with norm-based pruning maintaining an F1 score around 0.90 compared
to approximately 0.81 for entropy-based pruning. This persists at 20% and 30% pruning, showing a
systematically more robust behavior of the norm-based approach for this task.

The observed difference can be attributed to the fundamentally different pruning criteria. Entropy-based
pruning removes tokens that are locally predictable, which often includes punctuation, function words,
and subword fragments. While these tokens may appear redundant from a local perspective, their removal
can disrupt sentence structure and weaken long-range semantic cues required for question answering. In
contrast, norm-based pruning mainly removes globally frequent, low-information tokens while keeping
meaningful words, resulting in a more semantically consistent pruned context.

Semantic distortion.

Semantic distortion quantifies how much the meaning of the context changes as a result of pruning and is
measured as one minus the cosine similarity between the embeddings of the original and pruned contexts.
Figure 6 shows semantic distortion as a function of the pruning rate for both pruning strategies.

Figure 6: Semantic distortion (1 - similarity) by pruning rate for entropy-based and norm-based pruning.
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The figure reveals a clear and consistent separation between the two methods across all pruning rates.
While semantic distortion increases monotonically for both strategies, entropy-based pruning introduces
substantially larger distortions than norm-based pruning at every compression level.

At a pruning rate of 10%, entropy-based pruning already induces a semantic distortion of approximately
0.05, whereas norm-based pruning remains below 0.02. This gap widens further at 20% pruning, where
entropy-based distortion approaches 0.10, compared to roughly 0.03 for norm-based pruning. Beyond
30% pruning rate, the gap between the two methods appears to stabilize, with entropy-based pruning
consistently inducing higher distortion but without further divergence.

Syntactic Degradation (Perplexity)

To quantify syntactic degradation, we report the perplexity (PPL) of the pruned context under GPT-2.
Perplexity serves as an indicator of how natural the pruned text appears to a language model: as pruning
disrupts fluency and grammatical structure, the model assigns lower likelihood to the resulting sequence,
leading to higher PPL. Figure 7 shows PPL as a function of the pruning rate for entropy-based and
norm-based pruning.

Figure 7: Syntactic degradation measured by perplexity (PPL) as a function of the pruning rate for
entropy-based and norm-based pruning. Lower values indicate more fluent text.

At a pruning rate of 0, both methods coincide (PPL ≈ 19.0), as no tokens are removed. As the pruning rate
increases, PPL rises for both strategies, but entropy-based pruning consistently results in substantially

34



higher perplexity. The separation between the two methods emerges already at mild pruning: at 5%,
entropy-based pruning reaches PPL ≈ 41.7, while norm-based pruning remains lower at approximately
33.3. At 10%, this gap widens further, with entropy-based pruning at PPL ≈ 70.2 compared to roughly
52.7 for norm-based pruning.

This trend continues at moderate pruning rates. At 30%, entropy-based pruning increases to PPL ≈
468.4, whereas norm-based pruning reaches approximately 251.6. This behavior is consistent with the
improvements observed in semantic utility and semantic distortion: the same pruning strategy that better
preserves task performance and global meaning also yields text that remains easier for the language model
to process. In contrast, entropy-based pruning degrades sentence flow earlier, reflecting the removal of
tokens that, while locally predictable, contribute to structural continuity.

At aggressive pruning levels, both methods produce heavily degraded text, but the difference remains
substantial. At 50% pruning, entropy-based pruning reaches PPL ≈ 2831.5, while norm-based pruning
remains considerably lower at approximately 1212.1. Taken together with the earlier results on semantic
utility and distortion, the perplexity analysis reinforces the conclusion that norm-based pruning provides
a more robust compression strategy across multiple evaluation dimensions.

Compression Time

An essential practical advantage of the proposed norm-based pruning strategy lies in its compression time.
Unlike entropy-based pruning, which requires a forward pass of a language model to estimate token-level
surprisal, norm-based pruning operates entirely on static embedding properties. As a result, the cost of
deciding which tokens to remove is independent of the input context.

This difference has important implications. Entropy-based pruning must process the entire context to
compute local predictability scores before any tokens can be discarded. Consequently, the compression
step itself becomes computationally expensive and can dominate the overall runtime of the pipeline. In
contrast, norm-based pruning relies on precomputed embedding norms and simple vector lookups, making
the pruning decision effectively constant-time per token.

The efficiency of the norm-based approach is particularly significant in retrieval-based systems, where
compression is applied repeatedly across many retrieved passages. The ability to perform aggressive pre-
filtering without incurring substantial computational overhead enables the system to reduce context size
early, allowing downstream components to operate on cleaner and shorter inputs.

Crucially, this speed advantage does not come at the cost of quality. As shown in the previous subsec-
tions, norm-based pruning preserves semantic utility and limits semantic distortion more effectively than
entropy-based pruning across a wide range of pruning rates. Taken together, these results demonstrate
that norm-based pruning achieves better task performance while simultaneously reducing computational
cost, making it a practical and scalable solution for context compression in retrieval-augmented generation
pipelines.
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8.4 Threshold Selection

We saw that norm-based pruning provides good trade-offs in terms of semantic utility, semantic distortion,
syntactic degradation, and computational cost, and now we turn to the problem of threshold selection.
While earlier experiments adjusted the pruning rate directly, practical use requires selecting an explicit
norm threshold that can be applied consistently across contexts. This subsection analyzes how these
thresholds can be derived from the data itself.

This analysis is entirely at the token level. For each token occurrence in the corpus, we consider the L2

norm of its static embedding and study how these values are distributed across the dataset. By collecting
norms from all contexts, we obtain a global picture of which tokens tend to have small norms and how
frequently they appear. This makes it possible to associate a desired pruning rate with a specific norm
threshold, using only corpus level statistics and without relying on downstream task results.

To check whether a single global threshold works reliably, we examine how it affects individual contexts.
For a given threshold, we measure how many tokens are removed from each context and then compare
these removal rates across the corpus. This allows us to see whether the threshold produces similar levels
of compression for most contexts, or whether its effect varies widely between different texts.

A key property of this approach is that threshold selection is fully independent of context. The decision to
remove a token depends only on its embedding norm and not on surrounding words or model predictions.
This keeps the method efficient and easy to apply, which is especially important in retrieval based systems
where many passages must be processed.

The resulting relation between norm thresholds and removal rates provides a clear way to control com-
pression. Once an appropriate threshold is chosen, it can be fixed and reused across different datasets or
retrieval batches, which enables consistent and interpretable pruning without being task specific.

Figure 8: Token-level norm threshold τ as a function of the target removal rate.
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Token-Level Threshold

Figure 8 shows how the token-level norm threshold τ changes as the target removal rate increases. As
the desired pruning rate grows from 5% to 30%, the corresponding threshold increases smoothly from
approximately τ ≈ 2.52 to τ ≈ 2.79. This gradual and monotonic trend indicates that low-norm tokens
form a dense region in the embedding space, without sharp transitions. As a result, moderate changes in
the target removal rate lead to controlled changes in the threshold value.

This smooth behavior is important in practice, as it suggests that pruning is not overly sensitive to small
variations in τ . A fixed threshold can therefore be selected with confidence that it will behave similarly
across different data samples or retrieval batches.

Although the threshold is selected globally, its effect may vary between individual contexts. To study this
effect, Figure 9 reports the average fraction of removed tokens per context together with the interquartile
range across all 2063 contexts.

At a target removal rate of 5%, the mean fraction of removed tokens per context is approximately 6.4%,
with most contexts falling between roughly 5% and 8%. When the target rate increases to 10%, the mean
removal rises to about 12.5%, while the spread across contexts remains limited. Even at higher pruning
levels, such as 20% and 30%, the average removal closely follows the target rate, and the interquartile
range shows that most contexts experience similar degrees of pruning.

Figure 9: Average token removal per context as a function of the target removal rate. The solid line shows
the mean, while the shaded area indicates the interquartile range.
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The relatively narrow interquartile ranges indicate that a single global threshold leads to consistent
behavior across the corpus. While some variation is unavoidable due to differences in vocabulary and
length, the results show that most contexts are affected in a similar way. This supports the use of a fixed
token-level threshold as a reliable and predictable mechanism for controlling pruning strength in retrieval
based systems.

Smallest-Norm Token Types

To have a clearer understanding of what is removed by norm-based pruning, we analyze the token types
with the smallest embedding norms in the dataset. Figure 10 shows the 20 token types with the lowest
norms, computed across all token occurrences.

Figure 10: Token types with the smallest embedding norms in the dataset.

Most of the tokens in the figure are common function words, such as in, for, to, and, as well as several
numeric tokens. These tokens appear very frequently across contexts and usually carry limited semantic
content on their own. Their low embedding norms explain why they are consistently selected for removal by
the threshold. This observation aligns with earlier results, where norm-based pruning preserved meaning
while reducing context length.

At the same time, this analysis highlights an important limitation of the approach. The method treats all
tokens with small norms as equally uninformative, regardless of how they are used in a specific context.
In particular, numeric tokens often receive low norms, even though numbers can be essential in certain
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applications. For example, in factual question answering, dates, quantities, or measurements may be
crucial for producing a correct answer. In such cases, removing numbers based solely on their embedding
norms could harm performance.

This limitation suggests that norm-based pruning is best suited for tasks where general semantic content
is more important than exact numerical details. In settings where precise values play a central role,
additional safeguards or task-specific rules may be required. Despite this constraint, the analysis of
smallest-norm tokens provides useful insight into the behavior of the method and helps clarify the types
of information that are most likely to be removed.
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9 Attention-Based Pruning

In the previous sections, we looked at pruning methods based on static embeddings (norms) and surprise
(entropy). These methods have a limitation: they look at words in isolation or only consider the history
of the sentence. They do not fully utilize the main strength of the transformer architecture, which is its
ability to connect any two words in a sequence, regardless of their distance.

In this section, we move inside the model to use its internal attention mechanism. The attention mech-
anism naturally assigns "weights" between pairs of words. We hypothesize that these weights act as a
built-in importance filter. If the model connects a question word strongly to a context word, that context
word is likely important for answering the question.

9.1 Methodological Constraints

Using attention for pruning is not as straightforward as it seems. There is a methodological risk called
"data leakage."

In our previous experiments, we used a generic model (GPT-2) to decide which tokens to cut. This was
fair because GPT-2 had never seen the specific questions and answers in our dataset. However, the model
we use to answer the questions (the reader) has been fine-tuned specifically for this task. It already knows
which words are the answers.

If we ask the fine-tuned reader to tell us which words are important, it will simply point to the answer
it has already memorized. This would not test if the method is good at compressing; it would only test
if the model is good at memorizing. To fix this, we need to separate the model that chooses the tokens
from the model that reads them.

9.2 Dual-Model Framework

To ensure a fair experiment, we use two different versions of the same model structure.

Both components utilize the DistilBERT architecture [25]. DistilBERT is a compressed version of BERT-
base that reduces the network depth by a factor of 2, resulting in a 6-layer Transformer model. Despite
this reduction, it retains approximately 97% of BERT’s performance while being 60% faster. This 6-layer
structure provides an optimal balance between semantic understanding and computational efficiency for
our experiments.

Estimator (Mest)

We use the standard, pre-trained DistilBERT-base model to calculate importance scores.

• Role: It assigns an importance score to each context token based on general linguistic knowledge.

• Justification: By using a generic model, we test the hypothesis that the relevance of context to
a query is encoded in the general pre-trained attention manifold. This aligns the attention metric
with the unsupervised nature of the entropy and norm metrics used previously.
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Reader (Mread)

We use the fine-tuned DistilBERT-SQuAD model to answer the questions.

• Role: To perform the downstream question answering task on the compressed context generated
by the estimator.

• Consistency: This is the exact same model we used in all previous sections. By keeping the reader
constant, we ensure that any change in performance is caused strictly by how well we compressed
the text.

A key advantage of this framework over the entropy-based approach is tokenizer alignment. Since both
Mest and Mread are based on the DistilBERT architecture, they share an identical vocabulary. This
eliminates the need for complex mapping between different tokenization schemes (e.g. GPT-2 to BERT),
ensuring that the importance scores map 1-to-1 with the tokens processed by the reader.

9.3 Attention-Received Scoring

We define token importance in the following way: given an input sequence containing query tokens Q and
context tokens C, we examine the self-attention maps in layer L of the generic estimator Mest.

Let Ah ∈ RN×N be the attention matrix for head h in layer L, where ahi,j represents the attention weight
paid by token i to token j. We are specifically interested in the total attention mass that the Query
allocates to a specific Context token cj .

We define the Attention Received Score S(cj) as the mean attention received by context token cj

from all query tokens, averaged across all heads:

S(cj) =
1

H

H∑
h=1

 1

|Q|
∑
q∈Q

ahq,cj

 . (28)

This metric explicitly quantifies the relevance of a context token to the question. Tokens with high S(cj)

are those that the pre-trained model intuitively “looks at” when establishing the relationship between the
question and the passage.

9.4 Pruning Mechanism

The pruning procedure operates as follows:

1. Encoding: The Question and Context are concatenated and passed through the generic estimator
Mest.

2. Scoring: Importance scores are computed for all context tokens using Eq. (28).

3. Filtering: For a target removal rate ρ, the set of context tokens is ranked by score, and the bottom
ρ% are removed.
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4. Reconstruction: To avoid artifacts introduced by standard detokenization (e.g. loss of whitespace
or punctuation precision), we utilize the token offset mapping. The compressed context C̃ is recon-
structed by slicing the original string segments corresponding to the retained tokens. This ensures
that at a 0% pruning rate, the reconstructed text is identical to the original input.

The compressed context C̃ is then passed to the fine-tuned reader Mread to evaluate semantic utility and
to the language model to evaluate syntactic degradation.

9.5 Layer-Wise Comparison

We begin our analysis by evaluating the compression quality across the different layers of the estimator
model. Since the attention mechanism evolves from processing local syntactic features in early layers to
capturing global semantic relations in deeper layers, we hypothesize that the pruning signal quality will
vary significantly depending on the source layer.

To identify the optimal attention source, we compared the pruning performance of all six layers of the
DistilBERT estimator across the three primary metrics: Semantic Utility (F1), Semantic Distortion, and
Syntactic Degradation (PPL).

Semantic Utility (F1)

Figure 11 illustrates the impact of pruning based on different attention layers on downstream question
answering performance. We see a clear hierarchy: deeper layers consistently provide better signal for
preserving task-relevant information.

• Deep Layers (5 and 6): These layers achieve the highest F1 scores across all pruning rates. Layer
5 (purple line) is the top performer, maintaining an F1 score above 0.55 even at a 50% pruning
rate. This suggests that deep layers have learned to attend to the specific entities and keywords
required to answer the query.

• Shallow Layers (1 and 2): Pruning based on early layers results in rapid performance degradation.
Layer 1 (blue) and Layer 2 (orange) drop significantly faster, indicating that their attention patterns
do not align well with the information needs of the reader model.
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Figure 11: Semantic Utility (F1) across all six attention layers. Deeper layers (5, 6) consistently outperform
shallower layers, indicating that semantic relevance is better captured deeper in the network.

Syntactic Degradation (Perplexity)

The results for syntactic degradation, shown in Figure 12, reveal a different pattern. Unlike the F1 metric,
where deeper was strictly better, the best layers for preserving textual fluency are the middle layers.

• Best syntax (Layers 4 and 2): Layer 4 (red) results in the lowest perplexity, followed by Layer
2. This indicates that these layers attend heavily to structural elements of the sentence, such as
dependencies between verbs and objects, or prepositions and nouns. Pruning based on these signals
preserves the basic grammatical structure of the text.

• Layer 1 performs poorly, inducing massive perplexity spikes. Interestingly, Layers 5 and 6 result in
higher perplexity than Layer 4.
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Figure 12: Syntactic Degradation (PPL) across layers. Layer 4 minimizes perplexity best, suggesting it
specializes in syntactic structure, while the semantic layers (5, 6) allow for slightly more grammatical
disruption.

Syntax-Semantics Trade-off

A cross-analysis of Figures 11 and 12 highlights a critical trade-off in context compression:
grammatical correctness ̸= factual utility.

We observed that Layer 4 minimizes Perplexity (best syntax) but underperforms Layer 5 on F1 (utility).
Conversely, Layer 5 yields the highest F1 score despite producing text with higher perplexity. This
divergence can be explained by the functional specialization of the Transformer layers:

Figure 13 plots the F1 score against perplexity for all layers across pruning rates. Ideally, a method should
occupy the top-left corner (high utility, low perplexity).

1. Structural Attention (Layers 2, 4): These layers likely attend to function words and syntactic
dependencies to maintain coherence. Pruning based on them preserves fluency (low PPL) but retains
words that carry little factual weight (low F1).

As shown by the red trajectory, Layer 4 stays furthest to the left. It excels at identifying tokens
necessary for grammatical coherence, but its F1 score drops faster than deeper layers.

2. Semantic Attention (Layers 5, 6): These layers tend to focus attention on informative entities,
such as names, dates, and nouns, that are relevant to the query. Pruning based on them preserves
the answer (high F1) but can remove connective words that link the sentence together, resulting in
a more fragmented text (higher PPL).
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The purple trajectory represents Layer 5. It maintains a higher F1 score than Layer 4 for the same
level of compression, even though it allows slightly higher perplexity.

Figure 13: The x-axis (log scale) represents syntactic degradation (lower is better), and the y-axis repre-
sents semantic utility (higher is better). Layer 4 minimizes perplexity, while Layer 5 maximizes utility,
illustrating the functional specialization of the transformer layers.

For the purpose of RAG, where the goal is accurate answer extraction rather than fluent text generation,
semantic utility takes precedence over syntactic fluency. Despite Layer 4’s superior perplexity scores,
Layer 5 is the optimal choice for the compression task.

Semantic Distortion

Finally, Figure 14 confirms the selection of the deeper layers. Layers 3, 4, and 5 cluster at the bottom,
introducing the least amount of vector-space distortion. This indicates that while Layer 5 might sacrifice
some local syntax (as seen in the PPL plot), it preserves the overall embedding meaning of the paragraph
effectively.
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Figure 14: Semantic Distortion across layers. Layers 3, 4, and 5 introduce the least embedding drift,
aligning with the retention of key semantic content.

9.6 Robustness Analysis

While the previous sections analyzed the mean performance across metrics, average scores can sometimes
mask critical failures on specific difficult examples. To ensure the reliability of the attention-based pruning
mechanism, it is crucial to identify which layer provides the most stable signal. A good pruning signal
should not only maximize the average F1 score but also minimize the risk of failure (like preserving zero
relevant information).

Figure 15 presents a boxplot analysis of the F1 scores for each layer across all pruning rates.

• Instability in early layers: Layer 2 (light blue) exhibits a notably tall box, with the lower quartile
extending down to F1 scores of nearly 0.1. This indicates extreme sensitivity; for a significant portion
of questions, pruning based on Layer 2 causes a complete collapse in the model’s ability to extract
the correct answer.

• Transitional stability (Layer 3): Layer 3 marks a distinct shift in the model’s processing. The
lower quartile jumps significantly from 0.1 (Layer 2) to approximately 0.5. This suggests that by
Layer 3, the attention mechanism has begun to aggregate sufficient semantic context to avoid
total failure, effectively acting as a transitional stage between local syntactic processing and global
semantic reasoning.
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• Stability in Layer 5: In contrast, Layer 5 (dark blue) demonstrates the most compact interquartile
range combined with a high median. Crucially, the bottom edge of the box (representing the 25th
percentile) remains significantly higher than that of other layers.

Based on this analysis, we select two specific layers for the final comparative evaluation. Layer 5 is chosen
as the main candidate because it shows the strongest performance and robustness. We also include
Layer 3 as a more efficient alternative. Although it performs slightly worse than Layer 5, it offers a
clear computational benefit: extracting attention scores from Layer 3 requires running only half of the
estimator model. This makes Layer 3 a practical choice for latency-sensitive settings, where the small
gain in robustness from Layer 5 may not justify the extra computational cost.

Figure 15: Layer robustness analysis. The distribution of F1 scores for varying pruning rates (> 0.0).
Layer 5 shows the most stable performance, with a compact interquartile range and a consistently high
lower bound.

9.7 Comparative Evaluation

After determining that Layer 5 is the most robust and Layer 3 is the most efficient, we now compare
these attention-based methods against the baseline approaches from previous chapters: entropy-based
and norm-based pruning.

Figures 16, 18, and 17 show how these four strategies perform across all pruning rates.

Semantic Utility

Figure 16 reveals an interesting trade-off between static and contextual methods.
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• Norm is best for light pruning: At low pruning rates (0% to 20%), the norm-based method
(orange) actually outperforms the attention-based methods. This suggests that when we only need
to remove a small amount of text, simply cutting the globally "least important" words (like "the",
"a", "an") is the safest strategy.

• Attention wins at high compression: The crossover happens around the 25% pruning rate. As
we push for higher compression (> 30%), the norm-based performance drops. In contrast, Layer 5
(red) and Layer 3 (green) degrade slower. By the 50% pruning rate, Layer 5 maintains an F1 score
of roughly 0.55, significantly higher than the norm baseline (≈ 0.45).

This confirms that context becomes critical as compression gets aggressive. A static method blindly
removes low-norm words regardless of the sentence, but the attention mechanism can selectively preserve
specific instances of function words (e.g., a "not" or "to") that are essential for the meaning of that
specific sentence.

Figure 16: Norm-based pruning is superior for light compression (< 20%), likely due to its stability.
However, attention-based pruning (Layers 3 and 5) overtakes it at higher rates, proving more resilient
when the context is heavily compressed.
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Syntactic Degradation

The biggest difference appears in Figure 17, which measures syntactic degradation (how broken the
grammar is).

• Baselines break the text: The entropy and norm methods destroy the sentence structure. As we
saw in the previous chapter, removing frequent function words makes the perplexity explode into
the thousands (> 2500 for entropy and > 1200 for Norm).

• Attention keeps it fluent: Attention-based pruning results in a nearly flat perplexity curve.
Even at 50% pruning, the perplexity for Layer 5 stays below 300. This suggests that the attention
mechanism naturally learns the grammar of the language; it "protects" the structural words (like
prepositions and helping verbs) needed for fluency, which the static methods blindly throw away.

Figure 17: There is a huge difference: baseline methods destroy sentence structure (PPL > 1000), while
attention-based methods keep it fluent (PPL < 300), proving that the model pays attention to grammat-
ical links.

Semantic Distortion

Figure 18 confirms that attention-based pruning keeps the general meaning of the context in the vector
space better than the baselines.
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Layer 3 (green) actually has the lowest distortion of all methods at the 50% rate, slightly better than
Layer 5. This fits with our earlier analysis: Layer 3 acts as a transition point that aggregates general
meaning (low vector distance), while Layer 5 focuses more on extracting specific answers (high F1), even
if it shifts the vector a little bit. Both attention methods cause much less distortion than the entropy
baseline.

Figure 18: Attention-based pruning minimizes the drift in the context’s embedding representation com-
pared to the original text.

Summary of Trade-offs

Our results show a clear hierarchy of compression strategies depending on the goal:

1. Entropy: The weakest performer. It hurts both utility and grammar quickly, confirming that
unpredictability is not a reliable measure of relevance in RAG.

2. Norm: The best choice for light pruning (< 20%). It is computationally cheap and preserves utility
very well in the early stages, but fails under heavy compression.

3. Attention - Layer 3: A balanced choice for aggressive pruning. It is much better than norm at
high rates and requires only half the computation of the full model.

4. Attention - Layer 5: It is the best choice for heavy pruning (> 20%), offering the highest semantic
utility and stability when the model is forced to work with very limited context.
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10 Discussion and Conclusions

This thesis framed the problem of context compression in RAG not just as a summary task, but as a
formal rate-distortion optimization problem. We wanted to minimize the retention rate R (tokens kept)
subject to a maximum allowable distortion Dutil (loss of downstream F1 score). Through the comparative
analysis of entropy-based, embedding-norm-based, and attention-based pruning mechanisms, we derived
three fundamental conclusions regarding the behavior of LLMs under information constraints.

10.1 Syntax and Semantics

The most important finding from our experiments is that LLMs do not process text the same way humans
do. When we removed low-information tokens, the resulting text became grammatically broken, causing
a sharp rise in perplexity. To a human reader, these sentences would look disjointed.

However, the model’s ability to answer questions remained stable even when the grammar collapsed.
This suggests that for RAG tasks, the model relies primarily on specific keywords like names, dates, and
technical terms, rather than the fluid structure of the sentence. As long as these key terms are preserved,
words like "the", "of", "is" can often be removed without hurting performance.

10.2 Accuracy and Computational Cost

To find a practical solution, we must look not just at accuracy, but also at how expensive the compression
method is to run. We analyzed our three methods based on this trade-off:

1. Embedding Norm

Using the L2 norm of static embeddings (Section 8) is the most computationally efficient method. Since
these values can be calculated once and stored in the database, the cost during retrieval is effectively
zero.

• Pros: Extremely fast, requires no model inference.

• Cons: It is "context-blind." It relies on a static lookup table, meaning it cannot judge importance
based on the current sentence. We observed that this leads to the accidental removal of:

1. Critical modifiers: Words like "not" or "if" are often removed, which can reverse the meaning
of a sentence.

2. Numerical values: It tends to discard numbers (such as dates or quantities) which often
have lower static norms but are essential for factual correctness.

• When to use it: This method is ideal for high-traffic, real-time systems where every millisecond
counts and you cannot afford expensive model computation. It is also the perfect candidate for a
pre-filter stage: use it to cheaply remove the bottom 15% of meaningless tokens (like "the", "a") to
shrink the data size before feeding it into a slower, smarter model.
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2. Entropy Pruning

This method calculates the conditional self-information of every token, effectively measuring how "sur-
prising" each word is within its specific context. While theoretically robust, it presents a trade-off:

• Pros: Unlike the norm-based method, it accurately identifies and preserves specific data points.
We observed that it reliably retains numbers, dates, and named entities, as these are statistically
"surprising" to the model.

• Cons: It is computationally expensive. To calculate entropy, we must run a proxy language model
over the text before the main generator starts.

• When to use it: This method is best suited for offline processing or asynchronous tasks (like
summarizing daily logs overnight), where latency is not a priority but factual precision is critical.

3. Attention-Based Pruning

This method utilizes the generator model’s own internal attention mechanism to filter information. By
observing which tokens the model focuses on during the early layers of processing, we can identify and
remove irrelevant tokens before the computationally expensive deeper layers are executed.

• Pros: It achieves the perfect balance between speed and intelligence. Because it "recycles" the
computation the model must do anyway, it is much faster than the entropy method. Also it is
aligned to the model: it selects tokens based on what the specific generator actually finds useful,
rather than relying on a general estimation.

• Cons: It requires technical access to the model’s internals. Unlike the other methods, you cannot
easily implement this with a black box API, because you need to get the attention weights during
generation. It also offers slightly less speedup than the norm method, as the first few layers must
still process the full uncompressed text.

• When to use it: This is a good choice for self-hosted RAG pipelines where you control the model
architecture. It can be effective for aggressive compression (removing more than 50% of the text),
as it ensures that the few remaining tokens are semantically dense enough to support complex
reasoning.
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10.3 Final Recommendation: A Hybrid Approach

Based on these results, we propose that the optimal solution is not to choose a single method, but to
combine them. This approach maximizes the F1 score while minimizing computational cost.

1. Stage 1: static pre-filtering (norm-based) Before the retrieved documents are even fed to
the GPU, we use the embedding norm to filter out the bottom 15% of tokens. These are almost
always high-frequency stop words. Benefit: This reduces the data transfer load and memory usage
at essentially zero cost.

2. Stage 2: dynamic in-context pruning (attention-based) The remaining text is passed to the
LLM. At an early layer, we calculate the attention scores. Tokens that receive very little attention
from the model are dropped from the computation for the deeper layers. Benefit: This handles the
complex decisions, ensuring that important context is kept even if it uses common words.

10.4 Future Outlook

While this thesis focused on deleting discrete tokens, our results showed a hard limit around 20% com-
pression where performance inevitably crashes. This is a limitation of working with discrete words.

Future research should explore latent compression. Instead of selecting a subset of words, we should
look at fusing multiple words into a single, dense vector representation, as demonstrated by the xRAG
architecture [30]. This would allow us to compress a whole sentence into a single "super-token", preserving
the meaning without being bound by the length of the original text.
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Nyilatkozat a Mesterséges Intelligencia használatáról

Alulírott Molnár Adrienn nyilatkozom, hogy szakdolgozatom elkészítése során az alább felsorolt feladatok
elvégzésére a megadott MI alapú eszközöket alkalmaztam:

Feladat Felhasznált eszköz Felhasználás helye Megjegyzés

Nyelvhelyesség ellenőrzése Gemini 3, Writefull Teljes dolgozat

Szöveggondozás,
stílusjavítás

Gemini 3 Teljes dolgozat Angol nyelvű szöveg át-
fogalmazása, akadémiai
stílus javítása

Forráskeresés Gemini 3 / Semantic
Scholar

Irodalomjegyzék A 2., 3. és 4. fejezetek
témáihoz kapcsolódó
szakirodalom keresése

Programkód generálása,
optimalizálás

Gemini 3 / GPT-5.2 7., 8. és 9. fejezet Python scriptek írásának
segítése, javítása

LaTeX formázás,
kód generálás

Gemini 3 Teljes dolgozat,
nyilatkozat

Technikai formázás,
táblázat létrehozása

A felsoroltakon túl más MI alapú eszközt nem használtam. Tudomásul veszem, hogy a szakdolgozat
szerzőjeként felelősséggel tartozom a dolgozat teljes tartalmáért és annak szakmai helytállóságáért.

Budapest, 2026.01.04.
aláírás
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