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1 Introduction

The Traveling Salesman Problem (TSP) is a cornerstone in the �eld of combinatorial optimization.

The objective of this problem is to determine the shortest Hamiltonian cycle in a complete graph with

n nodes, where the edges have metric weights. As one of the most well-known NP-hard problems,

TSP has been studied extensively, not only due to its theoretical signi�cance but also because of its

practical applications in logistics, transportation, and network design.

Numerous versions of the Traveling Salesman Problem have been proposed. This thesis focuses

on the prize-collecting variant, where, alongside the metric edge weights, each vertex of the graph is

assigned a positive weight representing the prize or penalty the salesman forfeits by skipping a city.

In this version, the goal is not to visit all vertices, so we are not seeking a Hamiltonian cycle. Instead,

we aim to �nd a cycle of arbitrary size that starts at a given root vertex, minimizing the sum of the

tour length and the penalties paid for missed nodes.

2 The Traveling Salesman Problem

The traveling salesman problem, or TSP for short, is one of the most well-known discrete opti-

mization problems. A salesperson needs to visit a number of customers located in di�erent cities,

and aims to �nd the shortest possible round trip.

2.1 Origin

The roots of the traveling salesman problem originate from the 19th century, when practical

needs such as mail delivery, road construction, and transportation motivated the systematic study

of classical route problems.

The TSP, as an explicit optimization problem, was �rst formally de�ned in the 1930s by the

Austrian-born mathematician Karl Menger at a mathematical colloquium in Vienna. Menger called

it �Das Botenproblem�, i.e. the Messenger Problem, referring to the issue of optimal mail delivery: �We

designate as the Messenger Problem (since this problem is encountered by every postal messenger, as

well as by many travelers) the task of �nding, for a �nite number of points whose pairwise distances

are known, the shortest path connecting the points. This problem is naturally always solvable by

making a �nite number of trials. Rules are not known which would reduce the number of trials below

the number of permutations of the given points. The rule, that one should �rst go from the starting

point to the point nearest this, etc., does not in general result in the shortest path.�

The name traveling salesman problem comes from the American mathematician Merrill Meeks

Flood, who studied the problem in connection with a school-bus routing question in New Jersey.

Flood, who is also notable for developing the game theoretical Prisoner's dilemma model, presented

the TSP in 1948 at the RAND nonpro�t research corporation.

The TSP gained more prominence in the 1950s and 1960s, as computers became available, and

the RAND o�ered prizes for steps in solving the problem. In 1954 George Dantzig, Ray Fulkerson,
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and Selmer M. Johnson published their paper �Solution of a large-scale traveling-salesman problem�

about solving an instance with 49 cities (the 48 US state capitals at the time, plus Washington, D.C.).

They approached the problem with linear programming and developed the cutting plane method.

Subsequently, larger and larger sized nontrivial instances have been solved. In 2006, D. Applegate,

R. Bixby, V. Chvátal, W. Cook, Daniel Espinoza, Marcos Goycoolea, and K. Helsgaun computed an

optimal tour for an instance with 85900 nodes given by a microchip layout problem.

The TSP has quickly became famous and widely studied. It is a cornerstone in combinatorial

optimization due to its computational complexity and direct practical applications.

2.2 De�nition

De�nition 1. Be given a complete graph G = (V, E) with ce ≥ 0 ∀e ∈ E weights on the edges. The

traveling salesman problem is to �nd a shortest Hamiltonian cycle in G, i.e. a cycle C = (VC , EC)

so that VC = V , and
∑

e∈EC
ce is minimal.

2.3 Integer linear programming formulation

Formulating an integer linear program (ILP) is a useful and standard approach to formally de�ne

combinatorial optimization problems. A possible such formulation of the TSP is the following:

min
n∑

i=1

n∑
j ̸=i,j=1

cijxij

n∑
i=1,i ̸=j

xij = 1 ∀j ∈ {1, ...n}

n∑
j=1,j ̸=i

xij = 1 ∀i ∈ {1, ...n}∑
i∈Q

∑
j ̸=i,j∈Q

xij ≤ |Q| − 1 ∀Q ⊊ {1, ...n}, |Q| ≥ 2;

where the variable xij takes value 1 if the route goes from city i to city j, and 0 otherwise. cij > 0 is

the given distance between cities i and j.

A commonly used and powerful technique for analyzing these types of problems is considering

the linear programming relaxation. The LP relaxation is the same formulation as the ILP, but with

the integrality constraints xij ∈ {0, 1} relaxed to allow continuous values: 0 ≤ xij ≤ 1. While the

TSP is known to be NP-hard, the LP relaxation can be solved e�ciently, providing a lower bound

on the optimal solution of the ILP. Besides, the LP can serve as a basis for heuristic algorithms.

2.4 Complexity

The most common way to prove the NP-hardness of a mathematical problem is to reduce a known

NP-hard problem to that one. One of the most well-known NP-hard problems is the Hamiltonian
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Cycle Problem, which can be derived back to the Traveling Salesman Problem.

De�nition 2. Given a graph, a Hamiltonian cycle is a cycle which visits each vertex of the graph

exactly once, i.e. a trail in which only the �rst and last vertices coincide.

De�nition 3. A graph that contains a Hamiltonian cycle is called a Hamiltonian graph.

The Hamiltonian Cycle Problem asks whether a given graph is a Hamiltonian graph. Given

an instance of this problem, which consists of a graph G = (V,E), we would like to construct an

instance of the TSP. Let G′ = (V ′, E ′) be a weighted graph, where V ′ = V , and E ′ contains all edges

from E with weight 1, and all other possible edges between its vertices with weight 2. It is easy to see

that this construction can be done in polynomial time. Then, the graph G is a Hamiltonian graph if

and only if the length of the minimal tour in G′ equals to |V ′|. Therefore, if the TSP was solvable in

polynomial time, that would give a polynomial algorithm to solve the Hamiltonian Cycle Problem

as well.

2.5 Heuristics

Heuristic methods play a vital role in addressing complex optimization problems that often arise

in various �elds, including computer science, operations research, and engineering. Unlike exact algo-

rithms, which aim for provable optimality, heuristics are experience-based computational procedures

that cannot be guaranteed to produce optimal results, however, provide fairly good approximations

or near-optimal solutions within a reasonable, often polynomial time frame. They are widely used for

solving optimization problems which are otherwise di�cult to deal with, often due to their compu-

tational complexity. Heuristic algorithms can provide high-quality solutions in a reasonable amount

of time, making them an attractive choice for many practical applications.

Despite its deceptively straightforward premise, the TSP is notoriously di�cult to solve optimally,

falling into the class of NP-hard problems. This means that no known algorithm can solve all in-

stances of the problem e�ciently (in polynomial time). As the number of cities (and therefore the size

of the problem) grows, the computational e�ort required to �nd the absolute best solution increases

exponentially, quickly rendering brute-force approaches computationally infeasible for even moder-

ately sized instances. Heuristic algorithms for the TSP can be broadly categorized into constructive

heuristics, improvement heuristics, and metaheuristics. Constructive heuristics, such as the Nearest

Neighbor and Insertion algorithms, attempt to construct a solution from scratch. While these meth-

ods are fast, they often produce suboptimal results. In contrast, improvement heuristics, including

2-opt, 3-opt, and their variations, are techniques that iteratively re�ne an existing tour by making

local changes. These algorithms can �nd better solutions than constructive heuristics but may still

get trapped in local optima. Metaheuristics, such as Genetic Algorithms, Simulated Annealing, and

Ant Colony Optimization are sophisticated frameworks that employ higher-level strategies to guide

the search process.
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2.5.1 Nearest Neighbor Algorithm

The Nearest Neighbor Algorithm is one of the simplest and most intuitive heuristics for the TSP.

It constructs a tour greedily by starting at an arbitrary node and iteratively extending the current

path. At each step, the algorithm adds the unvisited node closest to the last visited node. Once all

nodes have been visited, the tour is completed by returning to the initial starting node.

The Nearest Neighbor Algorithm can be appealing due to its ease of implementation and com-

putational e�ciency. However, in practice this method often yields sub-optimal solutions, usually

including some very expensive edges. The approximation ratio is unbounded in the general case,

which means the tour found by the algorithm can be arbitrarily worse than the optimal tour. If we

assume that the edge costs are non-negative and satisfy the triangle inequality, i.e.

cuv + cvw ≥ cuw ∀u, v, w ∈ V,

then we can obtain a performance guarantee. Rosenkrantz, Stearns and Lewis proved in their 1977

paper, that in this metric case the Nearest Neighbor Algorithm produces a tour of cost never more

than 1
2
⌈log2n⌉+ 1

2
times the optimum, where n is the number of nodes in the graph. However, they

also showed that it is possible to construct a TSP instance on arbitrarily many nodes, for which the

Nearest Neighbor tour has a cost 1
3
⌈log2(n+ 1) + 4

9
⌉ times the optimum.

2.5.2 Insertion Methods

Insertion methods represent another class of greedy heuristics for the TSP, often yielding better

solution quality than simple path-extension algorithms like the Nearest Neighbor. These methods

start with a small initial sub-tour (e.g., a single edge connecting two closest nodes, or a triangle of

three closest nodes). In each step, an unvisited node is selected and then inserted into the existing

partial tour, in a way that minimizes the increase in the tour's cost. There are several variants of

insertion methods, depending on which node is chosen to be inserted in each iteration. The most

common ones are the Nearest Insertion, Cheapest Insertion, and Farthest Insertion algorithms.

The Nearest Insertion algorithm is a heuristic which, at each step, identi�es the unvisited node

that is the closest to any node in the current tour. This node is then inserted into the tour at the

location where it causes the smallest increase in the tour's cost. Cheapest Insertion considers all

unvisited nodes and determines the insertion that increases the tour cost the least.

Although it may seem counter-intuitive, in practice usually the Farthest Insertion algorithm

performs the best. In this case, the initial tour consists of one high-cost edge. Then, in each step

the next node to be inserted is the one which is the farthest from any node that is already in the

tour. However, despite its promising empirical performance, no better worst case bound has been

proven for it than for insertion heuristics in general. Rosenkrantz, Stearns and Lewis showed that

any insertion method in the metric case produces a solution whose cost is at most ⌈log2n⌉+ 1 times

the optimum, moreover, this ratio is constant 2 for the Cheapest Insertion and Nearest Insertion.
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2.5.3 Christo�des' Algorithm

Christo�des' Heuristic, developed by Nicos Christo�des in 1976, is one of the most well-known

and e�ective constructive heuristics for the Metric Traveling Salesman Problem, where edge costs

are non-negative satisfy the triangle inequality.

The algorithm begins with constructing a minimum cost spanning tree T of the given graph. This

can be achieved by, for examle, using Kruskal's well-known algorithm. Second, it identi�es all odd-

degree vertices in T and �nds a minimum-weight perfect matching M among these vertices, pairing

them up with the least additional cost. Then, it creates a graph H on the original vertex set, with

all the edges from T and M , taking two copies of the edges appearing in both. This is a connected

graph, in which all nodes have even degree. If v is a node of degree at least 4, then there are edges uv

and vw such that deleting these edges from H and adding the edge uw preserves connectivity and

the property that all the degrees are even. By repeating this `shortcut' until all nodes have degree 2

in H, we obtain a Hamiltonian cycle.

One of the most signi�cant advantages of Christo�des' heuristic is its performance guarantee.

This algorithm always produces a tour with a cost at most 1.5 times the cost of the optimal tour for

metric TSP instances. This 3
2
-approximation ratio was the best worst case bound for metric TSP,

until 2021, when Karlin, Klein, and Gharan [7] gave a randomized (3
2
− ε)-approximation algorithm

for some ε > 10−36.

2.5.4 2-opt Algorithm

The 2-opt algorithm is a widely used local search heuristic for improving an existing TSP tour,

rather than constructing one from scratch. It begins with an initial tour, often generated by a

construction heuristic like the Nearest Neighbor Algorithm, and operates by iteratively re�ning the

solution. The core mechanism involves selecting two non-adjacent edges in the current tour, removing

them, and reconnecting the two resulting paths in the only alternative way to form a new tour. If

this new tour has a lower cost, it replaces the current tour, and the process is repeated until no such

2-opt move yields an improvement, at which point the tour is called 2-optimal.

Although the 2-opt algorithm can be attractive due to its simplicity and e�ectiveness at sig-

ni�cantly reducing tour length, especially when applied to tours generated by simpler heuristics or

random initializations, transforming a tour into 2-optimal might be time-consuming. Indeed, Pa-

padimitriou and Steiglitz showed that in some cases the 2-opt algorithm may perform exponentially

many interchanges before a 2-optimal tour is found.

The 2-opt algorithm can be generalized naturally to a k-opt algorithm, where, instead of the

non-adjacent edge pairs, in each iteration a subset of the edge set of size k is considered. We remove

this subset of edges, and then determine if the resulting paths can be recombined to form a tour of

cheaper cost. However, the number of the subsets to be inspected grows exponentially with k, which

makes this method an impractical choice for larger k values. Therefore, k-opt for k > 3 is seldom

used.
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2.5.5 Lin-Kernighan Algorithm

The Lin-Kernighan algorithm, developed by Shen Lin and Brian Kernighan in 1973, is one of the

best heuristics for the Traveling Salesman Problem. It belongs to the class of improvement heuristics,

using local search to improve an initial solution. Here, we describe it in such a way as in [5].

Instead of tours, the algorithm operates with a sequence of so-called δ-paths.

De�nition 4. A δ-path in a graph G on n nodes is a path containing n edges and n + 1 nodes all

of which are distinct except for the last one, which appears somewhere earlier in the path.

Note that a tour can be considered a special case of a δ-path, where the last node is the same as

the �rst one.

Let T (P ) be the tour obtained from a non-tour P δ-path as follows. Let w be the last node of the

P path, which must appear earlier in the path. Let r be the next node after the �rst occurrence of

w. Then, we obtain a tour from the δ-path by removing the edge wr and adding an edge connecting

r to the �rst node.

Similarly, we can obtain a new δ-path by connecting r to another v node in the path. Call this

operation a δ-switch.

The Lin-Kernighan heuristic is given an initial T tour on the graph G, then it constructs a

sequence of non-tour δ-paths, each obtained from the preceding one by a δ-switch. It proceeds with

the values of the paths, but in each step, calculates the cost of the corresponding T (P ) tour, and

keeps track of the best tour found so far. The algorithm executes the following steps:

Step 1 Initially, the best tour found is T . For each node v of G and each of the two edges uv of T ,

perform steps 2 through 5 in an attempt to obtain an improvement.

Step 2 Construct a δ-path P from the T tour by removing the edge uv and adding an edge uw for

some w ̸= v, such that cuw ≤ cuv. If no such w can be found, then this scan is complete and we

proceed with the next iteration.

Step 3 Calculate the cost of T (P ). If it is less than the cost of the best tour found so far, then store

this tour as the new best tour. In either case, go on to Step 4.

Step 4 Try to build the next δ-path by performing a δ-switch on P . We stop this scan and go to Step

5 in the following cases:

� if the edge being deleted was added to a δ-path in this iteration;

� if we cannot add an edge to the end of the δ-path that is not in T , and for which the

obtained cost is not greater than the cost of T .

Otherwise, if the δ-switch succeeds, go back to Step 3.

Step 5 If we have found a tour whose cost is less than that of T , replace T with the minimum cost

such tour. Return to Step 2 if there are any more v-u pairs to test.
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There are a wide range of possible modi�cations to this core algorithm to be considered, that

can improve the e�ciency and the quality of the output. Besides, in order to achieve a really good

performance, Lin and Kernighan propose to run the core method several times repeatedly, starting

from di�erent initial tours.

2.6 Generalizations

Since the TSP is one of the most investigated problems in combinatorial optimization, numer-

ous more complex and realistic generalizations of the problem have been proposed, which model an

expansive range of real-world optimization challenges. These extensions include the Vehicle Rout-

ing Problem (VRP), which considers multiple vehicles, vehicle capacities, and depot constraints for

complex logistics; the Asymmetric TSP, where travel costs between two points di�er depending on

the direction; and the TSP with Time Windows (TSPTW), where each location has a speci�c time

frame during which it must be visited, crucial for delivery and scheduling applications. Furthermore,

the Generalized TSP (GTSP) requires visiting exactly one location from each of several prede�ned

clusters. This work focuses on another useful and fundamental variant, the Prize Collecting Traveling

Salesman Problem, which is described in more detail in the next section.

3 The prize collecting traveling salesman problem

The Prize Collecting Traveling Salesman Problem (PCTSP) is a generalization of the Traveling

Salesman Problem, where the salesperson is not required to visit all the cities, i.e. the solution is not

necessarily a Hamiltonian cycle, but we still aim to �nd the best tour including some of the nodes

with respect to a given cost function. In this case, not only the edges but also the nodes are assigned

a positive weight, which can be interpreted as prizes to be collected at visited points, or penalties

that need to be payed for each missed out ones.

Several di�erent versions of the PCTSP have been introduced. In the Quota TSP, we are given

a certain amount of quota, as the minimum prize the salesman has to collect during the travel. The

goal is to �nd a tour on an arbitrary number of nodes, but where the sum of the prizes assigned to the

vertices of the tour is not less than the quota. In the k-TSP, instead of a quota, a minimal number

of cities that has to be visited is given. It can be considered as a special case of the Quota TSP,

where all the prizes are unitary and k is the quota. The k-TSP is strongly related to the k-Minimum

Spanning Tree Problem. In another variant, there is no quota, and the cost function is the sum of the

edge-lengths in the tour, i.e. the total distance of travel, plus the sum of the prizes of skipped cities,

which can be thought of as penalties. In the most general approach, the nodes each are assigned both

a prize and a penalty, and we aim to minimize the sum of the total distance and the penalties while

collecting the quota from the prizes. Furthermore, there can also be given a limit for the total length

of the tour.

Here, we focus on the variant without quota, and assume that the distances between nodes are
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non-negative and ful�ll the triangle inequality. The formal de�nition is given as follows.

3.1 De�nition

De�nition 5. Be given a complete graph G = (V, E), a root r ∈ V , ce ≥ 0 ∀e ∈ E metric edge

lengths, and vertex weights πv ≥ 0 ∀v ∈ V \{r}.
The prize collecting traveling salesman problem is to �nd a cycle C = (VC , EC) in G, so that

r ∈ VC, and
∑

e∈EC
ce +

∑
v∈V \VC

πv is minimal.

Setting the penalties πv = ∞ ∀v ∈ V \{r}, the PCTSP can be derived back to the TSP, which

means it is also NP-hard.

3.2 The LP relaxation

As in the case of the classical Traveling Salesman Problem, the linear programming relaxation of

the Prize Collecting Traveling Salesman Problem plays a central role in both theoretical analysis and

practical solution methods. Besides providing a computable lower bound on the optimal tour cost,

LP solutions o�er valuable structural insight that can be exploited by approximation algorithms and

heuristics.

In the LP relaxation, each edge e ∈ E is assigned a variable xe ∈ [0, 1], and each vertex v ∈ V is

assigned a variable yv ∈ [0, 1], which can be interpreted as the extent to which the edge or vertex is

used in the solution. In an integral solution, yv = 1 indicates that the vertex v is included in the tour,

while yv = 0 means that the corresponding penalty πv is paid. Fractional values of yv may be viewed

as representing a partial inclusion of a vertex, which is not meaningful in the original combinatorial

problem but is allowed in the relaxation. This way, splitting decisions between visiting a vertex and

paying its penalty can potentially reduce the objective value compared to any integral solution.

Similarly to the TSP, the linear programming relaxation can be formulated for the PCTSP as

follows:

min
∑
e∈E

cexe +
∑
v∈V

πv(1− yv) (1)

x(δ(v)) = 2yv ∀v ∈ V \{r}
x(δ(r)) ≤ 2

x(δ(S)) ≥ 2yv ∀S ⊆ V \{r}, v ∈ S

yr = 1

xe ≥ 0 ∀e ∈ E

yv ≥ 0 ∀v ∈ V

Here for all e ∈ E, ce is the length of the edge e, and for all v ∈ V , πv is the amount of penalty that

has to be paid for leaving out the vertex v. r stands for the root of the tour, which must be included

in the solution.
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Given a subset S ⊆ V , let

δ(S) := {e ∈ E : |e ∩ S| = 1},

i.e. the set of edges exiting the node set S, and let

δ(v) := δ({v}).

Besides, let

x(δ(S)) :=
∑

e∈δ(S)

xe.

The degree constraints

x(δ(v)) = 2yv ∀v ∈ V \{r}

ensure consistency between vertex and edge variables. In an integral solution, if a vertex is included

in the tour, i.e., yv = 1, then exactly two edges incident to it must be selected. If yv = 0, then no

incident edges are allowed. In the fractional setting, we assume the same relationship between the

constraints, which means we require the extent to which a vertex is visited to be equal to half of the

sum of the visitation levels of the edges incident to that vertex.

The root vertex r is treated separately, in order to ensure that the tour contains it.

The cut constraints

x(δ(S)) ≥ 2yv ∀S ⊆ V \{r}, v ∈ S

prevent the solution from forming disconnected components that include vertices with positive yv

values but are separated from the root. Intuitively, if a vertex is included in the solution to a positive

extent, then at least twice the amount of edge capacity must cross any cut separating this node from

the root.

Note that the optimal value of the LP relaxation can be strictly smaller than the optimal integral

solution cost. This discrepancy is known as the integrality gap.

De�nition 6. Given a formulation of a minimization problem and its I instance, let OPTIP (I)

be the optimal value of the integer program, and OPTLP (I) be the optimal value of its continuous

relaxation. The integrality gap is de�ned as the ratio:

IG = sup
I∈I

OPTIP (I)

OPTLP (I)
,

where I stands for the set of all instances.

For the classical TSP, there is a famous conjecture called the four-thirds conjecture, which states

that the integrality gap of the LP relaxation is equal to 4
3
.

The additive integrality gap can be de�ned similarly, if we consider di�erence instead of ratio.

In case of the Prize Collecting Traveling Salesman problem, the additive integrality gap cannot be

lower than that of the TSP. Given a TSP-instance, we can set the node prizes high enough, so that

the optimal tour must contain all of them.
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Figure 1: Example
for worst-case inte-
grality gap starting
graph, k=4.

The following example ([2]) exhibits the worst-known case of integrality

gap for symmetric, metric TSP, where the ratio of the integer and fractional

solution value tends to 4
3
.

Let H be a graph consisting of three disjoint paths of length k, plus three

edges connecting the starting points of the paths, and three other edges con-

necting the ending points, as shown in Figure 1. Let G be a complete graph

on the same set of nodes, and let the edge costs in G be equal to the shortest

path distances between the corresponding nodes in H. This way, the edge costs

satisfy the triangle-inequality. In case of this G as a TSP instance, the value of

the integrality gap tends to 4
3
, as k increases. Figure 2 shows the LP solution

and the optimal tour. In the LP solution, the dashed edges have value 1
2
, while

the solid edges have value 1.

Figure 2: Example for worst-case integrality gap, LP solution (left) and optimal tour (right), k=4.

3.3 Applications

The prize collecting version of the well-known Traveling Salesman Problem

enables us to model a wider range of real-world challenges. Allowing to skip

some of the vertices provides more �exibility to tackle several applications across various �elds where

visiting every location is either impossible or uneconomical. In these situations the goal is to balance

the travel cost with the value of visiting certain locations. Some practical examples are listed below:

� Sales route planning:

The name of TSP comes from this most famous application. Sales representatives do not need
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to visit every potential client, instead, companies can design routes that optimize the expected

pro�t considering travel time and fuel costs. Each client is assigned a prize based on the sales

potential and revenue they can o�er. For instance, a pharmaceutical salesperson visits doctors

who are assigned values based on their prescription-rates.

� Tourism and itinerary planning:

A version of PCTSP can be used to plan sightseeing tours. Tourists usually have a limited

amount of time or money, which makes it impossible to visit every attraction in a city. Each

point of interest gets a score in regard to personal preferences, and the aim is to �nd the most

preferred tour whose cost does not exceed the preset limit.

� Emergency response and disaster management:

In post-disaster scenarios, resources are severely constrained. After a wild�re, �ood, or earth-

quake, a�ected areas have di�erent urgency levels depending on the number of people in danger

or potential damage. In this case, our goal is to minimize the expected loss.

� Search-and-rescue vehicle routing:

In search and rescue missions, such as �nding missing persons, every minute counts. It can be

crucial to �nd an optimal route for drones or ground teams. The prize assigned to each location

can be based on witness reports or probability models.

� Manufacturing and production planning:

PCTSP-like models can be used for single-machine scheduling with optional jobs. Each task

has a pro�t if processed and a penalty if rejected. In real-life applications we often need to

customize the model by adding extra constraints such as time windows and dependencies for

certain sub-tasks.

� Waste and recycling collection:

Waste collection services may not need to empty every bin daily, they instead can plan truck

routes that lower operational cost and decrease carbon emission. The prize of a bin or neighbor-

hood may represent the bin's fullness, environmental impact of delaying collection, or regulatory

requirements.

� Bioinformatics-Protein clustering

An interesting application of the TSP is the family of clustering problems. This occurs, for

example, in some biological use-cases, where we are given a set of di�erent proteins and have to

group them according to similarity in sequence, structure, or function. The clustering problem

can be turned into an ordering problem on a similarity graph: the vertices are the proteins, and

the distances between them are proportional to the dissimilarity of each pair. Then, we �nd a

tour on this complete weighted graph, then cut it into segments, which will be our clusters.
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4 Approximation of the PCTSP

Due to its applicability in a wide range of practical scenarios, the Prize-Collecting TSP has become

crucial to solve e�ciently. Such as in the case of the classical TSP, approximation algorithms are a

useful tool to approach this problem.

Beside being a lower bound on the optimal value, a solution of the LP relaxation can also provide

a base for approximation algorithms. Bienstock, Goemans, Simchi-Levi, and Williamson used this

approach, which led to the �rst constant-factor optimization algorithm for PCTSP. They consider a

solution (x, y) of the PCTSP LP relaxation, take all vertices v ∈ V for which yv ≥ 3
5
, and construct

a tour on this node set, using the Christo�des-Serdyukov algorithm. This yields to an LP-relative
5
2
-approximation. Later, Goemans and Williamson designed a better, 2-approximation algorithm

through a classical primal-dual approach.

By using the previous method, and a given approximation algorithm for the classical TSP as a

subroutine, but only on a carefully selected set of nodes, Archer, Bateni, Hajiaghayi, and Karlo�

managed to beat the factor 2 and achieve an approximation ratio 2− (2−ρ
2+ρ

)2, where ρ is the ratio of

the used TSP approximation. For ρ = 3
2
, it gives roughly 1.979. Goemans later improved this to an

approximately 1.914 ratio.

Blauth and Nägele further re�ned the previously known methods and achieved an approximation

guarantee of slightly below 1.774 by using threshold-rounding approach and a randomized analysis.

Later they continued their work on the topic which lead to an even better result. This algorithm is

discussed in more details in this section.

4.1 A better-than-1.6-approximation

The current best-known approximation for the PCTSP is the algorithm designed by Jannis

Blauth, Nathan Klein, and Martin Nägele. In their 2023 article [1], they present a polynomial-time

approximation algorithm with an approximation guarantee slightly below 1.6. The following theorem

states their main result.

Theorem 1. [1] There is a polynomial-time LP-relative 1.599-approximation algorithm for PCTSP.

Such as Blauth and Nägele in their previous work, they leverage a decomposition of LP solutions

into trees. By utilizing a distribution µ over polynomially many trees rooted at the node r, they

ensure two key properties: First, the expected cost of a tree sampled from µ is bounded by the LP

solution's cost, and second, the probability of a vertex v appearing in a tree matches its LP variable

yp. The algorithm modi�es the LP solution to set yp values to either 0 or at least a parameter δ. For

each tree T in µ's support and a threshold γ, it prunes T to retain vertices with yp ≥ γ, forming

a minimal subtree. A minimum-cost matching is then added to resolve odd-degree vertices in this

subtree.

While the algorithm enumerates all possible trees and thresholds, the analysis uses randomization:

sampling T from µ and γ from a tailored distribution. By proving the expected result meets the
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desired bounds, the authors guarantee the deterministic algorithm's success, as the best T and γ

must satisfy the same criteria.

To describe the algorithm more formally, we need to introduce the following de�nitions and a

tree decomposition lemma.

De�nition 7. Given a fractional LP solution containing a vertex v which is connected to two other

vertices s and t, splitting at v is the operation of removing the edges {v, s} and {v, t} from the LP

solution, i.e., decreasing their weight to 0, yv by xvs + xvt, and increasing xst by the same amount.

This operation preserves feasibility of the LP constraints (i.e., all the cut constraints remain

satis�ed), and does not increase the cost of the solution by the triangle inequality. Repeating this

process can reduce yv down to 0, e�ectively removing v from the solution without violating LP

feasibility.

De�nition 8. A complete splitting is a sequence of splittings at v that result in yv = 0.

The following lemma allows us to construct a polynomial-size set of trees and a distribution over

them such that the expected cost of a tree sampled from this distribution does not exceed the cost

of the LP solution.

Lemma 2. [1] Let (x, y) be a feasible solution of the PCTSP LP relaxation. We can in polynomial

time compute a set T of trees that all contain the root r, and weights µ ∈ [0, 1]T such that∑
T∈T

µT = 1,
∑
T∈T

µT · χE[T ] ≤ x, and ∀v ∈ V :
∑

T∈T :v∈V [T ]

µT = yv.

The algorithm uses a pruning step on the trees constructed in accordance with the previous

lemma to eliminate cuts with moderately small x(δ(S)) values.

De�nition 9. For a �xed solution (x, y) of the PCTSP LP relaxation, a tree T, and a threshold γ,

the core of T with respect to γ is the inclusion-wise minimal subtree of T spanning all vertices

v ∈ V [T ] for which yv ≥ γ.

Algorithm 3. [1] Input: PCTSP instance (G, r, c, π) on graph G = (V,E), δ ∈ [0, 1).

1. Compute an optimal solution (x∗, y∗) of the LP relaxation.

2. Perform complete splittings at all v ∈ V with yv < δ, resulting in a feasible solution (x, y) of

the LP.

3. Compute a set T of trees ful�lling the criteria stated in lemma 2, applying it to (x, y).

4. Let T ′ = ∪γ∈{yv :v∈V }{core(T, y) : T ∈ T }.

5. Perform parity correction on all trees in T ′.
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Return: Best tour found.

Algorithm 3 can be implemented to run in polynomial time. The next theorem states that we can

reach the golden ratio as an approximation guarantee of the algorithm used with a �xed value of δ.

Theorem 4. There is a constant δ for which algorithm 3 is a (1 +
√
5)/2-approximation algorithm.

More precisely:

Theorem 5. [1] For a �xed δ, Algorithm 3 is an α-approximation algorithm for PCTSP, where

α := max

{
5− 2δ

3− δ
,
3− δ

2− δ
,

1

1− δ

}
.

From this, for δ = 3−
√
5/2 ≈ 0.382, we get α = (1 +

√
5)/2 ≈ 1.618.

To go beyond this result and obtain an approximation ratio below 1.6 as theorem 1 states, we

need to use an instance-speci�c choice of δ.

To prove theorem 5, we need the following setup and some lemmas, that here we use in a slightly

simpler form than in [1].

Fix a solution (x, y) of the PCTSP LP relaxation that is obtained from an optimal solution (x∗, y∗)

by executing the �rst two steps of Algorithm 3. Fix a set T of trees as in step 3 of the algorithm.

Besides, sample T0 ∈ T , and let γ be a threshold sampled from [δ, 1] such that ∀t ∈ [δ, 1]:

P[γ ≤ t] =
2− δ

3− δ − t
.

Then, let

T := core(T0, γ). (2)

By de�nition of the core, we get that T ∈ T ′. Using this setup, an upper bound can be given for

the expected total length (i.e., the sum of the edge weights) of the tour received from T (2) using

Algorithm 3.

Lemma 6. [1] Let T be a random tree de�ned as in (2), and let C be the cycle obtained from T by

performing parity correction and then shortcutting an Eulerian walk in the resulting graph. Then

E[c(E[C])] ≤ 5− 2δ

3− δ
· cTx∗.

Beside the edge costs, we need to calculate the expected penalty for the same setup.

Lemma 7. [1] Let T = core(T0, γ) be a random tree de�ned as in (2), then, for all v ∈ V :

P[v ∈ V [T ]] =

{
0, if y∗v ∈ [0, δ),

y∗v · 2−δ
3−δ−y∗v

, if y∗v ∈ [δ, 1].
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Proof. The solution (x, y) was constructed by eliminating vertices v ∈ V with y∗v < δ from the

optimal solution (x∗, y∗). Therefore, no tree T0 from the set T contains such vertices, so, for these,

P[v ∈ V [T ]] = 0. For vertices v ∈ V with yv = y∗v ≥ δ, by Lemma 2 we have P[v ∈ V [T0]] = y∗v .

Hence,

P[v ∈ V [T ]] = P[v ∈ V [T0]] · P[γ ≤ y∗v ] = y∗v · P[γ ≤ y∗v ] = y∗v ·
2− δ

3− δ − y∗v
.

Proof of Theorem 5. To prove that Algorithm 3 is an α-approximation for the above de�ned α,

we have to give an upper bound on the cost of the algorithm output c(ALG), namely, show that

c(ALG) ≤ α · c(OPT ), where OPT is an optimal solution. Since the algorithm uses a best-of-many

approach, it is su�cient to prove the bound for the expected value of a tour produced through the

method.

Let T be a random tree generated as in 2, and let C be the cycle obtained through parity correction

on T and shortcutting an Eulerian walk in the resulting graph. As V [T ] = V [C] are the same set of

nodes, P[v /∈ V [C]] = P[v /∈ V [T ]]. From Lemma 7, for v ∈ V with y∗v < δ:

P[v /∈ V [C]] = 1 ≤ 1

1− δ
· (1− y∗v),

and for v ∈ V with y∗v ≥ δ:

P[v /∈ V [C]] = 1− y∗v ·
2− δ

3− δ − y∗v
=

3− δ − y∗v(3− δ)

3− δ − y∗v
=

(3− δ)(1− y∗v)

3− δ − y∗v

≤ 3− δ

2− δ
· (1− y∗v)

(3)

From this and Lemma 6, we can bound the expected value of the produced tour cost:

E[c(E[C]) + π(V \V [C])] ≤ 5− 2δ

3− δ
· cTx∗ +max

{
3− δ

2− δ
,

1

1− δ

}
· πT (1− y∗)

≤ max

{
5− 2δ

3− δ
,
3− δ

2− δ
,

1

1− δ

}
· (cTx∗ + πT (1− y∗)).

(4)

Since (x∗, y∗) was an optimal solution of the LP relaxation, which is a lower bound on the optimum,

this leads us to the statement of Theorem 5.

To improve upon the golden ratio approximation guarantee and achieve a ratio below 1.599,

Blauth, Klein and Nägele [1] use this proof in a more generalized form. They sample not only the

threshold γ, but also δ from a distribution. Then, they also show how this sampling can be avoided by

trying polynomially many instance-speci�c values of δ, in order to obtain a deterministic algorithm.
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5 Implementation and testing of heuristics

I implemented and tested heuristic methods for the Prize Collecting Traveling Salesman Problem,

in Python programming language, utilizing the well-known heuristic algorithms for the TSP, which

are described earlier in section 2.5. The aim of my work was to compare the performance of the

method's di�erent variants, and to analyze these empirical results in contrast with the estimations

for the lower bound given by the LP relaxation.

5.1 Structure of the program

I used an object-oriented approach to handle graphs that I worked with. Inheriting from the

NetworkX library's Graph class, I de�ned a customized random graph class to provide test instances

for the problem. Then, a PriceCollectingLpProblem object, which inherits from the LpProblem class

of PuLP library, gets an instance of a random graph as an attribute, and creates an instance of a

linear program.

For the heuristics, I also operate with an own sub-class of NetworkX Graph, called DeltaTour.

It is a tour graph, which consists of a path of nodes plus one edge connecting the last node with an

arbitrary node of the path. For instantiation, a 'home graph' is required, which is a complete graph

containing the nodes of the DeltaTour graph, and possibly additional nodes. The class Tour has also

been de�ned, as a subclass of the former one. This instantiates cycle graphs, but also as part of a

larger complete graph. Knowing the home graph of a tour allows us to execute elementary steps

which are used for the algorithms by calling some methods of the instances. Then, the heuristics are

implemented as functions which return a DeltaTour object. These either provide an initial solution,

or take a DeltaTour as an argument and perform a tour-improvement method on it.

5.1.1 Random graphs

In my implementation the algorithm runs on pseudo-random graphs which are instances of a

custom class inheriting from the class Graph of NetworkX library.

The number of vertices and the maximum prize (MAX_PRIZE) assigned to each of them are

�xed, and the prizes are all random integers between 0 and MAX_PRIZE. In order to obtain a

complete graph with random but metric edge weights, the nodes are placed within a bounded area,

namely, in a square of a �xed size (FIELD_SIZE). This can be done by generating the coordinates of

the vertices uniformly at random within the range [0, FIELD_SIZE], then calculating the Euclidean

distances between each pair of them. To simplify computations, I use the ceiling of Euclidean distances

for edge lengths, as it is well-known to reserve metric properties. The code segment of this random

graph class can be seen in Figure 3.
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Figure 3: Code of custom class RandomGraph.

5.2 Implementation of the LP

My implementation for the linear programming relaxation of the PCTSP, described above, uses

the PuLP library of Python and the built-in PULP-CBC-CMD solver.

It is considered an e�cient way to approach the problem, since these solvers execute polynomially

many steps in expected value, depending on the size of the program de�ned by the number of variables

and constraints in the LP. However, the former is quadratic, while the latter is exponential in the size

of the node set. Namely, the number of variables equals to |V |+ |E| = |V |+ |V |·(|V |−1)
2

, which makes

the program grow large quickly when increasing the size of the graph. Besides, the linear program

includes one or more constraints for every subset S ⊆ V \{r}. More precisely, it contains a constraint

for each (S, v) subset-node pair, where v ∈ S. This makes the program too large to solve even for

small instances.

In my implementation, I �rst create the model leaving out all the set constraints of the form

x(δ(S)) ≥ 2yv, where |S| ≥ 2. I �xed the number of nodes to be 100, which is large enough to provide

evaluable results but still manageable to deal with. After solving this model, I add the constraints

for the sets where the condition is violated in the solution. In the case when the solution consists of

a disjoint graph, I consider the connected components and add the corresponding constraints to the

model, as there are no outgoing edges, thus the conditions for these sets must be violated. In case the

solution is a connected graph, I look for the minimal cuts between the root vertex r and each of the

other vertices v, and check whether the condition holds for the set containing v in the minimal cut.

Then, I extend the LP model with these additional constraints if needed. I use the solver again to

solve the model, then I repeat this step, while there are no more constraints to add, or the running
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time reaches a prede�ned limit. In practice, for some instances the program still does not terminate

in a reasonable amount of time, but we still gain a lower bound for the optimal value.

In Figure 4 there can be seen the code of the function �solve_lp�, which solves the LP relaxation.

This is a class method of the PriceCollectingLpProblem custom class, which is de�ned as a subclass

of the LpProblem class of the PuLP library. The class instantiates the LP problem 1 for a given

complete graph, but without set constraints as stated above. Thus, the built-in �solve� method which

is inherited from the parent class only solves this simpli�ed problem �rst, and that is what we aim to

iterate in �solve_lp�, adding extra constraints to the problem in each step. The iteration terminates

if one of the following conditions are met:

1. No more constraints can be added. In this case, the linear program is complete and by solving

it we gain the LP solution.

2. Time limit exceeds. The method can be given a running time limit, however, I did not use this

feature in the tests, as I had set a limit for the number of iterations instead.

3. Prede�ned number of iterations is reached. I maximized this number in 50, in order to avoid

too long running times. In most cases the algorithm terminated sooner, providing a complete

solution. In the remaining few examples we still receive a lower bound on the optimum, which

is already very close to the LP solution value.

In Figure 5 we can see a fractional solution of the linear program, which means that both edges

and vertices have a weight in the range [0, 1] which refers to the value of the underlying LP variable

in the solution. The weight of each vertex should be equal to the half of the sum of edge weights

adjacent to that vertex, which is represented by the sizes of dots and lines in the image.

In some cases solving the LP can lead directly to an integer solution. If the resulting graph is

precisely a cycle, like the example in Figure 6, we gained a solution of the original problem.

5.3 A heuristic algorithm for the PCTSP

My algorithm is a tour improvement method which combines heuristic tour improvements for the

classic TSP, but in my implementation it serves as a stand-alone algorithm, without the need of a

basic solution.

The idea of the algorithm is as follows. Starting from an initial solution, we grow the tour by

adding nodes to it one by one, providing that we consider both shorter and longer solutions. In each

step, we perform a TSP improvement method on the current set of nodes, then we proceed with the

best solution found so far. The main structure of this algorithm is explained below.

Algorithm 8. Input: Either a tour, or a complete graph.

1. � If tour provided: Let n be the number of nodes in the home graph of the tour.

Go to step 2.
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Figure 4: Code of solve_lp method.

� If complete graph provided: Let n be the number of nodes. Execute 3 steps of the nearest-

neighbor algorithm. (see 2.5.1)

2. If the number of nodes in the current tour is smaller than n, insert one node. Else, return the

minimal tour found.

3. Perform a tour-improvement step.

4. Delete some nodes if it improves the output value.

5. Perform a tour-improvement step on the decreased tour.

6. If the current tour cost is less than the minimal cost found so far, save the current tour as the

minimal tour.

7. Go back to step 2.

Output: Minimal tour found.
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Figure 5: The LP fractional solution for an instance. The width of edges and the size of nodes refer
to their value in the solution. The node colors refer to their prize in the instance.

The �rst step of Algorithm 8 creates a small (regarding the number of nodes) initial solution

to proceed with, if a starting tour was not given as an input. In this case, the initial solution is a

3-vertex cycle containing the prede�ned root node, its nearest neighbor, and again, the closest vertex

to this node among the rest.

In the second step, we chose the best possible node insertion, i.e., the algorithm tries out each

node of the home graph which are not yet included in the tour, inserting them to the solution at the

optimal place. This step if `forced', meaning that it is executed even if any insertion would temporarily

increase the cost. This ensures that the algorithm can reach and examine longer solutions through

shorter but possibly costlier ones.

The third, fourth and �fth steps bring �exibility to the algorithm providing possibility to try out

and compare di�erent variants. For tour-improvement steps, I used the 2-opt (see 2.5.4) and Lin-

Kernighan (see 2.5.5) heuristics. These operate on a given set of nodes, changing only their visiting

order, i.e., adding and removing edges of the complete graph from the solution.

In step 4, we allow a `step back', meaning that we might delete one or more nodes from the current

tour if this results in a better solution. This tries to ensure that the algorithm does not `get stuck'

with a suboptimal solution. For this, I tried out two methods. The �rst one was simply deleting one
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Figure 6: An LP solution which provides an integer solution.

node, if it can reduce the overall cost. In this case, we chose the node whose deletion decreases the

cost by the largest amount.

In many cases, erasing only one node did not seem e�ective. So, I replaced this step with another

submethod called shortcut, which includes adding one chord of the cycle to the solution, and deleting

one segment of the tour, so that we gain a shorter cycle.

Algorithm 9. (Shortcut)

Input: A tour T .

1. For each (u, v) pair of nodes that are not consecutive in T , do the following.

2. If the route u − v contains the root as an internal point, pass. Else, calculate the sum of the

following:

� length of chord uv,

� prizes of internal nodes of route u− v,

� (−1)× length of route u− v.

3. Let (u0, v0) be the pair for which this sum is minimal. If it is less than 0, let T̂ be a new tour

obtained from T by deleting the route u0 − v0 and adding an edge connecting u0 and v0.
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Output: Tour T̂ .

Note that shortcutting is only done if it decreases the current tour cost. In order not to get into an

in�nite loop, at step 2, the algorithm goes ahead with the tour received from step 3 in the previous

iteration, not with the shortcutted one. This way, the number of nodes in the current solution is

strictly monotonously increasing through the iterations, until it reaches n, so the termination of the

algorithm is guarantied.

Figure 7 depicts a heuristic solution compared to the optimal solution of the LP relaxation.

Figure 7: A heuristic solution (dark red, dashed) compared to the LP solution (pink, solid).

5.4 Tests

5.4.1 Parameter setting

For testing, my aim was to balance parameters in order to retrieve meaningful observations about

the adaptability of the heuristic algorithms. On one hand, if the �eld size is proportionately too large

compared to the number of nodes and their prizes, resulting in the vertices being far away from each

other, then the optimal solution is likely to include only very few vertices. These instances are less

interesting and useful to study from an algorithmic point of view. On the other hand, if the �eld
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size is too small, the nodes will be positioned too densely, which results in solutions that include all

or almost all vertices. In this case, we get back the original Traveling Salesman Problem, while the

scope of this work is creating algorithms for the prize-collecting version.

To generate pseudo-random data, I used functions from the Numpy library. For reproducibility,

each graph is identi�ed by a seed that was used to generate its attributes.

After several attempts and experimentation, the number of nodes was �xed in n = 100, and the

maximal prize in 100 as well. The �eld size was set to 700.

5.4.2 Test results

I solved the LP relaxation for 50 instances with the parameter setting described above, which

resulted in an average cost of 4387.651. In 27 cases, the LP solution was also an integer solution,

which provided optimal tours for the corresponding PCTSP instance. These tours contain 50.148

vertices on average.

Then, I ran two variants of Algorithm 8 on the same random graph instances. After adding a

new vertex, both variant performs a 2-opt tour improvement step, and then possibly a shortcut step.

Then, in the �rst variant we execute another 2-opt improvement on the shortcutted tour. This is

exchanged to a Lin-Kernighan method in the second variant.

The average LP optimum was 4384.03, while the heuristic solutions had average costs 4696 and

4688 in the �rst and second variant. In 6 out of 50 cases the 2-opt version resulted in a lower cost,

while in 20 instances the Lin-Kernighan variant performed better. In the remaining 24 cases the two

heuristic algorithms provided the same output value. The diagram in Figure 8 depicts these values

in details.

Figure 8: Heuristic solution costs compared to the lower bound given by the LP solutions.
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To understand better what causes the main inaccuracies of Algorithm 8, not only the costs should

be looked at, but also other characteristics of the tours. In order to inspect how many nodes a tour

include on average, let's consider the test instances where an optimal tour was found. The following

table contains the corresponding values.

Average cost Average node number

Optimum 4433.86 50.15

2-opt 4753.76 25.32

Lin-Kernighan 4738.40 26.84

It can be seen clearly from the test results that Algorithm 8 tends to �nd shorter tours but with

larger penalties for missing nodes, given that the studied optimal solutions include roughly twice as

many nodes. However, note that there can exist multiple optimal solutions for a single instance with

the same tour cost but di�erent node numbers.

Inspecting the shape of some tours, I could make the following observations about the mismatches

of the heuristic tours, which Figure 9 demonstrates:

1. The algorithm tends to include nodes or segments which are close in distance but not valuable.

2. It avoids groups of valuable vertices which are farther from the other parts of the tour, but

would be worth to include.

The observations suggest trying to add more high-value nodes, that might not be close in distance.

I tried to run the algorithm starting from di�erent initial tours. Earlier the basic solution was a

triangle consisting of the root vertex and two nearest neighbors. Another possibility can be to include

the two most valuable node beside the root at the start. Let's stick to the second variant of Algorithm

8, described above, as this one resulted in slightly better values.

Now, we would like to compare the results based on the initial tour, starting from the nearest

and from the largest nodes, respectively. In Figure 10 we can see an example where the shape of the

tour changes signi�cantly by varying only the initial solution that the algorithm starts from.

The following table shows the average solution costs in the two cases.

Average cost

LP 4384.03

Nearest 4688.00

Largest 4678.45

Changing the initial tour seemingly does not improve the algorithm signi�cantly, however, looking

at the diagram in Figure 11 we notice that the biggest discrepancies form the LP solution cost does

not appear for the same instances.

This observation suggests combining the two approaches. Given an instance of the problem, we

run the algorithm twice with the two di�erent initial solutions, then choose the better one. We get:
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Figure 9: An example showing inaccuracies of the algorithm.

Average cost

LP 4384.03

Nearest 4688.00

Largest 4678.45

Minimum 4639.00

Moreover, an additional shortcut step (Algorithm 9) at the end can help us get rid of segments

that are not worth to go through. We �nalize the algorithm below.

Algorithm 10. Input: A complete weighted graph on n nodes.

1. Execute the following steps twice; once for each of the two initial solutions:

(a) Nearest: Let T be a tour made by executing 2 steps of the nearest-neighbor algorithm,

starting from the root. (see 2.5.1)

(b) Largest: Let T be a tour containing the root and 2 other nodes which have the largest prize.

2. If the number of nodes in T is smaller than n, insert one node which causes the least increase

in cost. Else, return the minimal tour found.
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Figure 10: Solution starting from the nearest (left) and the largest (right) nodes.

3. Perform a 2-opt tour-improvement step. (see 2.5.4)

4. Let T ′ be the tour gained from T by a shortcut. (see Algorithm 9)

5. Perform a Lin-Kernighan tour-improvement step on the decreased tour T ′. (see 2.5.5)

6. Do a shortcut (Algorithm 9) on T ′, call this tour T ′′.

7. If the cost of T ′′ is less than the minimal cost found so far, save T ′′ as the minimal tour.

8. Go back to step 2.

Output: The better one of the two minimal tours found in the two cases.

The costs of output tours of Algorithm 10 for the test cases can be seen in Figure 12, compared

to the lower bound given by the LP relaxation. The results of the two separate runs starting from

the nearest and from the largest nodes are also shown.

Some outputs of Algorithm 10 compared to the optimal tours are shown on Figure 13, and the

table below contains the corresponding data.

Instance Graph 5 Graph 17 Graph 28 Graph 49

Optimum 4142 4222 4662 4380

Heuristic solution cost 4265 4286 4930 4402

Number of nodes in optimal tour 50 40 57 37

Number of nodes in heuristic solution 40 46 60 39
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Figure 11: Di�erence from the LP solution value starting from the nearest and from the largest nodes.

5.5 Code availability

The Python source code developed for the experiments is available as a public GitHub repository

at the following address:

https://github.com/CzLilla/pctsp.git

6 Conclusion

In this thesis, we studied the Prize Collecting Traveling Salesman Problem as a fundamental

and practically relevant generalization of the classical and well-known Traveling Salesman Problem,

through approximation algorithms for solving it.

By allowing vertices to be skipped at the cost of penalties, the PCTSP becomes suitable to model

a wider range of real-world optimization scenarios where it is undesirable or infeasible to visit every

location. This �exibility, however, comes at the price of increased algorithmic and computational

complexity, which makes it vital to create algorithms that can provide near-optimal solutions at a

lower computational cost.

We �rst provided a comprehensive overview of the Traveling Salesman Problem, including its his-

torical background, formal de�nition, computational complexity, and the most important heuristic

and approximation techniques. This served as a foundation for introducing the PCTSP and designing

heuristic algorithms for this more general case of the problem class. We presented the linear pro-

gramming formulation that plays a central role both as a basis for approximation algorithms, and as

a source of a lower bound on the optimum value, which is necessary in the performance evaluation

of heuristic algorithms.
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Figure 12: Heuristic solution costs compared to the LP lower bound.

On the theoretical side, we reviewed the development of approximation algorithms for the PCTSP,

focusing on the recent breakthrough result of Blauth, Klein, and Nägele ([1]), which achieves an

LP-relative approximation ratio below 1.6. Their algorithm (see Algorithm 3) combines tree decom-

position and re�ned routing techniques with a randomized approach.

The second main contribution of this work is the implementation and empirical evaluation of

heuristic algorithms for the PCTSP. We combined di�erent classical TSP heuristics with problem-

speci�c operations to design and test several tour construction and improvement methods. In order

to evaluate the e�ectiveness of the proposed heuristic algorithm, we considered a lower bound of the

optimum, gained by solving the corresponding linear programming relaxation.

The computational experiments indicate that while the proposed heuristics often produce solu-

tions reasonably close to the LP lower bound, balancing distance minimization and prize collection

might require a more customized, parameter-speci�c approach.

Overall, this thesis illustrates both the theoretical richness and the practical signi�cance, together

with the related challenges of the Prize Collecting Traveling Salesman Problem.

6.1 Future work

Both the theoretical overview and the practical application suggest possibilities for future work

on the topic.

Despite the breakthrough theoretical result (1) that have pushed the approximation ratio for the

PCTSP below 1.6, several important research directions remain open. The results presented in this

thesis highlight a number of challenges and opportunities for future research.

On one hand, an important open question is whether the approximation ratio can be further
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Figure 13: Some outputs of Algorithm 10 (dark red, dashed) compared to the optimal tours (pink,
solid).

improved for the studied variant of the problem.

On the other hand, the algorithms presented in this work could be extended to other versions of

the PCTSP. Several real-world applications involve additional constraints beyond those considered

in the setup that were used here. Possible extensions include time windows, asymmetric distances,

or quotas, that increase both theoretical and algorithmic complexity, and raise further questions to

be investigated. Besides, stochastic or dynamic versions of the problem, where prizes or distances

are uncertain or change over time, would provide an interesting and challenging direction for future

research.

Beside the theoretic questions, the practical part suggest a wide range of possibilities for further

testing and �ne tuning of the heuristics. Currently, the algorithm seems to be sensitive to the param-

eter setting, so it is a natural research direction to investigate its capabilities in case of graphs with

di�erent properties. Moreover, the LP relaxation can serve as a useful tool for not only bounding,
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but also gaining structural information about the optimal tour, that can be used as a base of the

heuristic algorithm.
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Nyilatkozat

Alulírott Czirják Lilla nyilatkozom, hogy szakdolgozatom elkészítése során az alább felsorolt fe-

ladatok elvégzésére a megadott MI alapú eszközöket alkalmaztam:

Feladat Felhasznált eszköz Felhasználás helye Megjegyzés

Szakirodalom áttekintése GTP-5.2. Hivatkozott cikkek A cikkek megértésének

segítése.

Szövegvázlatok GTP-5.2. 2.5. Fejezet

Kódkiegészítés Claude 3.7. 5. Fejezet Kódolás támogatása,

nem teljes kód generálása.

Összefoglalás GTP-5.2. 6. Fejezet Teljes szöveg alapján

vázlatpontok összegzéshez.

A felsoroltakon túl más MI alapú eszközt nem használtam.
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