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Abstract

Survivable routing is crucial in backbone networks to ensure connectivity, even during
failures, including natural and man-made disasters as well as device failures. Service-
level agreements (SLAs) often define availability targets in terms of “number of nines”
(e.g., 99.99%, 99.999%), and network operators aim to meet or exceed these targets by
provisioning redundant paths between source–destination pairs. Nevertheless, ensuring
extremely high availabilities comes with extra cost in terms of total network bandwidth
usage.

This study formalizes the problem of availability-aware routing based on failure probabil-
ities of risk zones and individual devices. As part of the report, we also provide an overview
of the computational complexity landscape of these problems, together with some known
polynomial-time solvable variants appearing in the literature. On the downside, we find the
general problem is NP-hard, with minimizing unavailabilities being even inapproximable in
polynomial time (assuming P ̸= NP).

Motivated by the hardness results, we initiate the study of heuristics providing
availability-aware routing considering both regional and device failures. Our methods
are suitable for providing a range of routing plans, navigating the trade-off between
availability and bandwidth usage. At the core of the heuristics, we rely on an efficiently
solvable problem variant, where failure probabilities of risk zones and devices are changed
to capacities. We validate our findings through extensive simulations based on real-world
input data. With reasonably low bandwidth usage, our heuristic is close to a lower bound
on unavailability. A paper based on parts of the results of this thesis has been accepted to
the flagship conference IEEE INFOCOM 2026.
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Chapter 1

Introduction

Ensuring high availability in backbone networks is a fundamental requirement for
mission-critical applications. In practice, network operators often define availability targets
in terms of “number of nines” (e.g., 99.9%, 99.999%) in their Service-Level Agreements
(SLAs), and aim to meet or exceed these targets by provisioning redundant paths between
source-destination pairs [1]. Traditionally, this redundancy has been achieved by computing
multiple link disjoint paths under the assumption that failures are independent. For instance,
a common rule of thumb is that a single path provides 99% availability, while two link
disjoint paths, e.g., with 1 + 1 dedicated protection [2] yield 99.99%, allowing less than an
hour downtime per year for the service.

However, recent insights into the nature of network failures challenge the assumptions
underlying this practice [3, 4], revealing that multiple failures often exhibit spatial correla-
tion: network components that fail together are frequently in close physical proximity [5].
This is especially true in the case of regional failures caused by natural disasters [6, 7],
such as earthquakes, hurricanes [8] or floods, where multiple links or devices in the same
geographic area can simultaneously become unavailable [4]. Therefore, the geographic
layout of the paths plays a critical role: two physically distant regionally disjoint paths may
provide better protection than three in the same area with shared risks. As a result, simply
increasing the number of link disjoint paths does not guarantee a proportional increase in
availability, thus, the design objective of redundant paths need to shift towards availability
from their number.

Several approaches have been proposed to model the spatial correlation of multiple
network failures as Shared Risk Link Groups (SRLGs) [9], using e.g., geographic [10] disaster
models, but finding SRLG disjoint paths to maximize availability is a computationally
hard problem [11, 12], only solvable efficiently for special cases [13]. Furthermore, owing
to the uncertain nature of disasters, the introduction of stochastic failure models [14] led
to the concept of Probabilistic SRLGs (PSRLGs) [15], which consist of a list of edge sets
paired with probabilities, where each entry denotes that the corresponding set of edges
may jointly fail with the associated likelihood. A key challenge is that even small networks
can produce PSRLG lists with hundreds of entries, for which no efficient routing algorithm
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CHAPTER 1. INTRODUCTION

exists to compute paths meeting the specified availability targets declared in the SLA.

s

t

Figure 1.1: 2+1 protection using shortest node-disjoint paths (in solid red) compared
to using our paths (in blue solid, dashed, and dotted, resp.) on network Optic EU [16].
Although the paths in our solution are longer, and they are not even node-disjoint, under
the next earthquake, ours’ availability is above five-nines, while the shortest paths fall
well below this threshold. This is partially because our paths avoid the 7 regions with the
highest failure probabilities (depicted in green). Seismic hazard input taken from [15].

In this thesis, we address this issue by proposing an algorithmic framework for
availability-aware routing in the presence of regionally correlated failures. The output
of our algorithm determines how many paths are needed, where they should be routed,
and how their spatial layout affects the overall availability. The framework builds on
recent advances in efficient algorithms to compute regionally disjoint paths using SRLG
models [13], which we generalize to PSRLGs. Moreover, we extend the original model to
(1) support directed graphs, and (2) to allow each PSRLG to be assigned a capacity, i.e., a
limit on how many paths may traverse it.

This capacity reflects the risk level or criticality of a PSRLG: higher-risk regions should
be traversed by fewer paths. Our simulation results demonstrate that incorporating regional
failure awareness into backbone network design leads to significantly more resilient and
cost-efficient provisioning strategies [17].

Ultimately, we envision a future where backbone operators embrace such models to build
smarter, availability-aware infrastructures that adapt gracefully to large-scale disruptions.
We make the following contributions towards this goal:

• We present the first scalable routing algorithm for backbone networks that can
operate effectively on PSRLG lists of realistic size.

• We prove that the underlying algorithmic problem – Availability-Aware Routing
Based on Risk Zone Failure Probabilities (Problem 2) – is NP-hard.

• The core of our basic heuristic algorithm is an efficient polynomial-time procedure that
solves the Capacitated Region Routing (CRR) problem (Problem 1). It generalizes
the algorithm of [13, 18] by allowing each PSRLG to have an associated capacity,
which limits the maximum number of paths that can traverse its edges.

2



CHAPTER 1. INTRODUCTION

• Advanced heuristic algorithms are designed that optimize PSRLG capacity assign-
ments to minimize total bandwidth consumption, subject to availability constraints
on end-to-end connections.

The remainder of this thesis is organized as follows. In Chapter 2, we formally define
the problem, review the related literature, examine closely related variants, and summarize
their known complexity results. We also provide a brief overview of the black-box algorithm
employed in our solution, which is presented in Section 2.4. Next, Chapter 3 introduces
the main problem variant studied in this thesis. We prove that it is NP-hard and develop
several heuristic approaches to address it. These heuristics are subsequently evaluated on
two real-world datasets in Chapter 4. One dataset considers only seismic failure scenarios,
while the other augments seismic hazards with single-device failure probabilities to obtain
a more realistic reliability model. Finally, Chapter 5 concludes the thesis.
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Chapter 2

Problem Formulation and Prior
Work

2.1 Problem Formulation

Let G = (V, E) denote a graph with vertex set V and edge set E, and let s, t ∈ V be
two designated terminals. Edges are sometimes referred to as links. The graph is specified
by a rotational system, where the incident edges at each node are given in clockwise order.
Let R ⊆ 2E denote a family of subsets of edges. Each element R ∈ R is called a shared-risk
link group (SRLG). An SRLG represents a common failure domain: when a failure of R
occurs, all edges e ∈ R fail simultaneously. Note that an edge may belong to multiple
SRLGs. The concept of SRLGs was first introduced by Rajagopalan and Saha in 2000 [19].

The main goal is to find s–t paths that are resilient to SRLG failures, i.e., s and t
remain connected even in the presence of SRLG failures. One natural approach is to find
SRLG-disjoint s–t paths. Two paths are SRLG-disjoint if there is no R ∈ R that intersects
both of them. This problem can be generalized to the case where failures may occur not
only on edges but also on nodes. Node failures can be represented by defining risk groups
comprising all edges incident to a given node. A special case occurs when every risk group
contains exactly one edge. In this case, the task reduces to finding edge-disjoint s–t paths,
which can be solved efficiently using a flow algorithm, e.g., the Edmonds–Karp algorithm
[20].

In this chapter, we consider problem classes that can be broadly divided into two
categories. In the first class, the objective is to find s–t paths that minimize a given
objective function, for example, selecting two paths that intersect as few SRLGs as possible.
In the second class, the goal is to identify s–t paths that satisfy a prescribed structural
property, such as being SRLG-disjoint.
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Figure 2.1: Complexity landscape of SRLG-disjoint path problems.
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Complexity Landscape

2.2 Complexity Landscape

It turns out that problems in this two classes are computationally hard in general.
Figure 2.1 provides an overview of its computational complexity and the various studied
variants. From top to bottom, additional constraints are imposed on the problem, under
which we may expect improved tractability. In the following, We present the results
illustrated in the figure. For better readability, the boxes are numbered to facilitate the
identification of the respective cases. The red boxes represent NP-hard cases, the yellow ones
correspond to settings for which approximation algorithms are known, and the green boxes
denote instances that are solvable in polynomial time. Each box also includes references to
the works where these results were established.

2.2.1 Minimization Problems

Diverse Routing

Hu [21] studied the problem of finding two s–t paths that share the fewest possible
SRLGs. Formally, for a path p, let Rp ⊆ R denote the set of SRLGs that contain an edge
from p. The goal is to find two s–t paths p1 and p2 such that |Rp1 ∩ Rp2 | is minimized. He
proved that this problem is NP-hard even when |R| ≤ 2 for all R ∈ R, using a reduction
from the Set-Splitting problem. In this problem, one is given a base set and a family of
its subsets and must decide whether there exists a bipartition of the base set such that
each subset contains at least one element from both parts [30] (box 1).

Yuan, Varma, and Jue studied a related case [22], where the goal is to find two edge-
or vertex-disjoint s–t paths such that the number of SRLGs traversed by both paths is
minimized (box 2). A slightly different but related problem is to minimize the total number
of distinct SRLGs traversed by at least one of the two paths (box 3). They proved that
both of these disjoint-path problems are NP-hard. The proof is based on a reduction from
the well-known NP-complete problem Set-Cover [30], where we are given a universe U
and a family of subsets S of U , and the goal is to select the smallest number of sets whose
union covers U .

It is worth noting that they modeled SRLGs as color classes and showed that it is
sufficient to consider the case where the edges are partitioned into colors according to the
SRLGs. If an edge does not belong to any SRLG, it can be contracted without affecting
the solution. If an edge belongs to multiple color classes, it can be subdivided into several
single-colored edges. This edge-coloring transformation is a widely used technique in this
field.

Single Path Minimization

Yuan et al. also proved that the problem remains NP-hard even when we only look for
a single s–t path that minimizes the number of SRLGs it traverses (box 4). For this, they
also used a reduction from Set-Cover. Given the strong inapproximability results known
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Complexity Landscape Feasibility Problems

for Set-Cover [31], Yuan et al. conjecture that the SRLG-minimization problem is also
hard to approximate.

In the reductions, they construct series-paralel graphs, implying that the problem
remains NP-hard even under the planarity constraint (box 5). Note that the edge-subdivision
operation used in the color-partitioning transformation also preserves planarity.

Later, Coudert et al. [23], along with several other inapproximability results showed
that the Min SRLG Path problem is at least as hard to approximate as the Minimum
Label Cover problem under certain constraints (box 4). The Minimum Label Cover
problem is defined on a bipartite graph where each vertex can be assigned one or more
labels from a predefined set. For every edge, only certain pairs of labels on its endpoints
are admissible. The goal is to assign labels to the vertices so that every edge is covered
by at least one admissible label pair, while minimizing the total number of labels used on
one side of the bipartition. Consequently, unless P = NP , the Min SRLG Path problem
cannot be approximated within

2log1−(log log |R|1/2)−ε

|R|1/2 ∀ε <
1
2 .

They also introduced the concept of a k-span SRLG, which adds structural constraints
to the edge-partitioned version of the problem. An SRLG is said to have span k if the
subgraph induced by its edges consists of k connected components. If every SRLG has a
span of at most k for some fixed constant k, they provided a k-approximation algorithm
for the problem. Furthermore, they proved that there exists a constant ε, independent
of k, such that no algorithm can achieve an approximation factor better than kε (box 6).
Naturally, when k = 1, their algorithm becomes a 1-approximation, and hence the problem
is solvable in polynomial time (box 7).

2.2.2 Feasibility Problems

SLRG-Disjoint Paths

Now consider the problem formulated in Section 2.2.1. Li, Kalmanek, and Doverspike [24]
showed that it is NP-hard to find the maximum number of pairwise SRLG-disjoint s–t paths,
via a straightforward reduction from the Independent-Set problem. The Independent-
Set problem [30] asks, given a graph G = (V, E) and an integer k, whether there exists
a subset of vertices S ⊆ V of size at least k such that no two vertices in S are adjacent
(box 8).

Hu [21] further proved that it is NP-hard to find two SRLG-disjoint s–t paths, even
when |R| ≤ 3 for all R ∈ R. He showed this using a reduction from the Set-Splitting
problem, where one is given a base set and a family of its subsets, and the task is to
decide whether there exists a bipartition of the base set such that each subset in the family
contains at least one element from both parts [30]. However, based on his construction,
it remains an open question whether the result still holds when |R| ≤ 2. Indeed, when
each SRLG has size at most two, the corresponding Set-Splitting instance involves only
subsets of size at most two, which is known to be solvable in polynomial time [30].

7
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Nevertheless, Coudert et al. [23] showed that the SRLG-Disjoint 2-Paths problem
can be transformed to the 2-span case, for which a slightly modified version of the Set-
Splitting reduction demonstrates that the problem remains NP-hard. They also provided
an inapproximability result; however, the result of Yang, Wang, and Kim [25] is even
stronger: unless P = NP , the problem cannot be approximated within a factor of

|E|1−ε ∀ε ≥ 0.

Special SRLGs

To make the problem tractable, one approach is to impose structural restrictions on the
SRLGs, such as the k-span SRLGs introduced in Section 2.2.1. For k-span SRLGs, Coudert
et al. [23] showed that finding two SRLG-disjoint s–t paths is NP-hard, extending their
results from the single-path setting, where the objective was to find a path intersecting a
minimum number of SRLGs. In contrast, when restricted to 1-span SRLGs, the problem
of finding two SRLG-disjoint paths admits a polynomial-time algorithm.

However, unlike in the single-path case, the authors did not provide an approximation
algorithm. Instead, they proved that unless P = NP , the maximum number of SRLG-
disjoint paths cannot be approximated within a factor of

|V |
1
4 −ε ∀ε > 0

(box 24 and box 25).
Another type of constraint is the star-shaped SRLG. An SRLG satisfies the star property

if all links in the SRLG share a common endpoint. It is worth noting that the reduction
technique used earlier in Section 2.2.1, where multi-colored edges were replaced by multi-
colored paths, does not preserve the star property. Therefore, in this setting, the SRLGs
cannot be assumed to be disjoint color classes.

Bermond et al. [28] showed that finding two SRLG-disjoint paths in the presence of
star-shape SRLGs remains NP-hard (box 9), even in directed graphs (box 11). They proved
this by a reduction from the T-Compatible Path problem, which was shown to be
NP-hard in [32]. The T-Compatible Path problem is defined on a graph where each
vertex v has a set of allowed transitions T (v) between its incident edges. A path from s to
t is said to be T-compatible if, at every internal vertex, the consecutive edges of the path
form an allowed transition. The problem asks whether there exists a T-compatible path
between two given vertices s and t.

They further proved that in directed graphs where every node has a degree of at most
3, the maximum SRLG-independent path problem becomes simple and can be solved in
linear time (box 13). Moreover, if the maximum degree is 4, it is decidable whether there
exist two SRLG-disjoint paths, and the authors also provided an algorithm to find them
(box 15). This result gives a natural 2-approximation for the maximum number of disjoint
paths when ∆ = 4 still holds (box 14).

They also established inapproximability results. In undirected graphs with SRLGs
satisfying the star property, the maximum number of SRLG-disjoint paths cannot be

8
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approximated within a factor of O(|V |) unless P = NP (box 10). In fact, the problem is
as hard to approximate, as Set-Packing. Given a collection of sets and an integer k, the
Set-Packing problem asks whether there exist at least k sets that are pairwise disjoint
[30]. They also showed that in DAGs (Directed Acyclic Graphs), the problem is W [1]-hard
(box 12).

d-Environment Flow Problems

This line of work can also be interpreted as a generalization of classical flow problems,
extending capacity constraints from individual edges to groups of edges. Motivated by
this viewpoint, McDiarmid et al. [29] introduced the notion of a d-environment, which
broadens the classical flow model by allowing constraints to depend not only on an edge
itself, but also on its local neighborhood. Throughout this section, we intentionally use
the terminology of flows rather than paths. Nevertheless, it is often conceptually useful to
view a flow through its path decomposition, that is, as a (possibly fractional) bundle of s–t
paths with nonnegative weights. Importantly, in the d-environment setting, feasibility may
depend on how the flow is decomposed into paths, and not only on the resulting edge flow
values.

In this framework, the d-environment of an edge consists of all vertices and edges
reachable along a walk of length d (where the length counts both vertices and edges). Thus
the 0-environment reduces to the edge alone, recovering the standard flow formulation,
while the 1-environment additionally contains the two endpoints of the edge.

McDiarmid et al. proved that the d-Environment Flow problem is NP-hard for a
general d (box 26) and provided a polynomial-time algorithm for d = 2 that computes
the maximum value 2-environment s—t flow (box 28). However, this algorithm does not
necessarily yield the maximum number of s–t paths, since the resulting flow may be
fractional. Moreover, they showed that finding an integral flow remains NP-hard for d ≥ 3
(box 27), by a reduction from the Node Cover problem. The Node Cover problem
asks, given a graph G = (V, E) and an integer k, whether there exists a subset of vertices
C ⊆ V of size at most k such that every edge in E is incident to at least one vertex in C.

Although they did not show that the problem is hard for d = 2 in general graphs, they
provided a solution for the case when the graph is planar (box 29). They also showed that
in the uncapacitated case, i.e., when all capacities are equal to 1, it is possible to find the
maximum number of paths in planar graphs with d-environment SRLGs (box 30). We will
examine the results and techniques used in this model in more detail in Section 2.3.

Planar Graphs and Regions

Another approach is to impose constraints not only on the structure of the SRLGs but
also on the topology of the graph itself. For example, we may assume that the graph is
planar. However, the NP-hardness proofs for the general SRLG-Disjoint Max-Paths [24]
and SRLG-Disjoint 2-Paths problems [21, 23] also hold for planar graphs, since the
graphs constructed in those reductions are series–parallel (box 16).

9



d-Environment Flows

The next assumption we examine is that the SRLGs are dual-connected. This means
that each SRLG corresponds to a connected set of edges in the dual of the planar graph.
We sometimes refer to these kinds of SRLGs as regions. We call a set S ⊆ R an SRLG-cut
if, after removing all edges belonging to the risk groups in S, the terminals s and t are no
longer connected. Bienstock showed, in an intricate proof [26], that even when the minimal
SRLG-cut has a size of 2, it is NP-hard to decide whether there exist two SRLG-disjoint
s–t paths (box 17 and box 18).

Based on [29], Kobayashi et. al. [33] introduced a geographical failure model where each
failure is represented by a circular disks on the plane. They gave a polynomial algorithm for
the max-flow problem, which was improved later by Otsuke et. al. [34]. Based on their work
Vass et al. [27] showed that for a dual-connected region of any shape, node-disjoint paths
can be found in polynomial time, both when searching for two paths and for any number k
of paths. Later their results was improved [13, 18] ; consequently, the maximum number of
non-crossing, region-disjoint paths can also be determined in polynomial time. Furthermore,
they proved that the number of paths obtained by this algorithm is at most two less
than the maximum number of (possibly crossing) SRLG-disjoint paths, thus providing a
2-additive approximation for this problem (box 19).

In an earlier paper, Bienstock [26] gave a 1-additive approximation for the maximum
number of s–t paths in the case where G is a digraph and the terminals s and t lie on the
same face (box 20).

Another generalization of this problem class considers SRLGs with assigned capacities,
where each SRLG can carry at most as many paths as its capacity allows (box 22). The
special case discussed earlier in Section 2.2.2 corresponds to the situation where all SRLG
capacities are uniformly equal to 1. It follows that this problem is also as hard as the
previous ones.

Gyimesi pointed out [35] that the algorithm used for finding non-crossing paths can,
with a small modification, also be applied to the capacitated case (box 19). Following the
approach used for the uncapacitated 2-additive case, I show that this modified algorithm
yields a 3-approximation for the maximum number of s–t paths when crossings are allowed
(box 13). The detailed proof of this result can be found in Subsection 2.4.4.

2.3 d-Environment Flows

In this chapter I review the paper by C. McDiarmid et al. [29], focusing in particular on
the problems Capacitated 2-Environment Max-Paths in Planar Graphs denoted in
box 29, and Uncapacitated d-Environment Max-Paths in Planar Graphs denoted
in box 30. Among these, the former relies extensively on an earlier technical report of
the authors [36], which, however, is not available. For this reason, the results cited from
that report—most notably Theorem 2.7—have been reproved and elaborated in full detail
in this thesis. The Uncapacitated d-Environment Max-Paths in Planar Graphs
problem is of particular interest because, among other things, it inspired the developments
presented in Section 2.4.

10



d-Environment Flows Notation and Preliminaries

2.3.1 Notation and Preliminaries

Let G = (V, E) be a graph, and let s, t ∈ V be two vertices. As mentioned earlier, our
aim is to generalize the classical s–t flow problem. In this problem we are additionally given
a nonnegative capacity vector u defined on the edges, and the goal is to find a maximum
s–t flow that respects these capacity bounds. Ford and Fulkerson [37] used the following
LP formulation:

max 1 · y

s.t. y · M ≤ u,

y ≥ 0,

(2.1)

where M denotes the matrix whose columns correspond to the edges of the graph and
whose rows are the incidence vectors of all s–t paths. We generalize this model by placing
capacities not on the edges themselves, but on their neighborhoods. To this end, we now
define the relevant notion more generally.

Definition 2.1. Let S ⊆ E ∪ V . Then the d-environment of S, denoted Ed(S), consists
of all elements β ∈ E ∪ V \ {s, t} for which there exists a path p containing at most d
elements of E ∪ V such that β is reachable via p and s, t /∈ p.

For example, the 0-environment of an edge is the edge itself; its 1-environment is the
edge together with its two endpoints; and its 2-environment consists of its endpoints and
all edges incident to these endpoints. Our next task is to extend the notion of a capacity
vector.

Definition 2.2. Let u′ ≥ 0 be an integer capacity vector on the edges, and let u = (u∗, u′)
be the extension of u′, where u∗ is an integer capacity vector defined on the vertices that
satisfies the following two properties:

(i) The capacity of each vertex is at least the minimum of the capacities of the edges
incident to it, i.e.,

u∗(v) ≥ min
v∈e

u′(e).

(ii) For every edge, its capacity is at least as large as the smaller capacity of its two
endpoints, i.e., for every edge xy ∈ E,

u′(xy) ≥ min{u∗(x), u∗(y)}.

Observe that if d is even and a flow along a path violates an extended capacity constraint,
then it must in fact violate an edge capacity. Indeed, if a vertex lies in the 2k-environment
of an edge on the path, then all edges incident to that vertex do so as well, and property (i)
ensures that some incident edge has capacity no larger than that of the vertex. Similarly, if
d is odd and a flow along a path violates a capacity constraint, then the violation must be
at a vertex. This is because if an edge lies in the (2k + 1)-environment of another edge on

11
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the path, then the endpoints of the latter edge are also included, and by property (ii), one
of these endpoints must have a capacity bound no larger than that of the edge.

We may now formulate the d-environment flow problem (or d-flow for short), which
will be written analogously to the LP in (2.1). The columns of the matrix Md correspond
to the edges when d is even, and to the vertices when d is odd. Its rows correspond to the
edge sets or vertex sets of the d-environments of s–t paths, depending on the parity of d.
This yields the following problem, whose optimal value we denote by µ.

max 1 · y

s.t. y · Md ≤ u,

y ≥ 0,

(2.2)

2.3.2 Capacitated 2-Environment Max-Paths

In this subsection, our goal is to provide an optimal fractional solution to (2.2) for the
case d = 2, and relying on this, to solve the integral version in planar graph. In [29], the
solutions to these problems and the corresponding proofs are presented only in outline.
Here, we discuss them in full detail.

2-Environment Flow Problem
We first examine the 2-environment flow problem on general graphs, for which we must

solve the following linear program:

max 1 · y

s.t. y · M2 ≤ u,

y ≥ 0.

(2.3)

To solve the problem, we exploit the fact that a flow of optimal value may be represented
over different sets of paths, and therefore we analyze this phenomenon in more detail. Let
y be a feasible solution, and consider the example shown in Figure 2.2. Suppose that the
capacity of the edge uv is 1. In the original solution, the path drawn as a solid blue line
enters the 2-environment of edge uv twice (Figure 2.2a), yet in the capacity constraint this
contributes only once, allowing a unit of flow to be sent along it. However, if we replace
that path by two distinct paths (Figure 2.2b), then the flow values of these paths each
contribute separately to the capacity constraint, and therefore we cannot send flow 1 along
both of them. For the edge uv in Figure 2.2a, we say that it is a chord of the 2-environment
of the blue path.

Instead of the original graph G = (V, E), let us construct a directed graph D = (V, A).
The edges incident to s and to t are oriented so that s becomes a source and t becomes a
sink. Every other edge is replaced by two directed copies, oriented in opposite directions.
On this graph we may define the 2-environment of an edge exactly as before, since it
contains precisely the images of the edges contained in the environment of the original
edge. We also denote by δ−(v) and δ+(v) the sets of edges entering and leaving vertex v,
respectively.

12
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u v

(a)

u v

(b)

Figure 2.2: Representing a flow over different paths.

Definition 2.3. Let P denote the set of all s–t paths in D. A nonnegative function
y : P → R is called a path representation of an s–t flow f if

f(e) =
∑
P ∈P
e∈P

y(P ) for all e ∈ A.

Observe that if an arbitrary nonnegative function y : P → R is nonzero on only a
polynomial number of paths, then the uniquely determined s–t flow f can be constructed
from y in polynomial time.

Lemma 2.4. Let f : A → R+ be an s–t flow in D that additionally satisfies the following
conditions:

f(δ−(v)) ≤ u(sv) ∀sv ∈ A,

f(δ+(v)) ≤ u(vt) ∀vt ∈ A,

f(δ−(x)) + f(δ−(y)) − f(xy) − f(yx) ≤ u(xy) for all remaining edges xy ∈ A.

(2.4)

where
f(δ−(v)) =

∑
e∈δ−(v)

f(e).

Then any path-representation y of this flow satisfies the constraints of the LP (2.3).

Proof. The constraints in (2.4) exactly guarantee that every contribution entering the
2-environment of an edge xy is counted precisely once. However, as illustrated in Figure 2.2,
in the LP constraints an s–t path may enter the 2-environment of an edge twice, in which
case the flow on that path is counted only once for capacity purposes. Thus we obtain

y · M2[xy] ≤ f(δ−(x)) + f(δ−(y)) − f(xy) − f(yx) ≤ u(xy).

This shows that y is feasible for (2.3).

However, a flow induced by a solution y that is feasible for (2.3) is not necessarily
feasible for (2.4), as demonstrated by the example in Fig. 2.2. Therefore, we require the
following lemma.

13
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Lemma 2.5. Let y be a feasible solution to the LP (2.3). Then there exists a solution y′

such that the flow fy′ it represents satisfies the constraints of (2.4) and has the same flow
value as fy.

Proof. Let Py denote the set of paths on which y takes positive values. We shorten each
path in Py along its chords, thereby obtaining a modified solution y′ and the corresponding
set of paths Py′ . For any path P ∈ Py, let P ′ denote its shortened version. By construction,
we have E2(P ′) ⊆ E2(P ), and hence feasibility of y′ with respect to (2.3) is preserved.
If every path is chord-free with respect to its 2-environment, then no path enters the
environment of any edge more than once, in contrast to the situation illustrated in Fig. 2.2a.
Consequently, the flow fy′ represented by y′ satisfies the constraints of (2.4).

From these two lemmas it follows that both system of constraints—(2.3) and (2.4)—yield
the same optimal flow value, and solutions can be transformed easily between the two.
Moreover, the system (2.4) contains only |A| + |V | constraints in addition to the standard
flow constraints, and therefore can be solved in polynomial time, yielding the flow f .

Corollary 2.6. By Lemma 2.4, if we start from a feasible flow of (2.4) f and produce a
flow f ′ such that f ′(e) ≤ f(e) for all edges, then f ′ remains feasible. Thus, from now on
we may assume that the set of edges e for which f(e) > 0 forms an acyclic subgraph of D.

Remarks. In [29], McDiarmid et al. present a reduction based on the ellipsoid method [38,
39] by considering the dual of (2.3). They provide a separation algorithm that solves the
dual problem using Dijkstra’s algorithm with a carefully designed weight function on the
graph. We observed that the construction of this weight function closely resembles the
formulation of the LP (2.4). Motivated by this observation, and in order to obtain a faster
running time, we avoid the ellipsoid method and instead work directly with an explicit LP
formulation.

Integer solution on Planar Graphs

With the solution discussed above, we can compute a maximum flow. We now investigate
how, in the case where the graph is planar, we can construct a flow whose value on every
path is integral. To this end, we prove the following theorem.

Theorem 2.7. ([29, Theorem 3.1]) For a planar graph G, the optimal 2-environment s-t
flow y of value µ can be transformed in polynomial time to an integral flow of value k = ⌊µ⌋.
Furthermore, the integral solution may be chosen to only use paths assigned positive weight
in some fractional solution.

The proof proceeds as follows. First, we solve the LP (2.3), obtaining an optimal
fractional solution. We then represent this flow using non-crossing paths, and finally, we
use this representation to derive an integral solution. To do so, we first define precisely
what we mean by non-crossing paths.
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Definition 2.8. Let P1 and P2 be two s–t paths in a planar graph D. Contract all commen
edges and denote the resulting graph by D′. We say that P1 and P2 cross at a vertex v if
both paths pass through v and the cyclic order of their incident edges around v alternates
in the clockwise embedding of D′. The paths P1 and P2 are called non-crossing in D if
they do not cross at any common vertex in D′. See Fig. 2.3 for an illustration.

a

b

c

d

e

(a) Noncrossing paths

a

b

c

d

e

(b) Crossing paths

Figure 2.3: Representing a flow over different paths.

We now consider the flow locally, at each vertex. Our goal is to obtain a path repre-
sentation of f that assigns a positive value only to non-crossing paths. If f satisfies the
constraints of LP (2.4), according to Theorem 2.5, each path representation is a feasible
solution to LP (2.3). Our task is to pair the incoming and outgoing flow values at every
vertex in a non-crossing way.

Definition 2.9. A non-crossing flowlet at a node v is a collection of flowlet tuples (i, o, fi,o),
where i ∈ δ−(v), o ∈ δ+(v), and fi,o is a flow value, such that there is no crossing edge pair
in the collection. We say a non-crossing flowlet represents flow f at node v if the sum of
flow values of flowlet-tuples matches f at every in-arc and out-arc incident to v.

Claim 2.10. A non-crossing flowlet representation of a flow f can be constructed using
O(|V |) flowlets in O(|V |) time.

Proof. Consider a stack data structure, and traverse the edges incident to a vertex v ̸= s, t
in clockwise order around the planar embedding. We also maintain a flag associated with
the stack indicating whether it currently stores incoming or outgoing edges.

Assume that during the traversal of the edges incident to v we first encounter an edge
with incoming flow. We push this edge onto the stack and set the stack flag to “incoming”.
If we subsequently encounter another edge with incoming flow, we also push it onto the
stack. When we encounter an edge with outgoing flow, we pop an edge with incoming flow
from the stack and form a flowlet tuple with these two edges, setting

fi,o = min{xi, xo},

where xi and xo denote the current flow values on the incoming and outgoing edges,
respectively. If the incoming flow is larger, we push the remaining part back onto the stack.
If the outgoing flow is larger, we pop another incoming edge from the stack and form a new
tuple. If the stack becomes empty, we push the remaining outgoing edge onto the stack
and set the stack flag to “outgoing”.
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By construction, this procedure clearly yields non-crossing pairs. Moreover, at each
vertex v we create at most deg(v) − 1 such pairs. The procedure runs in O(deg(v)) time,
since for every tuple created we reduce the remaining flow on at least one edge to zero.
Thus we obtain a non-crossing flowlet at v. Repeating this procedure at every vertex, we
obtain a non-crossing flowlet representation of f using O(|A|) flowlet tuples in O(|A|) time.
Since D is planar, we have O(|A|) = O(|V |), which proves the claimed bounds.

Claim 2.11. Using a non-crossing flowlet representation, we can construct a non-crossing
path representation consisting of O(|V |2) walks in O(|V |2) time.

Proof. A natural first attempt is to construct s–t walks greedily by following the edge pairs
prescribed by the flowlets. However, this approach may fail: as illustrated in Fig. 2.3, local
pairings can be ambiguous. For instance, if the flowlets are (a, c, 1), (b, c, 1), (c, d, 1), and
(c, e, 1), then there are two possible pairings at c, but only one of them yields non-crossing
paths (see Fig. 2.3a).

We resolve this problem by applying a slight modification to the graph. For each edge
e, we introduce a new vertex ve, and construct a graph whose vertex set consists of the
original vertices together with these newly added ones. If a flowlet at a vertex u is of the
form (i, o, f), then we introduce the edges (vi, u) and (u, vo), and replace the flowlet by
(viu, uvo, f). Due to this construction, the newly created edges inherit a local order around
each vertex, induced by the ordering of the flowlets. Equivalently, this construction can be
viewed as subdividing every edge by a new vertex, and then replacing each resulting edge
by sufficiently many parallel edges so that each edge participates in exactly one flowlet.
We then create flowlets at the auxiliary vertices according to the procedure described in
the proof of Theorem 2.10. Note that an edge may be used multiple times by these newly
created flowlets.

With this modification, the greedy algorithm operates correctly. At a vertex v, once
we arrive on an edge i, we can find the corresponding flowlet in O(1) time if we store the
flowlets of v in lists indexed by their incoming edges. Moreover, since the original instance
contains O(|V |) flowlets, the resulting graph has O(|V |) vertices and, by planarity, O(|V |)
edges; in particular, the total number of flowlets remains O(|V |).

Let F denote the set of flowlets. We know that |F| = O(|V |), since the total number of
flowlets is O(|A|). Furthermore, at a vertex v, once we arrive on an edge i, we can find the
corresponding flowlet in O(1) time if we store the flowlets of v in lists indexed by their
incoming edges.

For an s–t path P , define its flow value as the minimum flow among its flowlets:

yP := min
(i,o,fi,o)∈FP

fi,o.

For every flowlet (i, o, fi,o) used by P , we reduce its flow value by yP , that is,

f ′
i,o := fi,o − yP ∀(i, o, fi,o) ∈ F .
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Thus, at least one flowlet becomes zero, and we delete it. Repeating this procedure
O(|V |) times, all flowlet values eventually become zero, and we obtain a non-crossing path
representation of f in O(|V |2) time.

Here we crucially use the fact that the initial flow is acyclic, as shown in Corollary 2.6.
Otherwise, this procedure might generate walks rather than simple paths, as illustrated

in Figure 2.4a. Moreover, it is not straightforward to transform such walks into paths. For
example, if we remove the loop from the solid blue walk in Figure 2.4a, then the solid blue
and dashed red paths would cross each other. If, however, we first eliminate cycles from
the flow, we obtain the solution shown in Figure 2.4b, which has the same flow value.

s t

(a) Noncrossing paths with a loop.

s t

(b) Noncrossing paths without a loop.

Figure 2.4: Uncrossing procedure.

We now return to the proof of Theorem 2.7. Starting from an optimal solution of value
µ, we can easily obtain a solution of value k = ⌊µ⌋ by decreasing the flow value on some of
the paths. Therefore, it suffices to prove the following statement.

Theorem 2.12. Let y be a solution whose support consists of non-crossing s–t paths, and
assume that the total flow value is k ∈ Z+. Then there exists another solution y′ of value k
that uses only a subset of these paths and assigns an integral flow value to each of them.

To prove this, we first state a lemma that clarifies why the non-crossing property is
essential. Consider an s–t path, denoted by P1. We index the paths P1, P2, . . . , Pl according
to the clockwise order of their first outgoing edges from s. We interpret this indexing
cyclically, that is, Pl+1 = P1.

Lemma 2.13. The indices of all paths whose 2-environments contain a given edge e form
a contiguous interval in the cyclic order. More precisely, if e /∈ E2(Pi−1), e ∈ E2(Pi), and
e ∈ E2(Pj), then

e ∈
j⋂

k=i

E2(Pk).

Proof. Because of the non-crossing property, the paths enter t in the same cyclic order in
which they leave s, and in fact their relative order is preserved at every vertex v ∈ V , even
if not all paths pass through v.

Let u and v denote the endpoints of edge e. First consider the case where both paths
Pi and Pj pass through the same endpoint of e, say v ∈ Pi and v ∈ Pj . This includes the
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case where one of the endpoints of e is s or t. The two paths Pi and Pj then divide the
graph into two regions: an inner “strip” bounded by s, the edge-disjoint segments of Pi

and Pj between s and v, and the vertex v, and an outer region (containing the remainder
of Pi). If t lies in the outer region, then every path Pk with i ≤ k ≤ j must leave the inner
region and enter the outer region, and it can only do so through v; otherwise it would cross
Pi or Pj . If t lies in the inner region, then Pi−1 must enter this region, again only via v,
which would imply e ∈ E2(Pi−1), contradicting the assumption.

Now consider the case where Pi and Pj do not pass through the same endpoint of e,
that is, u ∈ Pi and v ∈ Pj . As before, the inner strip is now bounded by s, the appropriate
segments of Pi and Pj between s and u or v, and the edge e. Once again, t must lie in the
outer region, since otherwise Pi−1 could not enter the inner region without crossing either
Pi or Pj . Similarly, any path Pk leaving the inner region without creating a crossing must
pass through either u or v, which implies e ∈ E2(Pk).

Proof of Theorem 2.12. For notational convenience, let yi = y(Pi). The constraints of the
original problem can be written as follows:

yi ≥ 0, ∀i = 1, . . . , l,

l∑
i=1

yi = k,∑
i: e∈E2(Pi)

yi ≤ u(e), ∀e ∈ A.

(2.5)

Our goal is to find a solution y′ such that y′
i ∈ N for all i, and which satisfies the

constraints (2.5). Using Lemma 2.13, introduce the interval notation

I(e) = { i ∈ {1, . . . , l} : e ∈ E2(Pi) }.

An interval I(e) = {a, . . . , b} can be of two types: non-wrapping, where 1 ≤ a ≤ b ≤ l,
or wrapping, where 1 ≤ b < a ≤ l. In the non-wrapping case, the capacity constraint is

b∑
i=a

yi ≤ u(e). (2.6)

In the wrapping case, the complement of I(e) within {1, . . . , l} is a non-wrapping
interval. Using this observation,

∑
i∈I(e)

yi =
l∑

i=1
yi −

a−1∑
i=b+1

yi ≤ u(e).

Since ∑l
i=1 yi = k, we obtain

a−1∑
i=b+1

yi ≥ k − u(e). (2.7)
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Thus, the matrix A, which is composed of the constraints (2.6), (2.6) along with the
non-negativity and equality requirements, is an interval matrix. Hence, A is a network
matrix and therefore totally unimodular. This defines the polyhedron P , and consequently,
every vertex of P is integral. Moreover, the system has O(|A|) rows and thus contains only
polynomially many constraints, implying that it can be solved in polynomial time.

2.3.3 Uncapacitated d-Environment Max-Paths

In this chapter, the authors present a combinatorial algorithm for the case where G
is a planar graph and every edge has unit capacity, that is, u(e) = 1 for all edges. The
algorithm and its proof of correctness can be found in the literature [40]. In this thesis,
we only highlight the fundamental concepts underlying their technique and the key ideas
that have inspired several subsequent research directions. Throughout this section, we also
assume that d ≥ 1.

Definition 2.14. For a graph G and d, a d-path is a simple path of length at most d − 1.
A collection of s-t paths is pairwise d-separate if there is no d-path in G \ {s, t} connecting
internal nodes of distinct paths in the collection.

Note that an integral d-environment flow of (2.2) in a graph is precisely a collection of
d-separate paths. In the following, we assume that G is embedded in a sphere S. Let C be
a closed directed curve in S, not traversing s or t.

Definition 2.15. Let P be any directed curve from s to t in S that intersects C finitely many
times. Let wlr(C) and wrl(C) denote the numbers of left-to-right and right-to-left crossings
of C with P , respectively. The winding number of C is defined as w(C) = |wlr(C)−wrl(C)|.

Note, that this number is independent of the choice of P and the orientation of C. We
call a closed curve C d-alternate, if C does not traverse s or t, and there exists a sequence
seq = (C0, P1, C1, P2, . . . , Pl, Cl) such that

(i) Pi is a d-path of G \ {s, t} with endpoints si, ti;

(ii) Ci is a (noncrossing) curve of positive length from ti−1 to si traversing a face of G,
and C0 = Cl;

(iii) C traverses the paths and curves given in seq in the described order.

Here, by traversing Pi we mean that the image of C “follows” Pi from one endpoint to
the other. This technique of reasoning about curves, rather than flows directly, leads to
the main theorem of the uncapacitated case: Theorem 2.16(i). The ideas used in its proof
also extend to the case d = 2 with integer edge capacities. The capacity of a 2-alternate
curve C, denoted by cap(C), is defined as the sum of the capacities of the corresponding
Pi’s; and if a path Pi consists of a single node, its contribution is taken to be the minimum
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capacity among the edges incident to that node. These notions allow us to express the
max-flow/min-cut relationship entirely in terms of alternate curves, as summarized in the
following theorem.
Theorem 2.16. ([29, Theorem 3.6, 3.7]) For a planar graph G and a vector u of integers
on the edges:

(i) If u(e) = 1 ∀e: µ = min{l(C)/w(C) : C is a d-alternate curve}.

(ii) There exists an integral 2-flow of value k if and only if cap(C) ≥ k · w(C) for each
2-alternate curve C.

(iii) µ = min{cap(C)/w(C) : C is a 2-alternate curve}.

2.4 Regional SRLGs with Noncrossing Paths

In the previous chapters we have seen that solving SRLG-disjoint routing problems poses
significant algorithmic challenges. Only a single problem admitted an efficient treatment in
the capacitated setting, namely the 2-environment type SRLGs in planar graphs. In this
chapter we investigate the more general Capacitated Region Routing problem, which
served as the foundation for the main contribution of this thesis, the Availability-Aware
Region Routing technique.

We continue to assume that the graph is planar and the SRLGs are dual-connected.
This means that each SRLG corresponds to a connected set of edges in the dual of the
planar graph. We sometimes refer to these kinds of SRLGs as regions. There are integer
capacities defined on the regions, as function cap() determines the maximum number of
st-paths of the solution that are allowed to cross each region. Observe that if we had
allowed all l paths to cross a region R, this region would cease to exist as a constraint to the
solutions. This way, we can formalize the capacity function as cap() : R → {0, . . . , l−1, ∞},
where ∞ is set as the capacity of all the non-constraining regions.

Bienstock showed [26] that even when the minimum SRLG-cut has size 2 and all
capacities are equal to 1, it is NP-hard to decide whether there exist two SRLG-disjoint
s–t paths. To obtain a tractable variant of the problem, it is natural to impose additional
structural assumptions. One such assumption is that the paths we seek are required to be
non-crossing, a property that we already exploited in the previous chapter in the context
of 2-environment SRLGs. Under this constraint, we arrive at Problem 1.

Problem 1: Capacitated Region Routing (CRR)
Input: Plane graph G = (V, E), nodes s, t ∈ V , regions R ⊆ 2E , capacity function

cap() : R → {0, . . . , l − 1, ∞} on regions, number of desired paths l ≥ 2.
Output: Non-crossing st-paths P1, . . . , Pl such that every region R ∈ R is intersected by

at most cap(R) paths, or a proof of inexistence.

For the unit-capacity case of Problem 1, an efficient polynomial-time algorithm called
DateLine, relying on a min–max theorem, was given in [18]. Later, [13] generalized these
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results to directed graphs, although in what follows we will work with undirected graphs.
Péter Gyimes et al. [35] extended the approach to the capacitated setting by applying a
minor modification to the DateLine algorithm, which did not affect its running time. We
will refer to the resulting method as the CRR algorithm.

We use the notation Õ(f(n)) to denote a running time of O(f(n) logc n) for some
constant c. Furthermore, we write ∥R∥ = ∑

R∈R |R|.

Theorem 2.17. ([27, Corollary 16, 18]) Problem 1 can be solved by the CRR algorithm
in Õ

(
k|V | + (|V | + ∥R∥)3/2

)
deterministic worst-case time, or with high probability in

Õ(k|V | + ∥R∥) expected time.

Note that the term k|V | arises solely from the large number of walks in G, while the
remaining part of the running time depends only on a black-box shortest path algorithm.
We discuss this dependence in more detail in Subsection 2.4.3.

2.4.1 Min-max Theorem

First, we introduce the notion of a winding number. To this end, we use the dual graph
of G, denoted by G∗ = (V ∗, E∗). Let P be an st-path and let C∗ be a closed oriented walk
in G∗. Let wlr(C∗) and wrl(C∗) denote the number of times C∗ intersects P from left to
right and from right to left, respectively. Then the winding number of the walk is defined
as w(C∗) = |wlr(C∗) − wrl(C∗)|. Note that w(C∗) does not depend on the particular choice
of P . Furthermore, we need a similar notion for dual paths as follows. Let P be an st-path
and Q∗ an orientation of a path in G∗. Let wP

lr(Q∗) and wP
rl(Q∗) denote the number of

times path Q∗ intersects path P from left to right and the number of times it intersects
from right to left respectively. Finally wP (C∗) = |wP

lr(C∗) − wP
rl(C∗)|.

Partition C∗
1 , C∗

2 , . . . , C∗
l is a region-cover of C∗ with l regions if each C∗

i is a subpath
of C∗ and each C∗

i is a subset of an R∗
i for a region Ri ∈ R. We define the capacitated

region-length of C∗ as

l(C∗) := min
{

l∑
i=1

cap(C∗
i ) | C∗

1 ..C∗
l is a region-cover of C∗

}
.

That is, the capacitated region-length is the minimum number l such that there is a
region-cover of C∗ such that the sum of the capacities of the regions in the cover equals l.
Paper [27] showed the following:

Proposition 2.18. Let a Problem 1 instance be given, where each region has a unit
capacity. Suppose a maximal collection of feasible paths has a cardinality of k ≥ 2, and let
C∗ be a closed walk in the dual graph with w(C∗) > 0. Then ⌊l(C∗)/w(C∗)⌋ ≥ k.

Figure 2.5 depicts a capacitated example where (omitting the unit capacity requirement)
the above proposition does not hold. Suppose the dashed red region has a capacity of
c ≥ 2, while the solid blue one has a unit capacity. If Proposition 2.18 were true, then the
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Regional SRLGs with Noncrossing Paths Min-max Theorem

cardinality of any feasible collection of st-paths is upper bounded by l(C∗)/w(C∗) = c+1/2.
However, it is easy to see that taking path P ′ = {s − v1 − v2 − t} a number of c times gives
a feasible solution for Problem 1. The reason for this phenomenon, intuitively speaking, is
that a path in an optimal solution may cross a region multiple times. On Figure 2.5, for
example, the red region crosses path P ′ both at link sv1 and link v1v2. On the algorithmic
side, however, finding such solutions is far from trivial.

s

v1

v2 t

v3

v4

d0

d1

d2

d3 d4

Figure 2.5: l(C)/w(C) is not an upper bound on the maximal number of paths in the solution
of Problem 1. Here, l(C∗)/w(C∗) = (c+1)/2, while there exists a feasible flow of size c on path
s − v1 − v2 − t.

In order to overcome this problem, we need some further definitions. A region R ∈ R
connects an st-path P to itself if there is a dual path Q∗ ⊆ R∗ such that wP (Q∗) ≥ 2. We
say an st-path is region-disjoint from itself if there is no region in R connecting it to itself.
Wherever it does not cause confusion, we will simply say the path is ‘region-disjoint from
itself’. Further we define the Smooth Capacitated-Region Routing (SCRR) Problem, where
the problem input is the same as in the Capacitated-Region Routing Problem (Problem 1),
but we restrict the paths of the output to be region-disjoint from themselves. Continuing
with the necessary definitions, for each d ∈ Z+, let Rd denote the set of those regions in
R that have capacity at most d. For short, we denote by SCRR(Rd) the SCRR Problem
instance that takes Rd as input.
Lemma 2.19. A set P of k ≥ 2 paths is a feasible solution of Problem 1 (taking the
original set of regions R as input) exactly if it is a feasible solution of SCRR(Rk−1).

Based on the above lemma, solving SCRR(Rk−1) is equivalent to solving Problem 1.
In the setting of Fig. 2.5, e.g., compared to SCRR(Rc−1), in SCRR(Rc), the red region of
capacity c appears. Thus, while the former has a feasible solution, the latter does not.

In the following, while formally keeping our aim of solving Problem 1, we concentrate to
the solution of the SCRR problem. As the example on Fig. 2.5 showed, the naive transcript
(Theorem 2.18) from the unit-capacity case of the witness of inexistence of k paths does
not hold for Problem 1. A proper witness can be forged as follows, and thus we always
take Rk−1 as the input.
Lemma 2.20. Let k ≥ 2 and let (G, R) be an instance of Problem 1. Consider the instance
obtained from (G, R) by replacing R with Rk−1, that is, the SCRR instance SCRR(Rk−1).
Suppose there exists a feasible set of k st-paths for this instance, and let C∗ be a closed
walk in the dual graph with w(C∗) > 0. Then ⌊l(C∗)/w(C∗)⌋ ≥ k.
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2.4.2 Weighting and Potential

Working towards the solution of Problem 1, we translate the witness stated in Theo-
rem 2.20 to the non-existence of a negative cycle in an auxiliary directed graph. Given a
set of regions R, we call this graph the regional dual of G, and denote by D∗ = (V ∗, A∗).
Nodes of D∗ are faces in V ∗, and the arcs are derived from R: for every region R we add
a complete directed graph on V (R∗) to A∗. Figure 2.6 depicts the regional dual derived
from the example setting of Fig. 2.5. Every arc u∗v∗ belongs to a region R and we say that
an oriented path in G∗[R∗] is representing arc u∗v∗ ∈ A∗ if the path is completely in R∗.
Note that the regional dual is not necessarily planar, and there can be parallel arcs (with
distinct sets of representing paths).

d0

d1

d2

d3 d4

Figure 2.6: Rk-regional dual of graph G depicted on Fig. 2.5, k ≥ c.

Next, we will define a cost function c : A∗ → Z. We may assume that there is no region
separating s and t. Let P be an arbitrary fixed st-path. For every arc u∗v∗ ∈ A∗ we consider
a representing path Pu∗v∗ in the dual region G∗[R∗] with the orientation from u∗ to v∗.
Let wP (u∗v∗) := wP (Pu∗v∗). This value is well-defined (cf. [18, Claim 6]). For (u, v) ∈ V ∗,
let Cu,v := min {cap(R)| there is a path representing u∗v∗ in G∗[R∗]}. Furthermore, let cost
function c be the following: c(u∗v∗) = Cu,v − wP (u∗v∗) · k for a positive integer k. If there
is no negative cycle according to c, we say the cost function is conservative.

Proposition 2.21. For any k ≥ 2, cost function c is conservative on D∗ if and only if
there are k non-crossing st-walks such that for every region R ∈ R is intersected by at
most cap(R) walks.

Revisiting the example in Fig. 2.5 once again, Fig. 2.6 depicts the regional dual of
graph G depicted on Fig. 2.5. With fixed path P = s − v1 − v2 − t in G, cost c(d0, d2) = 1,
and c(d2, d0) = c − 2k ≤ −c, thus, for c ≥ 2, cycle d0 − d2 − d0 is negative. Note that in
any Rk<c-regional dual the red-and- dashed arcs are missing, and all the other arcs still
have costs of 1, thus no negative cycle is possible.

If the cost function of the related problem instance is conservative, we can compute a
feasible potential, that is a function on the faces π : V ∗ → Z such that c(uv)+π(u)−π(v) ≥ 0
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for all uv ∈ A∗. The intuitive meaning of such a feasible potential is that on the edge
between faces u and v, a number of c(uv) walks will go through.

To be more precise, we define (multi)graphs Gl = (V, El), l ∈ {0, . . . , k−1} as follows. For
each {u, v} ∈ G neighbored by faces Fl, Fr, that is not on the dedicated st-path P , {u, v} is
part of El in luv copies, where, supposing w.l.o.g. that π(Fl) ≤ π(Fr), luv := #integers iuv ∈
{π(Fl), . . . , π(Fr) − 1} s.t. iuv ≡ l mod k. Edges on path P are treated similarly, but
integers in the same modulo class are counted in interval {π(Fl), . . . , π(Fr)−1−k}. We can
compute a collection of walks W0, . . . , Wk−1 in G0, . . . , Gk−1, respectively, that represent a
feasible solution to Problem 1 (cf. [18, Claim 11]).

Fig. 2.7 depicts a potential that encodes a set of k = 3 non-crossing st-walks W0, W1,
and W2, encoded with blue, red, and green, for modulo classes 0, 1, and 2, respectively. As
this setting is only a demonstration on how to construct the walks, the related regions and
capacities are omitted here. Note that walk W2 = {s, v3, v2, v1, v6, v7, v8, v9, v4, v5, v10, v6, t}
visits node v6 twice. However, in most natural settings, the resulting walks use each node at
most once, thus they are paths. Nevertheless, if a solution to Problem 1 contains walks with
cycles, these cycles can be removed to obtain a proper set of k paths, which constitutes a
feasible solution to Problem 1.
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Figure 2.7: A number of k = 3 walks encoded by a potential on the faces.

2.4.3 Complexity

In this subsection, we sketch the proof of Theorem 2.17. Based on Theorem 2.21, and
the previous subsection, to get a feasible solution of Problem 1, the key is to compute a
potential feasible according to c (supposing this cost function is conservative). We claim
that the cost function c is conservative if and only if for any fixed node v∗ of D∗ = (V ∗A∗)
by setting π(w∗) := dck

(v∗, w∗) for each w∗ ∈ V ∗, we get a feasible potential π. To avoid
infinite distances and related difficulties due to the possible disconnectedness of D∗, we can
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add bidirectional arcs between neighboring faces with costs of k (adjusted properly along
the dedicated st-path P ). Thus, any algorithm suitable for computing the shortest path
lengths according to a conservative cost function is suitable for constructing such a feasible
potential. Perhaps the most widely known option is the Bellman-Ford algorithm [41]. For
the simulations, we used one of its heuristic speedups, the Shortest Path Faster Algorithm
(SPFA) [42] 1. The deterministic and randomized time complexities in Theorem 2.17 are
based on the algorithms of [43] and [44], respectively.

To reach the complexities stated in Theorem 2.17, one must represent D∗ and c in
O(|V | + ∥R∥). This can be done since, for each region R, the complete directed graph and
the related cost function on the faces neighboring the edges of R could be represented by a
linear number of arcs (cf. [18, §IV/A]). Note that here, the additive term |V | appears in
addition compared to [18] since we omitted the assumption that each edge of G is part
of at least one region. We note that the term k|V | in the complexities only appears due
to the sheer number of walks in G that we are searching for. We claim that apart from
constructing the walks based on the potential, all the other preparations can be done
efficiently, and the rest of the runtime solely depends on the chosen black-box shortest
path finding algorithm.

2.4.4 Improving the Upper Bound

In paper [27] the authors proved that in the unit–capacity case, if the optimal value of
Problem 1 is k, then the optimal value of the corresponding problem without the noncrossing
constraint is at most k +2. We call a subset R′ ⊆ R a regional cut if, after deleting all edges
contained in the regions of R′, no s–t path remains in the graph. Let MIN-CUT denote
the size of a minimum regional cut, and let MAX-FLOW denote the optimal solution
of Problem 1. Clearly, MAX-FLOW ≤ MIN-CUT. The essential part of their result is
the inequality MIN-CUT ≤ MAX-FLOW +2, which, combined with Proposition 2.18,
implies that their algorithm achieves a 2-additive approximation ratio. Their bound is
tight: they provide examples where MAX-FLOW = MIN-CUT, as well as examples where
MAX-FLOW +2 = MIN-CUT.

Our aim is to generalize this to the case of arbitrary region capacities. In this setting,
we define the size of a subset R′ ⊆ R by

|R′| =
∑

R∈R′

cap(R).

For this capacitated variant, Bienstock [26, Theorem 4] proved the bound

MIN-CUT ≤ 8 · maximum number of (potentially crossing) paths.

We strengthen this result as follows:
1Although SPFA is commonly attributed to this source in the literature, we were unable to independently

verify its contents, as the original reference does not appear to be available in English.

25



Regional SRLGs with Noncrossing Paths Improving the Upper Bound

Proposition 2.22.

MAX-FLOW ≤ MIN-CUT ≤ 3 · MAX-FLOW .

Proof. By 2.20 we can take a closed dual walk C∗ such that ⌊l(C∗)/w(C∗)⌋ = MAX-FLOW.
Hence, it suffices to find a region cut of size 3 · ⌊l(C∗)/w(C∗)⌋. If w(C∗) ≥ 2, then C
crosses itself at a face. Similarly to the proof in [27], we can decompose C∗ into two
closed dual walks, C∗

1 and C∗
2 . w(C∗

1) + w(C∗
2) = w(C∗), since the orientation of the

dual-edges in C∗
1 and C∗

2 can be chosen to be the same as it is in C∗ , inducing both
wlr(C∗

1) + wlr(C∗
2) = wlr(C∗) and wrl(C1)∗ + wrl(C∗

2) = wrl(C∗) for any s-t path P . We
know from 2.20 that the maximum capacity region in R is no more than MAX-FLOW.
Furthermore, l(C∗

1) + l(C∗
2) ≤ l(C∗) ≤ 2 · MAX-FLOW. By repeating the uncrossing

procedure, we have closed dual walks C∗
1 , C∗

2 , . . . , Cw(C∗) such that w(C∗
i ) = 1 for each i

and ∑
i l(C∗

i ) ≤ l(C∗) + 2 · MAX-FLOW ·(w(C∗) − 1). Since we have

min
i

l(C∗
i ) ≤

⌊
1

w(C∗) ·
∑

i

l(C∗
i )

⌋

≤
⌊

l(C∗) − 2
w(C∗)

⌋
+ 2 · MAX-FLOW

≤
⌊

l(C∗)
w(C∗)

⌋
+ 2 · MAX-FLOW,

there exists a closed dual walk C∗
i such that w(C∗

i ) = 1 and l(C∗
i ) ≤ ⌊l(C∗)/w(C∗)⌋ + 2 ·

MAX-FLOW. This, along with ⌊l(C∗)/w(C∗)⌋ ≤ MAX-FLOW, shows the existence of a
region cut of size at most 3 · MAX-FLOW, and this can be found in linear time.
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Chapter 3

Regional SRLGs with Failure
Probabilities

3.1 Problem Formulation and Input

In this section, we present a novel approach to handling SRLGs, motivated by practical
considerations in availability-aware network design. The input consists of a planar graph
G = (V, E) and a dually connected family of regions R ⊆ 2E . Instead of assigning capacities
to these regions, we associate them with joint failure probabilities. For this, for a link
set R ∈ R, in line with [15, 45], we define FP(R) (‘link failure state probability of R’)
to denote the probability that exactly link set R will fail at the next disaster. Note that∑

R∈R FP(R) = 1, as the next disaster corresponds to exactly one region. Also, while the
input focuses only on common failures of links, if necessary, these structures can store
failure probabilities of both links and node failures (see [15, §V.]).

Furthermore, the input contains a third component. This part stands for a node pair
{s, t} ⊆ V , a positive integer k, and thresholds 1 ≥ T0 ≥ T1 ≥ T2 ≥ . . . , ≥ Tk ≥ 0, as the
problem to be defined will ask for an arbitrary number of l ∈ {1, . . . , k} st-paths such
that the probability of failure of at most i of these paths should be at most Ti, for all
i ∈ {0, . . . , k}. Equivalently, at least l − i paths should survive with probability ≥ 1 − Ti.
We will refer to bounds Ti as availability thresholds.

Given a set of paths P1, . . . , Pl, we can define unavailabilities (that are just 1 minus
the availability values) U0 ≥ U1 ≥ · · · ≥ Uk, denoting that at least 1, . . . , k paths fail due
to the next disaster, in the following way:

Ui =
∑

R∈R
FP(R) · I

i,
l∑

j=1
intersects(R, Pj)

 ,

where indicator function I(i, b) equals 1 if i ≤ b, and is 0 otherwise.Here, function
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intersects indicates if a path was affected after the failure of a region:

intersects(R, Pj) =
{

1 if R ∩ Pj ̸= ∅,

0 otherwise.

Based on the above, we can formally define the Availability-Aware Routing Based on
Regional Failure Probabilities problem tackled in this thesis as Problem 2.

Problem 2: Availability-Aware Routing Based on Regional Failure Probabilities
Input: A plane graph G = (V, E), nodes s, t ∈ V , regions R ⊂ 2E , FP() : R → (0, 1]

region failure probabilities, availability thresholds T1, . . . , Tk ∈ [0, 1], where k is the
maximal number of desired paths

Output: st-paths P1, . . . , Pl≤k such that availability thresholds T1, . . . , Tk are met

Examples. Suppose the operator intends to have a set of l paths (where this number l is
not greater than k), with the failure of a given λ ∈ {0, . . . , l − 1} paths being tolerable. In
the SLA, there is a prescribed threshold T of availability. Then, the question is how to set
thresholds T1, . . . , Tk to phrase the above task as a Problem 2 instance, as all the rest of
the problem input is given by the circumstances. The most admissive setting for this is
Ti∈{1,...,l−λ} := 1 − T , Ti∈{k−l+1,...,k} := 0. Note that the problem formulation would admit
more sophisticated settings of the thresholds. This could be important e.g., if the operator
wanted to respect an additional threshold T ′ > T denoting the requirement for at most 1
path failing; here T1 := T ′ should be applied.

Remarks. In the formulation of Problem 2, we have omitted the natural objective
of minimizing the bandwidth usage (i.e., ‘cost’) among the feasible solutions. This is
because this overhead is dependent on the survivable routing approach used by the
operator. Heuristics taking in consideration the minimization of the bandwidth usage
will be described in Section 3.3, while coding considerations are detailed in Section 3.4.
Furthermore, Problem 2 can also be formulated on directed graphs. In this setting, the
proofs presented in Section 3.2 remain valid, as do the heuristics described in Section 3.3.
This is because Problem 1 itself admits a formulation on directed graphs, and the Dateline
algorithm [13] was shown to operate correctly in that setting as well.

3.2 Complexity

Fortunately, evaluating if a solution to Problem 2 is feasible is algorithmically easy:

Claim 3.1. Suppose we have a collection C of a number of k st-paths. Let Ri
C ⊆ R stand

of those regions that intersect exactly a number of i paths from C. Then, the probability
Ai of at least i paths surviving the next disaster is

∑k−i
j=0

∑
S∈Rj

C
FP(S). Since this sum is

polynomially computable, we have Problem 2 is in NP.
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Proof. The proof of the claim is immediate from the definition of sets of rregions Ri
C . Note

that sets Ri
C (i ∈ {0, . . . , k}) partition the set of regions R.

Sadly, the quick positive results end here, as finding a feasible solution (or proving its
inexistence) is algorithmically hard, and is proved in the following.
Theorem 3.2. It is NP-hard to decide whether a solution of Problem 2 exists, even for
k = 1.

Proof. We will provide a reduction from the NP-complete Vertex Cover [30] to Problem
1. In Vertex Cover, the input is a graph G′ = (V ′, E′) and the problem is to decide
whether there exists a b-node cover of the edges, i.e., is there a subset V ′′ ⊆ V ′ of cardinality
|V ′′| ≤ b such that each edge in E′ has at least one endpoint in V ′′.

Suppose we are given a Vertex Cover problem instance F . Suppose the nodes
and edges of the instance are given as lists V ′ = {v1, . . . , v|V ′|} and E′ = {e1, . . . , e|E′|},
respectively. Suppose each edge e = {vi, vj} ∈ E′ is given such that i ≤ j. In the following,
we describe a function f , where f(F ) will be an instance of Problem 2 that has an input of
size O(|V ′| + |E′|), and that can be computed from F in O(|V ′| + |E′|). For the Problem
2 instance, let the set of nodes be V := {vi,j | i ∈ {0, 1}, j ∈ {0, . . . , |E′|}} ∪ {s, t}.
The set of edges is E := {{v0,j , v1,j} | j ∈ {0, . . . , |E′|}} ∪ {{vi,j−1, vi,j} | i ∈ {0, 1}, j ∈
{1, . . . , |E′|}} ∪ {{s, v0,1}, {s, v1,1}, {v0,|E′|, t}, {v1,|E′|, t}}. Intuitively, G can be drawn as a
2 × (|E′| + 1) grid graph, with s and t appended to the nodes on the first and last columns,
as depicted in Fig. 3.1. As we will see, the ith column of the grid graph will roughly
correspond to the ith edge ei ∈ E′. Remaining at this example drawing of G, intuitively,
the links that may fail at the next disaster are exactly the horizontal ones, as explained in
the following.
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(a) A Vertex Cover
instance f .
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(b) Problem 2 instance created based on Vertex Cover instance f .

Figure 3.1: Example instances of a reduction of Problem 2 to the Vertex Cover problem.
There is an st-path of unavailability of at most U1 if there is a vertex cover in the instance
depicted in Subfig. (a) using a fraction of at most U1 of the vertices.

For each node u in V ′, there will be assigned exactly one region Ru ∈ R. For each
i ∈ {0, 1} and j ∈ {1, . . . , |E′|}, {vi,j−1, vi,j} ∈ Ru exactly if u is incident to edge ej ∈ E′,
and u is the first or second node in the description of ei (for i = 0 and 1, respectively.) For
each node u ∈ V , we set the failure probability of FP(Ru) to 1

|V ′| . Note that the failure
probabilities add up to 1 as expected.
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Note that all the above link sets with FP(S) > 0 are proper regions, i.e., each of them
can be covered by a connected geographic area (see Fig. 3.1b for an example). This is easy
to verify, since each edge that may fail bounds the infinite face. With this, the description
of function f is complete.

Now we describe function g(P ) that maps a given st-path P being a solution of problem
instance f(F ) to a solution of the original Vertex Cover instance F . Given a region Ru,
if P ∩ Ru ̸= ∅, we add u ∈ V to the covering vertex set.

We can observe that the unavailability of P can be optimized to be at most b/|V ′| only
if the Vertex Cover instance F has a vertex cover of size at most b.

Furthermore, the following Claim formalizes that the optimization version of Problem
2 already hard to approximate.

Claim 3.3. Using the input of Problem 2 with k = 1, the optimal unavailability U1 of a
single st-path P is NP-hard to approximate within a factor of ∼ 1.36, and thus does not
admit a Polynomial Time Approximation Scheme (PTAS), unless P=NP.

Proof. Observe that in the above construction, the unavailability U1 of the single st-path
is just b/|E′|, that is just a scaled-down version of the Vertex Cover parameter b, where
the scaling factor is just the number of edges. This means that all the hardness results for
the minimization version of Vertex Cover carry over to minimizing the unavailability of
a single path in Problem 2.

Thus, the proof of Claim 3.3 is immediate from [46, Theorem 1.1], that states the
following: "Given a graph G, it is NP-hard to approximate the Minimum Vertex Cover to
within any factor smaller than 10

√
5 − 21 = 1.3606 . . . ."

Note that the construction for the hardness results did not rely on the fact that the input
graph G = (V, E) is directed or undirected. Thus, the NP-hardness and inapproximability
results hold in the directed version of Problem 2 too.

3.3 Heuristics

In previous sections, we have seen that directly solving Problem 2 is algorithmically
very challenging. Thus, in this section, we will use the previously presented Problem 1 as
blackbox, that can be solved efficiently. The aim is to heuristically recycle the solution
of Problem 1 as a possible solution to Problem 2. Intuitively, if a region R has a high
probability FP(R) of failing, then most likely, it is not a good idea to let many paths go
through it. That is, this region R should have a ‘low’ capacity cap(R). The following claim
gives a bound on the performance of a Problem 1 solution recycled for Problem 2.

Claim 3.4. Given a Problem 2 input, for j ∈ {0, . . . , k − 1}, let Rj denote the set of
regions R ∈ R for which cap(R) = j. Then, we have the following upper bound on the
probability of at most i ≥ 1 paths failing: Ui ≤

∑i
j=1 j ·

∑
R∈Rj

FP(R).
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In this section, we describe heuristics for solving Problem 2. Even with the subroutine
solving CRR problem instances in hand, providing feasible solutions to Problem 2 is a
challenging task. Furthermore, as it will be presented in Chapter 4, empirically, in some
settings, solutions with fewer paths may perform better in terms of availability, and can
also yield arguably good availability-bandwidth usage trade-off. Thus, our strategy is
to generate multiple possible solutions to the problem, with possibly fewer paths than
k. More precisely, for each Problem 2 instance, we generate a number of k − 1 different
(but somewhat interconnected) collections of paths consisting of l = 2, 3, . . . , k paths,
respectively.

3.3.1 The Basic Heuristics

In the following, we describe our heuristics relying on solving a sequence of CRR
Problem instances for solving Problem 2 instances. We suppose, in continuation, that the
maximal number of paths k we are searching for is at least 2. To initialize a CRR problem
instance, we take from the inputs of Problem 2 graph G, nodes s, t, and regions R, then,
we initialize the capacity function as follows. First, let us denote by R0 the set of regions
R ∈ R that do not separate s from t. For each R ∈ R0, we set the capacity uniformly 1;
and we set cap(R) to ∞ for all R ∈ R \ R0.

First, we are looking for a solution with l = 2 paths. Later, the value of l will be
increased one by one until it reaches k. Regarding the CRR instance we got, there are two
possibilities:

We are given a negative cycle C as a witness of infeasibility

Each arc of C corresponds to a region in a set Rcutting of regions that make the CRR
problem infeasible. To reach a CRR instance that has a feasible solution, the capacity of at
least one R ∈ Rcutting has to be increased. For this, heuristically, we choose an R ∈ Rcutting
with minimal cap(R) · FP(R) value. Recall that due to the inner workings of the CRR
algorithm, when searching for l paths, it is important that all the finite region capacities
are within the range of {0, . . . , l − 1}. Thus, if the capacity of a region R reached l, we set
cap(R) := ∞. With the increased capacities, we retry.

There is a feasible solution P l
1, . . . , P l

l of l paths

In this case, we return with them. If l < k, the value of l is increased by 1. For regions
R ∈ R0 with cap(R) = ∞, we set cap(R) to the number of paths that cross R in the actual
solution (thus, for each R ∈ R0, cap(R) ≤ l − 1). The CRR algorithm is re-run.

3.3.2 Shortening the Resulting Paths

The CRR algorithm on its own is insensitive to the length of the resulting paths. In
most settings, however, extreme stretches compared to the length of a shortest st-path
should be avoided. Thus, in this subsection, we describe three slightly interconnected
strategies for optimizing path lengths.
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Strategy S0: Postprocessing an Existing Solution

This strategy takes a set of l paths as input, fixes l − 1 of them, deletes the edges
of regions R that are full (i.e., a number of cap(R) of the l − 1 fixed paths are already
going through them), and searches for a shortest path in the remaining graph. Note that
such a path always exists. The heuristic stops when there is no path out of the current
collection that could be shortened. It is easy to see that this heuristic is finite. In our
implementation, we prioritized the shortening of the current longest, second longest, etc.
paths. This strategy resembles a standard technique in the literature [18, 33, 34, 47].

Strategy S1: Providing Room then Use S0

The main problem with the above-presented shortening heuristic is that if there are
many regions R in the CRR problem instance that are tight in the sense that the number
of paths in the solution that cross R is just cap(R). Intuitively, this is a problem for
shortening the path lengths because tight regions severely restrict the room of movement of
the actual path that is being recomputed in the hope of being shortened. This means that
the more successful the basic heuristic was in only increasing the capacities where needed
(i.e., keeping regions tight) the smaller this possible room of movement of the path is.

To navigate this anticipated trade-off between the availability scores and total path
lengths of the resulting paths, we propose the following. First, we search for a feasible CRR
problem instance with the above-described capacity increasing strategy. Then, based on
the yielded paths P1, . . . , Pl and region failure probabilities, we evaluate unavailabilities
U l,0

i denoting the probability of at most i of them failing (i ∈ {0, . . . , l}).
Then, first, by possibly reducing some of the region capacities, we set the capacities

of the regions R ∈ R0 to be tight with respect to P1, . . . , Pl. Second, we have to slightly
change the capacity-increasing strategy, as, having a feasible problem instance, we do not
have a negative cycle anymore (that would be a proof of inexistence). Thus, we choose
an R now from the whole region set R with minimal cap(R) · FP(R). With this updated
rule, until the availabilities do not degrade ‘too much’, we repeat increasing the region
capacities, solving the resulting problem instance, and evaluating unavailabilities U l,i

j of the
current solution, where U l,i

j denotes the probability that, in the ith iteration, no more than
j paths of the actual solution will fail. Here, our strategy is to stop manipulating the region
capacities when, for some i, after the ith capacity increasement, for some path index j,
log(U l,i

j ) exceeded log(U l,0
i ) · 101%, that is when the logarithm of one of the unavailability

scores got more than a given 1% worse compared to the availability-wise conservative
baseline solution. A larger room for unavailability degradation could also be used as a
trade-off, yielding possibly shorter routes, but in our experience, 101% proved to be a
reasonable sweet spot. Upcoming strategy S2 can take care of path lengths. Then, we run
the shortening heuristic S0 on the last CRR instance not violating the allowed degradation
in terms of unavailability. Strategy S1 is formalized in Algorithm 1.
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Algorithm 1: Strategy S1 (Making room, then use S0)
Input: A directed plane graph Gc = (V, Ec), nodes s, t ∈ V , regions R ⊂ 2E , FP() : R → (0, 1]

region failure probabilities, number of desired paths l,
capacities cap() :R →{0, . . . , l−1, ∞}, feasible set of paths P l,0

1 , . . . , P l,0
l

Output: Set of shortened paths P l
1, . . . , P l

l ; updated capacities cap()
1 i := 0

while maxl
j=1 log

(
U l,0

j

)
≥ log

(
U l,i

j

)
· 101% do

2 increase cap(R) for R = arg minR∈R cap(R) · FP(R)
3 i := i + 1
4 run CRR algorithm −→ path set

{
P l,i

1 , . . . , P l,i
l

}
5 i := i − 1 // revert the last capacity increase to likely be within violation bound
6 with paths P l,i

1 , . . . , P l,i
l , shorten by S0 −→ path set

{
P l

1, . . . , P l
l

}
7 for all R ∈ R0, set cap(R) to be tight w.r.t.

{
P l

1, . . . , P l
l

}
return path set

{
P l

1, . . . , P l
l

}
, and capacities cap()

Algorithm 2: Strategy S2 (Trimming)
Input: A directed plane graph G = (V, E), nodes s, t ∈ V , constant c ∈ N+

Output: Trimmed graph Gc(V, Ec)
1 Fix a shortest st-path P
2 E(Gc) := {e ∈ E|dist(P, e) ≤ c}

return Gc(V, Ec)

Strategy S2: Trimming remote parts of G

Even with the above-described relaxation method, one might judge that the resulting
paths are still too long, thus too costly. A more aggressive way of constraining the path
lengths is by banning the paths from using parts of the graph, that are ‘far away’ from
a shortest st-path. Intuitively, e.g., making a connection more reliable in the contiguous
US through Japan might be an overkill. After choosing a shortest st-path P in G, we
can define graphs G0, G1, . . . with edge sets E0, E1, . . . , respectively, where edge set Ei

contains those edges that are no further than in an i-hop distance from P . Note that for a
sufficiently large i, Ei is just the edge set E. While trimming down the input graph might
be an efficient tool in constraining the lengths of the paths in the solution, its drawback is
a possibly sharp decrease in availability compared to the baselines, where all the edges on
the original graph G could be used. Strategy S2 is summarized in Algorithm 2. Note that
for the simplicity of presentation, we suppose functions FP() and cap() still use graph G
(i.e., they are not restricted to Gc).

The full-blown heuristic is summarized in Algorithm 3.

3.4 Bandwidth Usage
In order to tailor our availability-aware paths to the characteristics of the provided

service, the network operator can tune the level of failure resilience by selecting different
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Algorithm 3: Heuristic for tackling Problem 2
Input: A directed plane graph G = (V, A), nodes s, t ∈ V , regions R ⊂ 2E , FP() : R → (0, 1]

region failure probabilities, maximum number of desired paths k,
constant c ∈ N+ for strategy S2.

Output: A collection of k − 1 path sets with reasonably high availabilities, consisting of 2, . . . , k
paths

run strategy S2−→ record graph Gc(V, Ac)
cap(R) := 1, ∀R ∈ R

1 for l = 2..k do
2 run CRR algorithm // described in section 2.4

while Output of CRR is negative cycle C do
3 increase cap(R) for for R = arg minR∈Rcutting cap(R) · FP(R)
4 run CRR algorithm
5 for all R ∈ R0: set cap(R) to be tight w.r.t. output of CRR
6 run strategy S1−→ record output of S1 as Paths[l] and modified cap()

return Paths

survivable routing techniques to transfer the data along the l st-path found by our heuristics
for Problem 2. The simplest pro-active method is to send the same copy of data along every
l paths for maximum survivability like dedicated protection [2]. Although, the connection
survives link failures along up to l −1 st-paths, it uses at least l-times the links (bandwidth)
of the shortest path (original data).

Instead of duplication, in diversity coding [17] the original data is split into l − 1 parts
sent along l − 1 different st-paths, while the lth path is used to transfer redundancy data
by using the eXclusive OR (XOR) operation of the l − 1 original data parts [2]. Thus,
no packet retransmission is required if one of the path fails, as the target node t can
reconstruct the sent information by simply XOR-ing the data of the surviving l − 1 paths
(if needed). Diversity coding can be generalized to provide higher redundancy by using l −λ
paths for sending the original data parts while utilizing λ paths to provide redundancy.
With this approach the connections survive λ path failures, but instead of XOR coding
linear operations over finite fields with 2O(log l) size required [17], which might lead to
more complex network operation than using efficient XOR coding implementations, e.g., in
optical networks [48].

Claim 3.5. Suppose sending a unit capacity data flow over a single data link uses a unit
of bandwidth. Then, sending a unit amount of data using l paths and surviving the failure
of a number of λ paths can be done using an amount of L

l−λ bandwidth, where L is the total
length of the paths.

Proof. Based on the results discussed in this section, sending a unit amount of data using l
paths and surviving the failure of a number of λ paths can be done via sending an amount
of 1/(l−λ) data over each path.

34



Chapter 4

Evaluation Results

In this chapter, we present our numerical experiments demonstrating the effectiveness of
the proposed heuristics, using real-world problem inputs. The algorithms were implemented
in Python and C++, using various libraries. The implementation can be accessed through
a public repository https://github.com/beer-sky/Thesis-Work-MSc.git

Runtimes were measured on a commodity laptop equipped with a 1.8 GHz CPU and
16 GB of RAM. In our evaluation, instead of concrete availability values, we present
the survival/failure probabilities of the network connections when the next disaster hits.
Based on failure probability F , it is straightforward to compute the unavailability of the
connection caused by the disasters, since the yearly downtime can be estimated as F times
the rate of the earthquakes considered (e.g., ∼ 5.3 per year for Italy) times the Mean Time
To Repair (MTTR) of the connection. The MTTR is highly dependent on the operator,
thus we leave it open to be chosen arbitrarily.

4.1 Seizmic Data

To conduct our experiments on tuples of real-world backbone topologies and related risk
zones and their failure probabilities, we decided to reach out for the data produced in [15].
Paper [15], based on a careful processing of the available real seismic hazard data, produced
risk zones and related failure probabilities for a number of 7 network topologies, taken
from [16, 49]. Out of these, 3 topologies are North American, 3 are European, and there
is one from Italy. The first three columns of Table 4.1 contain the name, node, and edge
count of these topologies. Column 4 depicts the number of risk zones at intensity tolerance
equaling VI according to the MCS scale[50]. Vaguely, this means that we suppose the
network equipment may fail in case of a ‘strong’ shaking, with peak ground accelerations
reaching or exceeding around 1.2 [m/s2].
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4.1.1 Baseline Approaches and Lower Bounds

Naive baselines

To provide baseline data points, we computed l = 1, 2, . . . , up to the maximal number
of node-disjoint st-paths. To do so, we computed a minimum-cost interiorly node-disjoint st-
flow of size l = 1, 2 . . . with uniform arc costs. Note that for l equaling 1 and 2, respectively,
this approach outputs the same paths as the fast Dijkstra [51] and Suurballe [52] algorithms,
respectively. We will refer to this heuristic simply as Shortest.

Traditional approach for more reliable paths

As we have seen in Theorem 3.2, Theorem 3.3, in our setting, it is computationally hard
to find an st-path that maximizes the availability. For finding a reasonably safe st-path,
a folklore technique also described in [53] starts with unrealistically assuming that link
failures are independent. For each link e ∈ E, we will assume that the probability that e
fails is less than 1, i.e., 0 ≤

∑
R∈R:e∈R FP(R) < 1. By assuming the independence of the

link failures, the availability of an st-path P can be expressed as
Atrad(P ) = Πe∈P (1 −

∑
R∈R:e∈RFP(R)). Since the logarithm is strictly monotone, the

maximum of the logarithm of the original expression is reached on the same paths that
also maximize Etrad(). The logarithm of a product is the sum of the logarithms, thus,
after multiplying with −1, it is enough to minimize ∑

e∈P we, where weight we is set to
− log(1 −

∑
R∈R:e∈R FP(R)). This can be found by e.g., the Dijkstra algorithm [51], since

the weights are nonnegative.
To provide a similar, more refined heuristic for l = 2, 3, . . . paths, we searched for a

min-cost node-disjoint st-flow of size l = 2, 3, . . . with weight ∑
R∈R:e∈RFP(R) for each arc

e ∈ E. Collectively, we refer to this heuristic family as Independent.

Lower bounds on unavailability and bandwidth

A simple lower bound on the achievable minimal unavailability is yielded by simply
summing up the FP(R) for regions R ∈ R \ R0, i.e., the failure probabilities of regions
that separate s from t: ulb = ∑

R∈R\R0 FP(R).
Recall that in our model, sending a unit amount of data over a data link translates of

a unit of bandwidth. Thus, the length blb := dist(s, t) of a shortest st-path (in terms of
hop count) is the minimum amount of bandwidth unit needed.

We will use the following terminology for comparing two solutions of the problem S
and T . That is, we say: 1) S is more reliable than T if S has a lower unavailability than
T , 2) S is shorter than T if S uses less bandwidth than T , and finally 3) S is better
than T if it is both more reliable and shorter than T . Specifically, no solution can be either
reliable than ulb or shorter than bln.

36



Seizmic Data Survivable Routing Along the Paths

4.1.2 Survivable Routing Along the Paths

we investigated different diversity coding based survivable routing approaches on the l
paths by using λ = 1, 2 and 3 out of them as backup, shown in Figure 4.1. Here, for solving
the problem of Availability-Aware Routing Based on Risk Zone Failure Probabilities,
we used our heuristic Algorithm 3 without any graph trimming, referred hereafter as the
S1 method. One can observe that for lower l values, each method reached the maximum
achievable availability value. This is because by increasing the number of paths, the paths
explore larger parts of the network, that makes them prone to more failures, thus the
failure probability increases as well. Furthermore, for each l, λ = 1 backup path has the
lowest bandwidth consumption among the three routing approaches (with the bandwidth
usage growing as λ grows). The above is positive news as the approach using λ = 1 backup
has an efficient XOR coding implementation for most network technologies [17]. Therefore,
we provide our results with λ = 1 backup path in the rest of the thesis as the most efficient
survivable routing on our paths.

4.1.3 Comparison of the Basic and Advanced Heuristics
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In Fig. 4.2 we compared the performance of our ARZPadv heuristic to our ARZPbasic
heuristic (as described in Section 3.3) and the baselines, and investigated the effect of
our path shortening strategies on the bandwidth. From now on, for each algorithm ALG
tackling Problem 2, we will refer to its l-path output as ALGl. Note that here we suppose
the solution uses λ = 1 backup path if l ≥ 2, while for l = 1, it can use none. Concentrating
on Fig. 4.2, one can see that closely optimal availabilities are reached with low bandwidth
by ARZP2

adv and ARZP3
adv. Observe that these bandwidths not exceeding 5 were achieved

as the cost of sacrificing some availability while shortening the solutions of ARZPbasic.
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In fact, the most reliable solutions in decreasing order are ARZP2
basic, Independent2 and

ARZP2
adv, with slight degradation of availability, but massive savings in bandwidth, In fact,

for l ≥ 2, ARZP2
adv has comparable bandwidth consumption to heuristic Shortest[l], while

approaching the failure probability of Independent2 paths. As a takeaway, both Fig. 4.1
and Fig. 4.2 suggest that the path pair provided by ARZP2

adv is an attractive choice for
survivable routing, its most direct competitors being Shortest2 and Independent2. We will
further analyze the outputs of ARZPadv in the next subsections.

4.1.4 Comparison of the Advanced Heuristic to the Baselines

Table 4.1: The investigated input settings. Comparison of ARZP2
adv to Shortest2 and

unavailability lower bound. Runtimes.

Network name |V | |E|
# risk

zones at
t = VI

Our ARZPadv vs. baseline Shortest2, out of 50 st-pairs per graph ARZP2
adv unavailability avg. runtime

[%] st-pairs vs. Shortest2 decrease in unav. increase in bandwidth over ulb [%] of ours per
better m. rel. shorter same avg % safest % avg. % safest % min max avg median st-pair [sec]

Optic EU 22 45 202 4 52 80 44 16.03 67.44 14.35 14.29 0 13.8 2.5 1.4 150
Italian 25 34 308 6 56 76 38 18.67 72.88 23.52 50 0 10.3 1.8 0.7 201

US 26 43 246 0 54 84 38 10.27 74.77 14.92 42.86 0 13.5 2.7 1.9 172
Nobel EU 28 41 149 2 46 94 50 5.53 27.32 7.27 22.22 0 10.5 1.7 0.7 157

EU 37 57 212 2 40 94 50 5.12 24 4.75 22.22 0 25 2.5 0.6 156
N.-American 39 61 394 2 60 84 32 10.94 91.47 9.81 0 0 8.8 2.4 1.6 219

NFSNET 79 108 969 10 52 84 26 15.52 93.59 9.04 4.35 0 13 1.9 1.7 441

Columns 5-12 of Table 4.1 depict our simulation results comparing ARZPadv to Shortest2,
run on 50 uniformly random chosen terminal pair in each network topology. Columns 5-8
compare the quality of the solutions. If there was a path set provided by ARZPadv that
was better or same to Shortest2, we counted the respective terminal pair in col. 5 and 8,
respectively (occasionally in both columns). If there was no better solution provided by
ARZPadv then if there was more reliable and shorter, we counted the terminal pair in col.
6 and 7, respectively. In the majority of the settings, ARZPadv provided shorter, more
reliable, or even better solutions.

Columns 9 and 10 represent the average and maximal decrease in unavailability per
topology using the ARZP2

adv solution over the more reliable2. Note this decrease can be
significant, in some cases being over 90%. Columns 11 and 12 depict the ratio of the extra
bandwidth of ARZP2

adv; usually being modest, it never surpassed 50%.
Table 4.2 depicts the metrics discussed above, but here the baseline was substituted

with the Independent2, that is, a naive heuristic intended to minimize unavailability. Note
that in some cases, ARZP2

adv still cuts down almost 3/4 of the baseline unavailability while
using typically slightly less bandwidth.

4.1.5 Comparison to the Unavailability Lower Bound
Returning to Table 4.1 last columns (except the very last) depict the extra unavailability

incurred by ARZP2
adv compared to the lower bound on the unavailability (due to the regions

separating s and t). The results are convincing: many times, ARZP2
adv matches the lower

bound, with the median and average gap being around 1.23% and 2.21%, respectively. The
gap never exceeded 25%.
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Table 4.2: Same setting as Table 4.1, but Independent2 as baseline.

[%] st-pairs Adv. vs. Ind. decr. in unav. inc. in bandwidth
Network name better m. rel. shorter same avg% safest% avg.% safest%

Optic EU 30 26 62 10 11.43 49.14 −13.41 50.00
Italian 0 62 82 36 10.96 60.74 19.59 50.00

US 28 28 68 2 7.85 74.77 −8.87 −28.57
Nobel EU 26 26 72 28 6.63 27.16 −3.12 8.33

EU 42 32 56 12 8.00 28.65 −9.52 −30.77
N.-Am. 34 12 64 12 6.62 74.77 −18.35 −13.33

NFSNET 22 8 78 10 3.31 51.73 −14.62 −8.33

4.1.6 Improving Path Length with Trimming in S2

Finally, Fig. 4.3 showcases the effect of graph trimming with strategy S2 in order to
limit bandwidth usage more aggressively. We will call the full-blown version of Algorithm 3
using S2 with constant c as ARZPS2(c) (that leaves only a shortest path P and arcs no
further from P than c hops in the graph). We conducted simulations on the 22-node
Optic EU, and the 79-node NFSNET networks, where the trimmed graph Gc equals to the
original G for c ≥ 4 and ≥ 18, respectively. Results are shown on the left and on the right
of Fig. 4.3, respectively.

In case of Optic EU, one can observe that while producing similar unavailability,
ARZP2

S2(2) lowers the bandwidth consumption compared to ARZP3
adv. In NFSNET, being

a larger network, we found that with a slight increase in c to compared to the EU topology
(i.e., larger detours are allowed compared to the demonstrated setting on Optic EU),
ARZPS2(4) produces potentially reasonable availability-bandwidth trade-offs. Note that
this solution is also shorter than the solutions of the Shorter - this can happen since the
paths in our solutions do not have to be node, or even edge disjoint. A remark to be made
here is that in both the presented cases, more trimming would yield significantly higher
unavailabilities, being closer to the unavailability of a shortest path.

4.1.7 Runtime analysis

The last column of Table 4.1 presents the average runtime of the ARZPadv heuristic
per network topology, where we searched for at most k = 10 paths. Our simulation was
not particularly optimized for speed. Only the CRR algorithm was implemented in C++,
that was repeatedly called from a Python framework. The average runtime per terminal
pair was between 150 and 441 sec. for all networks.
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Figure 4.3: Effect of graph trimming in hope of lower bandwidth.

4.2 Combined Data

4.2.1 Availability Model for Optical Network Components

In an optical network, failures may occur for a variety of reasons. Beyond natural
disasters, one must also account for equipment failures arising from other causes. Typical
examples include cable cuts due to construction work, failures of optical cross-connects
(OXCs) caused by power supply issues, and potential fire-related incidents. Failures may
originate from hardware or software malfunction, but in this model we consider only
hardware-related failures.

In optical networks, we fundamentally distinguish between two types of failures. Edge
failures correspond to failures of optical fibers, whereas node failures correspond to failures
of the routing equipment and supporting devices located at fiber endpoints. These failure
types are discussed in detail by Verbrugge et al. [54], who also provide empirical data; in
this section, we adopt their modeling structures and measured values.

The main metric used in the cited work is the Mean Time Before Failure (MTBF).
From this, we compute the most important quantity in our model, the failure rate of a
device d, denoted R(d), which represents the expected number of failures of device d per
year. It is given by the formula

R(d) = 1 year
MTBF(d) .

For node failures, we consider the failure of OXC devices. A single optical link, how-
ever, is composed of multiple components. The dominant element in determining link
availability is the optical fiber itself. At each endpoint of a fiber, transponders convert
optical signals into digital signals and vice versa. Furthermore, WDM (Wavelength Divi-
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sion Multiplexing) line systems operate at the endpoints, performing multiplexing and
demultiplexing across different wavelengths, as well as providing booster/pre-amplifier
functions and monitoring/power-leveling. In addition, optical amplifiers (OAs) must be
placed periodically along the fiber; according to the cited measurements, their spacing is
approximately 100 km.

In order to compute the failure rate of an optical link, we require the physical length
of the fiber. However, the test graphs used in our evaluation provide only geographic
coordinates (latitude and longitude) for each node. Therefore, we estimate the cable length
between two nodes by calculating their great-circle distance on the Earth’s surface. This
approximation is standard in geographic network modeling and yields a sufficiently accurate
estimate of the actual fiber length for reliability calculations.

The MTBF values of the above components are listed in Table 4.3. In the event of a
failure, the affected component must of course be repaired, but the repair time is negligible
in comparison to MTBF values, and we therefore omit it from the model.

Network Component Nominal MTBF (hours)
WDM OXC (node) 1.0 × 105

WDM mux/demux 1.67 × 105

Fiber (buried, per km) 2.63 × 106

Optical amplifier (OA) 2.5 × 105

Transponder (10 Gbps) 3.5 × 105

Table 4.3: Nominal MTBF values for key optical network components (based on [54]).

Assume that failures of the individual components of a cable occur independently. Thus,
the failure rate of an edge can be computed as the sum of the component failure rates.
Here, MTBF(fiber) refers to the MTBF per kilometer of optical fiber, L denotes the length
of the cable (in km), and k =

⌊
L

100

⌋
denotes the number of optical amplifiers that must be

placed along the fiber.

R(e) = L · R(fiber) + k · R(OA) + 2 · R(transponder) + 2 · R(mux/demux).

Since in our model SRLGs are sets of edges, we model a node failure by treating all
edges incident to that node as a single SRLG, which fails whenever the node itself fails.

4.2.2 Merging Seizmic and Device Hazards

Having specified the component-level failure rates, we can now describe how the
overall hardware-induced failure rate of the network is obtained. Let G = (V, E) denote
the optical network, where each edge e ∈ E represents an optical fiber and each node
v ∈ V corresponds to a site hosting OXC equipment and its associated devices. Assuming
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independence between the failures of individual components, the total device-related failure
rate of the network is

Rdevice(G) =
∑
e∈E

R(e) +
∑
v∈V

R(v),

where R(e) is the failure rate of edge e as computed earlier, and R(v) is the failure rate
of the equipment located at node v.

From these rates, the failure probability of any individual device or component d can
be obtained by normalizing its failure rate with respect to the total device-induced rate of
the network:

FP(d) = R(d)
Rdevice(G) .

In addition to hardware failures, the network is also exposed to geographically correlated
risks, captured by the seismic dataset. These data provide failure probabilities for seismic
regions, together with an aggregated seismic failure rate for the entire network, denoted
by Rseismic(G) which expresses the expected number of seismic events per year affecting
the network. For the topologies considered in this work, the corresponding yearly rates
are 65.21 for the European networks, 13.47 for the U.S. networks, and 5.53 for the Italian
network.

To obtain a unified dataset that incorporates both hardware-related and seismic risks,
we form a weighted combination of the two sources. This yields the following blended
failure probability for any device d:

FPcombined(d) = Rdevice(G) FPdevice(d) + Rseismic(G) FPseismic(d)
Rdevice(G) + Rseismic(G) .

This combined probability consistently integrates independent device failures with
correlated seismic failures, ensuring that both contribute proportionally to the overall risk
model used in the subsequent evaluation.

Fig. 4.4 illustrates how the SRLG failure probabilities change under the combined
failure model compared to the seismic data. The examples shown for the 22-node Optic EU
network and the 79-node NFSNET network are representative of the other topologies as
well. In most cases, edge failure probabilities increase substantially, while for the shortest
links they typically decrease. The plateaus visible in the curves—such as the one around
SRLG ranks 50–70 in Figure 4.4a—are caused by region-level failures dominating the
combined failure description at the nodes of the networks.

Service-level agreements (SLAs) typically express availability objectives in terms of
so-called “number of nines” (e.g., 99.99%, 99.999%). Given the failure probabilities derived
above, we are now in a position to compute the availability of any device or component d.
Following standard practice, availability is expressed as

A(d) = 1 − R(d) · MTTR
1 year ,
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Figure 4.4: Comparison of SRLG failure probability distributions across two topologies.

where MTTR denotes the Mean Time To Repair. In our model, MTTR is approximated by
6 hours, consistent with commonly reported operational values. Throughout the remainder of
this chapter, we therefore work with availability values rather than raw failure probabilities,
as they provide a more intuitive interpretation and directly relate to SLA requirements.
These values appear, for instance, in Figures 4.5 and 4.6. Note that, in contrast to
earlier plots based on failure probabilities, here higher availability corresponds to a better-
performing heuristic. In a few cases, however—such as in Table 4.4—we also report
unavailability values to ensure comparability with the results presented in Section 4.1.
presented in Section 4.1.

4.2.3 Comparison of the Basic and Advanced Heuristics

Similarly to the results obtained on the Seismic Data test set, we again observe that
using a single backup path yields the lowest achievable bandwidth consumption, while
employing more than one backup route does not meaningfully reduce the overall failure
probability. The qualitative behavior closely matches the patterns seen in Fig. 4.1.

Turning to the comparison of the heuristics, we now examine how they differ in terms
of bandwidth consumption and the availability they achieve. Fig. 4.5 summarizes these
findings and includes a zoomed-in view of case l = 2. Although all evaluated heuristics reach
availability levels close to the optimum, their bandwidth efficiency varies substantially.
The advanced heuristic ARZPadv consistently and significantly outperforms the basic
method ARZPbasic, achieving noticeably lower bandwidth usage without any meaningful
change in availability. It also slightly improves upon both baseline methods.
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Combined Data Comparison of the Advanced Heuristics to the Baselines

Another notable observation is that the Shortest2 baseline attains essentially the
same availability as Independent2, yet it uses bandwidth more efficiently. This behavior
is consistent across all tested network topologies, indicating that Independent2 is almost
never the superior choice in this dataset. From this, we conclude that assuming independent
failures across risk zones is not only unrealistic but also tends to produce systematically
inferior routing solutions. For these reasons, just as in the Seismic Data experiments, the
natural candidate for survivable routing remains ARZP2

adv, whose performance we compare
directly against the Shortest2 baseline.
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4.2.4 Comparison of the Advanced Heuristics to the Baselines

Table 4.4: The investigated input settings. Comparison of ARZP2
adv to Shortest2 and

unavailability lower bound.

Network name
Our ARZPadv vs. baseline Shortest2, out of 50 st-pairs per graph ARZP2

adv unavailability ARZP2
adv – Shortest2 over

[%] st-pairs vs. Shortest2 decrease in unav. increase in bandwidth over ulb [%] Shortest2 – ulb [%]
better m. rel. shorter same avg % safest % avg. % safest % min max avg median min max avg median

Optic EU 2 38 84 58 0.39 9.52 8.85 16.67 0 2.72 0.18 0.01 -100.0 5807.14 83.35 0.00
US 0 34 80 64 0.17 7.20 7.65 33.33 0 3.05 0.43 0.04 -100.0 7.29 -26.05 0.00

Nobel EU 0 34 88 62 0.07 0.87 2.91 0.00 0 0.59 0.06 0.01 -100.0 7.07 -28.33 0.00
EU 0 34 86 64 0.06 0.48 4.22 0.00 0 1.12 0.06 0.00 -100.0 12893.22 231.21 0.00

N.-American 0 56 78 42 0.46 4.58 9.80 14.29 0 4.74 0.26 0.01 -100.0 5.17 -46.31 -39.78
NFSNET 6 38 82 44 0.14 5.84 7.28 40.00 0 2.55 0.12 0.01 -100.0 783.84 -3.93 0.00

Italian 0 18 82 80 0.89 9.06 7.22 15.38 0 4.54 0.85 0.44 -99.6 117.69 -13.54 0.00

As in Section 4.1.4, the results are summarized in Table 4.4. Columns 2–9 compare the
advanced method ARZPadv to the Shortest2 baseline over 50 uniformly random st-pairs
per network topology.

In contrast to the previous dataset, here we find fewer instances in which our method
improves upon Shortest2 simultaneously in both availability and bandwidth. The average
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Combined Data Comparison to the Unavailability Lower Bound

improvement in unavailability is small overall; nevertheless, certain terminal pairs exhibit
substantial gains. For example, in the Italian network, we observe an improvement of
roughly 10% in availability at the cost of a 15% reduction in bandwidth. These cases
demonstrate that while the method does not dominate the baseline uniformly, it can still
provide considerably better solutions in specific challenging scenarios.

4.2.5 Comparison to the Unavailability Lower Bound

Continuing our analysis of columns 10-13 of Table 4.4, we observe that on this dataset
the computed solutions lie significantly closer to the unavailability lower bound compared
to the Seismic Data case. While the median and average relative gaps remain around
0.5% and 2.5%, respectively, the gap never exceeds 5% for any of the network topologies.
Thus, in terms of unavailability, the obtained solutions can be regarded as near-optimal
across the entire dataset.

To better understand these values, columns 14–17 of Table 4.4 examine how many
percent the ARZP2

adv is further from the ulbthan the Shortest2. We measure this by:
ARZP2

adv − Shortest2

Shortest2 − ulb
· 100[%].

Interpreting this metric is straightforward: a value of −100 indicates that ARZP2
adv itself

reaches the lower bound (i.e., it performs as well as theoretically possible), a value of 0
means that the advanced heuristic matches the performance of Shortest2, whereas positive
values correspond to instances where ARZP2

adv achieves a slightly higher unavailability
than the baseline.

We can see that except of graphs Optic EU and EU, the average values (col. 16) are
negative, meaning ARZP2

adv achieved better availabilities on average too, compared to
the Shortest2. Regarding the Optic EU and EU, most probably, the averages turn to the
positive domain because of the outliers that are witnessed in column 15. Note that the
median ratio is 0 or negative for all networks, on the North-American, reaching almost
−40%. This, combined with columns 14–17 means ARZP2

adv provides a solution significantly
closer to ulbcompared to Shortest2 in a considerable share of the cases. Finally, note that
in case of ARZP2

adv outputs a solution that is worse than the solution provided by any
of the basic heuristics, our method just defaults to the best solution. In this light, our
combined method is clearly suitable for providing solutions that are both very close to the
unavailability lower bound, and using a relatively small bandwidth.

4.2.6 Improving Path Length with Trimming in S2
Figure 4.6 shows the effect of graph trimming applied within the ARZPadv pipeline

on the NFSNET network. Although the terminal pairs in this topology may be separated
by long geographic distances, the solutions produced by ARZPadv(c) frequently remain
very close in quality to those of the full ARZPadv heuristic. In those cases, however, where
the bandwidth of ARZPadv significantly exceeds that of the Shortest baseline (as in
the example depicted in the figure), trimming can lead to notably improved solutions.
This suggests that graph-size reduction techniques may provide a practical performance
enhancement when route lengths become excessively large.
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Chapter 5

Conclusion

In this thesis, we introduced a routing algorithm for backbone networks that accounts
for correlated link failures, a problem we termed Availability-Aware Routing Based on
Risk Zone Failure Probabilities (ARZP). This formulation incorporates the observed
spatial correlations in link failures, such as those caused by natural disasters affecting
geographically co-located links. We first proved that the ARZP problem is NP-hard. To
address this, we proposed an efficient heuristic algorithm whose core is a polynomial-time
method for computing SRLG-disjoint paths in planar graphs, where each SRLG is assigned
a capacity limiting the number of traversing paths. Our ARZPadv algorithm scales to
real-world network sizes and computes routing plans that meet target availability thresholds.
Simulation results confirm that the common intuition of achieving high availability through
multiple node-disjoint paths can be suboptimal—not only from an availability perspective,
but also in terms of bandwidth usage. Instead, routing over several partially overlapping
paths yields substantially better outcomes: using the seismic hazard data alone, the achieved
availabilities are on average within approximately 2.2% of the theoretical upper bound, and
when the seismic data is combined with device failure probabilities, the gap narrows further
to about 0.3%, all while requiring markedly less total bandwidth. The paths computed
by our method (ARZP2

adv) offer significantly more efficient alternatives compared to the
widely deployed 1+1 protection scheme, both in terms of achieved availability and resource
consumption.
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