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Chapter 1

Introduction

In the present thesis, we will outline the basic theory of solving nonlinear partial differential
equations that are more realistic and harder than the academic problems taught in most university
curricula. In this introductory chapter, we give a brief introduction to the necessary theory that is
required for the partial differential equations covered in the thesis, as well as the basics of the
numerical methods used to solve them.

Chapter 2 contains the extension of the theory to the nonlinear problems of the thesis. First,
the frozen coefficient iteration is introduced, then we investigate its convergence for a specific
reaction-diffusion problem. We then turn to the numerical implementation of the method by
solving the very same problem, and test how well the theoretical convergence holds up with
different parameter settings.

In the following chapter, we investigate time-dependent problems from a qualitative perspective.
The analytic- and discrete nonnegativity principles are introduced, and first we numerically solve
a parabolic reaction-diffusion type problem. It can be shown that if the discretizations fulfill some
properties, then the numerical solution maintains the nonnegativity property; we investigate how
well these theoretical estimates hold up. Then similar examinations are made for two problems,
one arising from biology, and the only three-dimensional excursion of the thesis is made as an
electrostatic problem is considered.

In Chapter 4 we discuss the most challenging aspect of irregular domains, creating finite-
element discretizations of a given domain. First we describe a potential algorithm for triangular
mesh generation, and briefly compare it to other methods, then some heuristics are given on local
triangular mesh refinement. Next we quickly introduce two basic quadrilateral mesh generation
algorithms before moving on to the introduction of a more advanced algorithm. In the last
section of the chapter, quadrilateral mesh refinement is discussed, and some quality metrics are
introduced, which allows us to compare the quad mesh generation algorithms.

Lastly, the final chapter deals with efficient solution of large linear systems resulting from
finite element discretization of partial differential equations. The geometric multigrid method,
often used for structured meshes, is introduced as a motivation, before we turn to its extension
to unstructured grids. Three such generalizations are briefly discussed, and we present a short
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comparative analysis of these methods to finish the thesis.

1.1 Classical theory of partial differential equations

The simplest elliptic equation is the so-called Poisson equation:8<:-�u = f in
;

u
��
@


= g:
(1.1)

Here, we are describing the diffusion of a quantity (most commonly, heat, and from now on, we
will refer to it as such) in a domain
 � Rd, where in every point, the temperature is given by
the function u : 
! R. The Laplacian operator of a twice differentiable function u : Rd ! R
is defined by

�u := divru =

dX
i=1

@2iu; (1.2)

where, as usual,ru := (@1u; : : : ;@du) is the gradient, and the divergence of a vector field F is
calculated as

divf :=

dX
i=1

@iFi: (1.3)

We suppose the right hand side function f : 
 ! R is given. However, the equation only
concerns the derivatives of u, therefore multiple solutions could exist. This is why we also
prescribe a boundary condition, whereby on the boundary of the domain, we define the values of
u explicitly. This is referred to as the Dirichlet boundary condition.

There are three ways to generalize the Poisson equation. First, we may notice that the
Laplacian operator allows for more general expressions, such as

div (pru) =

dX
i=1

@i(p@iu); (1.4)

with some constant function
! Rd�d.
Secondly, the distribution of heat may not be well described only by the outer force f and the

diffusion. For instance, some underlying current (e.g., wind) could influence the temperature, in
which case, an extra convective term w � ru could be added, where w : Rd ! Rd describes
such a wind flow. Alternatively, some autocatalytic reaction q : 
 � R ! R could drive the
temperature, whose speed depends on the position in space as well as the heat content at that
point. We can account for this by adding a q(x;u)u term. This is a slight abuse of notation,
as we should write q(x;u(x)), however as it does not cause any confusion, we will treat u as a
scalar in such contexts.

Third, the idea that the values at the entire boundary are known is a rare occurrence in
mathematical modelling. A more common case, is when the domain is perfectly insulated, that
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is, there is no heat passing through the boundary. This is described with a Neumann boundary

condition, that is, the derivative of u is 0 on @
, which is written as

@� u
�
�
@


:= ru
�
�
@


� � = 0; (1.5)

with � : @
 ! R d denoting the outward normal vectors of the boundary. More generally, the

speed of the heat moving through the boundary is dependent on the temperatures inside and

outside 
. In this case, we may equip the Neumann boundary condition

(r 1ru � � + r 2u)
�
�
@


= 0; (1.6)

where r1 and r2 describe the abovementioned dependency. However, such boundary conditions

may not allow for unique solvability, as they only de�ne the derivative ofu on@
 . Therefore,

in practice, we decompose the boundary into@
 = � N [ � D disjoint sets, and apply Dirichlet

boundary condition to �D and some Neumann boundary condition to �N .

Lastly, up until now, we have only used the spatial partial derivatives ofu. This, implicitly

implies that the distribution of heat is stationary, and does not depend on time. However, one

can also look at equations where this does not hold true. In this case, we have to �nd a function

u : 
 � I ! R , whereI � R is an interval corresponding to the time (from now on, we assume

I = R + ). Here, an extra @t u term is added to the left side of the equation:
8
>>><

>>>:

@t u - �u = f in 
;

u
�
�
@
;

= g;

u(x;0) = u 0(x) 8 x 2 
:

(1.7)

Here, we also had to prescribe an initial condition in every point via the function u0 : 
 ! R.

Altogether, we will be looking at problems of the form
8
>>>>><

>>>>>:

L(u) = f in 
 � R + ;

u
�
�
� D

= h;

(r1ru � � + r 2u)
�
�
� N

= g;

u(x;0) = u 0(x) 8 x 2 
;

(1.8)

whereL : L2(
) ! L 2(
) is a di�erential operator, and the initial condition is only required in

case of non-stationary problems.

In the classical sense, we are looking for solutionsu that are twice continuously di�erentiable

in each spatial variable, and once continuously di�erentiable with respect to the time variable.

However, it is easy to see that this is a very restrictive, take for instance, the one-dimensional

problem 8
<

:
-(pu 0) 0 = f; in [a;b] � R;

u(a) = u(b) = 0:
(1.9)
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Let us takep : [a;b] ! R to be piecewise constant, with a constant outer forcef . Asf 2 C([a;b]) ,

we must also have(pu 0) 0 2 C([a;b]) , or equivalently,pu 0 2 C1([a;b]) � C([a;b]) . Hence,

generally,u 0 62 C([a;b]), sou can not even be once di�erentiable, let alone twice. Since in

practice we have to solve such � and even more di�cult � equations as well, we �rst have to

extend the notion of solution to encompass such problems.

De�nition. We de�ne the space of Lebesgue square integrable functions (on a domain


 � R d) as

L2(
) :=

8
<

:
f : 
 ! R :

Z




juj2 < 1

9
=

;
; (1.10)

and when equipped with the inner product

hu;vi0 := hu;vi L2 (
) :=
Z




uv 8 u;v 2 L 2(
); (1.11)

which induces the norm

kuk2
0 := kuk 2

L2 (
) :=
Z




juj2 8 u 2 L 2(
); (1.12)

the space (L2(
); k�k 0) becomes a Banach space.

The spaceL2(
) in itself only considers functions from an integrability perspective. This is

too general for our use case. The idea is the following: restrict this space to functions where we

can de�ne another function on which the integrals act just as they act on the 'classical' derivative

function.
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De�nition. We say that the functionu 2 L 2(
) has a partial derivative@i u 2 L 2(
) in a

general sense, if there is zi 2 L 2(
) such that
Z




u@i v = -
Z




zi v 8 v 2 C1
0(
); (1.13)

in which case, we de�ne@i u := z i . The Sobolev spaceH1(
) can then be de�ned as

follows:

H1(
) :=
�

u 2 L 2(
) : 9 @ i u in general sense 8 i 2f1; : : : ;dg
	

: (1.14)

This also de�nes a Hilbert space
�
H1(
);h�;�i H1

�
with the following inner product and

induced norm de�ned for u;v 2 H1(
):

hu;viH1 (
) :=
Z




(ru � rv + uv ) ; and kuk1 := kuk 2
H1 (
) :=

Z




�
jru j2 + u 2

�
:

(1.15)

It is important to see that for any function inC1(
) , the generalized derivative and the

classical derivative coincide. For treatment of boundary conditions, we introduce a further

subset of Sobolev spaces. If we have a decomposition@
 = � D [ � N , where Dirichlet boundary

conditions are imposed on� D , then we denote withH1
D (
) the subspace that contains functions

u 2 H 1(
) that vanish on� D in the trace sense, i.e.,u can be approximated with a series

(u n )n2N � C 1(
) , using the normk�kH1 . A special case is when@
 = � D , where we simply

use the notation H10(
). In this case, inner product and the norm can be simpli�ed to

hu;viH1
D (
) :=

Z




ru � rv and j�j1 := k�k H1
D (
) :=

Z




jru j2 8u;v 2 H 1
D (
); (1.16)

and(H 1
D (
); j�j1) is also a Hilbert space. Despite this, the normj�j1 is often referred to as the

Sobolev seminorm.

Generally, there is no relation between the normsk�k0 andk�k1, however, the added constranit

on the boundary allows us to bound the k�k0 norm from above by thej�j1 seminorm.

Theorem (Poincaré-Friedrichs, [23], [26], [37]). There exists a constantC
 > 0 such

that

kuk0 � C 
 juj1 8 u 2 H 1
D (
): (1.17)

Proof. The proof can be found in, for example, [23]. �

As a consequence of (1.17), we have the equivalence of the Sobolev norms on H1
D (
):

juj21 � kuk 2
1 � (1 + C 
 ) juj21 8 u 2 H 1

D (
): (1.18)
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Now, we generalize the notion of the classical solutions through the following example, as we

will see, the treatment of other problems is analogous.
8
<

:
-div(pru) = f in 
;

u
�
�
@


= 0:
(1.19)

The idea is the same as it was when we created the Sobolev spaces: we consider a function

u 2 H 1
0(
) a solution of the above problem if the integrals act on it just as they act on the

classical solution.

De�nition. The function u 2 H 1
0(
) is called the weak solution of(1.19)if the following

holds: Z




pru � rv =
Z




fv 8 v 2 H 1
0(
): (1.20)

With the proper conditions, such anu exists, moreover, it is unique � in this case, we call

problem(1.19)well-posed (cf. [27]). We will prove the well-posedness of this equation, as well

as another one later, which we will need the following tools.

De�nition. Let (H; k�k) be a real Hilbert-space, anda : H � H ! R a bilinear form

acting on it. a is

i) bounded, if for some M > 0 we have

ja(u;v) j � M kuk � kvk 8 u;v; 2 H; (1.21)

ii) coercive, if for some m > 0 we have

m kuk 2 � a(u;u) 8 u 2 H: (1.22)

The abovementioned problem is just a speci�c case of a wider problem class called variational

problems, which are de�ned on abstract Hilbert spaces using bilinear forms and linear functionals.

Notice that the left hand side of the equation is a bilinear form onH1
0(
) � H 1

0(
) , while the

right hand side is a functional on the same Sobolev space. Therefore, we have the following
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estimates for all u;v 2 H1
0(
)

ja(u;v) j :=
Z




pru � rv � kpk L1 � kru j0 � krvk 0 � kpk L1 � C2

 � juj1 � jvj1 ; (1.23)

a(u;u) =
Z




p jru j2 � inf



p � kruk 2
0 = inf



p � juj21 ; (1.24)

`(v) :=
Z




fv � kfk 0 � kvk0 � kfk 0 � C
 � jvj1 ; (1.25)

and the problem can be written as

a(u;v) = `(v) 8 v 2 H := H 1
0(
): (1.26)

For treatment of similar problems, we have the following important result.

Theorem (Lax-Milgram, [ 33]). Let H be a real Hilbert space,a : H � H ! R a bounded,

coercive bilinear form,̀ : H ! R a bounded, linear functional. Then there exists a unique

u 2 H, such that

a(u;v) = `v 8v 2 H: (1.27)

Proof. The proof is presented in [33]. �

We can now see what conditions we need for our problem to become well-posed: �rst, we

need boundedness, i.e., thatkpkL1 < 1 , or in other words,p 2 L 1 (
) . Secondly, we require

coercivity, or, inf



p � m > 0 . Lastly, we need linearity (equivalently: boundedness) of`,

meaning thatkfk 0 has to also be �nite, i.e.,f 2 L 2(
) . With these three conditions, the problem

(1.19) is well-posed.

1.2 Construction of the �nite element method

We begin the introduction of the �nite element method by its abstract version, the Galerkin

method (cf. [39], [24]). For bounded, coercive bilinear forms and linear functionals, the

Lax-Milgram lemma states the existence of a unique solution of the corresponding variational

problem. However, it is not su�cient to know that a solution exists, we have to somehow �nd

it. The idea of the Galerkin method is to project the variational form to a lower dimensional

subspace, say, Vh � H, and solve the problem for the projected equation

a(u h ;vh) = `(v h) 8 vh 2 Vh : (1.28)

The existence and uniqueness is guaranteed foruh , as(1.28)inherits the bounds from the one

de�ned on the full space H, and the Lax-Milgram lemma is applicable.
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At �rst glance, we did not make any progress, since we have gone from one variational

problem to the other. However, we have the liberty of choosingVh ; we can move from the in�nite

dimensional spaceH to some �nite dimensional one, where we have a basisf' jgj2 f1;:::;ng. Hence,

uh decomposes into

uh =
nX

i=1

cj ' j : (1.29)

As the variational form holds for any member ofVh , in particular, for its basis functions, we have

n equations for the unknowns cj , and use the linearity:

a(u h ;' i ) = a

 
nX

j=1

cj ' j ;' i

!

=
nX

i=1

cja(' j ;' i ) = `' i 8 i 2 f1; : : : ;ng (1.30)

If we de�ne the sti�ness matrix

Ah := fa(' i ;' j )gi;j=1;:::;n ; (1.31)

and the load vector

bh := f`' i gi=1;:::;n ; (1.32)

then we have successfully obtained the ingredients to solve the problem of �ndinguh in a given

projected subspace Vh . All we have to do is

� Find a basis in Vh ; practically, we can de�ne Vh with its basis.

� Calculate the coe�cients of the sti�ness matrix and the load vector; in practice, we have seen

that these bilinear forms and functionals are integrals, therefore numerical integration

schemes can be used for this step.

� Solve the resulting linear algebraic equation, and assembleuh from the coe�cients. Practically,

we can choose the basis so that the coe�cients itself are the values of uh .

Obviously, the solutionuh will generally not coincide with the original solutionu � 2 H .

However, we have reduced our investigation to only a subspace. Heuristically, if we decided to

enrich it - that is, take another subspaceVh � V h
2

� H , then the solutionu h
2

will be a better

approximation thanuh . Luckily, even more is true: the solution in a �nite dimensional subspace

is, up to some constant, is the optimal solution.

Theorem (Galerkin-orthogonality). Let u � 2 H be the solution to the variational

problem(1.27). Thenuh is the solution to the (projected) variational problem(1.28)if

and only if the following holds:

a(u � - u h ;vh) = 0 8 v h 2 Vh : (1.33)
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Proof. The original variational problem holds for allv 2 H , in particular, for allvh 2 Vh . Then,

since u� is the solution to the variational problem in H, we have

a(u � ;vh) = `v h 8 vh 2 Vh ; (1.34)

and if uh is the solution, we also must have

a(u h ;vh) = `v h 8 vh 2 Vh : (1.35)

Then, by subtraction and linearity ofa, (1.33)follows. Conversely, we can subtract(1.33)from

(1.34) to arrive at (1.35). �

What this means is that the solutionuh is the optimal solution in the energy norm induced by

a. But sincea was already required to be bounded and coercive for well-posedness, this energy

norm is equivalent to the original one, or in other words, the error oruh in the original norm is

optimal, up to some constant.

Theorem (Céa's lemma, [10]). The solutionuh 2 Vh satis�es the quasi-optimality

condition

ku � - u hk �
M
m

min
vh 2V h

ku � - v hk ; (1.36)

where M and m are the constants corresponding to the boundedness and coercivity of a.

Proof. We apply coercivity, then estimate the bilinear form using Galerkin-orthogonality and

boundedness:

m ku � - u hk2 � a(u � - u h ;u � - u h) = a(u � - u h ;u � - v h) � M ku � - u hk � ku � - v hk ;

(1.37)

irrespective of the choice of vh 2 Vh . �

Céa's lemma has the consequence, that, as long as we take a sequence of subspaces that

approximateH better and better (the maximum distance between an elementu 2 H and its

projection,Phu 2 V h approach zero), the error between the exact solutionu � and the sequence

of Galerkin solutions must also converge to 0 (cf. [11]).
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Chapter 2

Iterative Solutions For Nonlinear Elliptic

PDEs

2.1 Picard iteration

Let us consider the following boundary value problem:
8
<

:
-div (a(u)ru ) = f in 
;

u
�
�
@


= 0;
(2.1)

wherea : R ! R is a given function. Here we do not state the conditions required for this to be

well-posed, as we will prove a result which contains this problem as a special subset. Similarly

to Chapter 1, we can reach the weak formulation by multiplying with a test functionv, and

integrating both sides: we are searching a function u 2 H1
0(
), where

Z




a(u)ru � rv =
Z




fv 8 v 2 H 1
0(
): (2.2)

Here, we can notice that while the right hand side still generates the same linear functional`,

on the left hand side we are stuck with an expression that may be nonlinear, hence the form

a : H � H ! R would not be bilinear either. To treat this, we introduce the linearizing

Picard-Kacanov iteration, sometimes also referred to as the frozen coe�cient iteration (cf. [28],

[20]).

The idea is the following: take theu terms present in the nonlinearity, and approximate them

with a functionbu 2 H 1
0(
). Then, we are left with a linear equation

Z




a( bu)ru � rv =
Z




fv 8 v 2 H 1
0(
); (2.3)

which we can solve using the tools in Chapter 1 (albeit with some slight modi�cations to the

computation to the sti�ness matrix). Of course, even if we were able to solve this analytically and
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obtainu 2 H 1
0(
) , it would not be the solution to(2.1), since we are using a di�erent function

for a. However, depending on how good our approximationbu was, we can hope the resultingu

is a better approximation, and solve the equation again, but using the previous solution as an

input for a. Altogether, we have arrived at an iterative method: If we already haveu (n) , then we

can obtain u(n+1) as the solution of the weak formulation
Z




a
�
u (n)

�
ru (n+1) � rv =

Z




fv 8 v 2 H 1
0(
); (2.4)

whereu (0) is an arbitrary starting point. Of course, in practice, we are further limited by the

fact that we can not use analytical functions when solving the above; however, the �nite element

method can be applied, so for a suitable subspaceVh � H 1
0(
) , we can write the iterative step as

Z




a
�

u (n)
h

�
ru (n+1)

h � rv h =
Z




fv h 8 vh 2 Vh : (2.5)

Now we turn to the investigation of a more general elliptic problem, namely
8
>>><

>>>:

-div (A(x;u) � ru ) + q(x;u)u = f in 
;

u
�
�
� D

= 0;

(A(x;u)ru � � + p(x;u)u )
�
�
� N

= g:

(2.6)

For unique solvability, we impose the following conditions:

(i) 
 � R 2 is a bounded domain, such that @
 is piecewise smooth;

(ii) A : 
 �R ! R 2�2 is a measurable, Lipchitz-continuous ([34]), bounded, uniformly positive

function, the latest meaning that we have a constanta > 0 such that for any vectorx 2 R 2,

we have xTAx � a � kxk 2;

(iii) q : 
 � R ! R andp : @
 � R ! R are essentially bounded, nonnegative functions that

are Lipschitz continuous in their second variable;

(iv) f 2 L 2(
), g 2 L 2(@
) functions and we have @
 = �N 
[� D .

Similarly to the previous problems, we obtain the weak formulation by multiplying with a

test function v 2 H1
D (
), and integrate both sides:

Z




A(x;u) � ru � rv +
Z




q(x;u)uv +
Z

@


p(x;u)uv =
Z




fv +
Z

@


gv 8 v 2 H 1
D (
): (2.7)

First we show that this problem is well posed. For simplicity's sake, we �rst de�ne the following:

�rst, in lieu of the bilinear form, we will have

a(z; u;v) :=
Z




A(x;z) � ru � rv +
Z




q(x;z)uv +
Z

@


p(x;z)uv (2.8)
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and we treat the right hand side in a similar manner:

`(v) :=
Z




fv +
Z

@


gv (2.9)

and so the weak formulation is just

a(u; u;v) = `(v) 8 v 2 H 1
D (
): (2.10)

Lemma, [28]. Let � denote either
 or � N , and take the functionsz 2 L r (�) , w 2 L q(�) ,

wherer;q > 2 and2(r + q) = rq , or if either one is equal to two, the other one is1 .

Further, let v 2 L2(�) be arbitrary. Then,
�
�
�
�
�
�

Z

�

zwv

�
�
�
�
�
�

� kzk Lr (�) � kwk Lq (�) � kvkL2 (�) ; (2.11)

and further, if w and v have generalized derivatives, then
�
�
�
�
�
�

Z




z@i w � @jv

�
�
�
�
�
�

� kzk Lr (
) � kwk W1;q (
) � kvkW1;2 (
) : (2.12)

Proof. We only prove the �rst case, as the second one similarly follows. If eitherr or q is in�nite,

then the above equation directly follows from the Cauchy-Schwarz inequality. Otherwise, we can

use the Hölder inequality with conjugate exponentsr
2 and r

r-2 to get the estimate

�
�
�
�
�
�

Z

�

zwv

�
�
�
�
�
�

�

2

4
Z

�

z2w2

3

5

1
2

�

2

4
Z

�

v2

3

5

1
2

�

2

4
Z

�

jzjr

3

5

1
r

�

2

4
Z

�

jwjq

3

5

1
q

� kvkL2 (�) : � (2.13)
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Lemma, [28]. Suppose the conditions of problem(2.6)are met, and further, suppose that

at least one of the following conditions hold:

(1) the set �D is nonempty;

(2) there exists � > 0 and a nonempty, relatively open subset �M � � N such that

p(
;�) � � 8 � 2 R (2.14)

for almost all 
 2 � M ;

(3) there exists c > 0 and a nonempty, open subset � � 
 such that

q(�;�) � c 8 � 2 R (2.15)

for almost all � 2 �.

Then, there exists a constant C > 0 such that

C � kvk2
1 � a(z; v;v) 8 z;w 2 H 1

D (
): (2.16)

Proof. The key to this lemma is that we can include extra terms to the norm, cf. [48]. If (1)

holds, then there are constants C1;C2 > 0 such that

C1 kvk2
H1 (
) � C 2 krvk 2

L2 (
) � hA(�;z) � rv;rvi L2 (
) � a(z; v;v): (2.17)

Otherwise, if (2) holds, then similarly, there is C
 > 0 such that

C
 kvk2
H1 (
) � krvk 2

L2 (
) + kvk 2
L2 (� M ) : (2.18)

Hence from the uniform positivity of A we have

a(z; v;v) � hA(�;z)rv;rvi L2 (
) +
Z

� M

p(
;z)v 2 d
 �

� a krvk 2
L2 (
) + b kvk 2

L2 (� M ) �

� min(a;b) �
�

krvk 2
L2 (
) + kvk 2

L2 (� M )

�
�

� min(a;b)C 
 kvk2
H1 (
) :

(2.19)

Lastly, if (3) holds, then we again have constants C1;C2 > 0 such that

C1 kvk2
H1 (
) � krvk 2

L2 (
) + �(�)
Z

�

v2 � C 2 � a(z; v;v): � (2.20)
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Further, one can verify the boundedness of a and `, that is,

ja(z; u;v) j � C 1 � kuk 1 � kvk1 8 u;v;z 2 H 1
D (
); (2.21)

as well as

j`(v) j � C 2 kvk1 8 v 2 H 1
D (
); (2.22)

for some constantsC1;C2 > 0. We now present the theorem that allows us to construct such

frozen coe�cient iterations. In particular, the above also means that for anyz 2 H 1
D (
) , the

mapping a(z; �;�) is a coercive, bounded bilinear form, and ` is a bounded linear functional.

Theorem, [28]. Suppose the conditions of problem(2.6)and the second lemma are met,

and letVh � H 1
D (
) be a nonempty, �nite-dimensional subspace. Then there exists a

member uh 2 Vh such that

a(u h ; uh ;vh) = `(v h) 8 vh 2 Vh : (2.23)

Further, assume that there are positive constantsbC;� independently of h such that

kvkL1 (
) � bCh-� kvk1 8 v 2 Vh ; (2.24)

and futher, let

� :=
C
CL

- (1 + C 2

 ) > 0; (2.25)

with C
 being the norm of the trace operator
 : H 1(
) ! L 2(� N ) andCL > 0 is a

common Lipschitz constant for all functions where this was required, andC the coercivity

constant given by the previous lemma. Then, there exists a constantC > 0 such that

for anyh � C there exists a unique Galerkin approximationuh . Moreover,uh can be

calculated using the Picard-Kacanov iteration, i.e., ifu (0)
h 2 Vh is arbitrary andy (n) is

known, then we de�ne u(n+1) as the solution of

a(u (n) ; u(n+1) ;v) = `(v) 8 v 2 V h ; (2.26)

and then we have the linear convergence

�
�uh - u (n)

�
�
1

! 0 as n ! 1: (2.27)

Proof. Let us consider the mapping S : Vh ! V h de�ned with the equation

a (zh ; S(zh);vh) = `(v h) 8 vh 2 Vh : (2.28)
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For any �xedzh 2 H 1
D (
) , the functionS(zh) is well de�ned, since in this case, the Lax-Milgram

theorem is applicable. Since(2.28)holds true for any member of the Galerkin subspace, in

particular, we have from the coercivity and continuity bounds that

C kS(zh)k2
1 � a (zh ; S(zh);S(zh)) = ` (S(zh)) � C 2 kS(zh)k1 ; (2.29)

hence

kS(zh)k1 �
C2

C
=: C 8 zh 2 Vh : (2.30)

Next, we show Lipschitz-continuity of S, i.e., the property

kS(yh) - S(z h)k1 � C LCS kyh - z hk1 8 yh ;zh 2 Vh ; (2.31)

for some constantCS > 0 independent ofCL. Let us denotewh := S(y h) - S(z h), whence by

bilinearity, we have

a(y h ; wh ;vh) = a(z h ; S(zh);vh) - a(y h ; S(zh);vh) 8 v 2 V h ; (2.32)

and then, from the de�nition of S and coercivity of a we have the estimation

C kwhk2
1 � a(y h ; wh ;wh) = a(z h ; S(zh);w h) - a(y h ; S(zh);w h) �

� ja(zh ; S(zh);w h) - a(y h ; S(zh);w h)j �

�

�
�
�
�
�
�

Z




(A(x;z h) - A(x;y h)) rS(z h) � rw h

�
�
�
�
�
�
+

�
�
�
�
�
�

Z




(q(x;zh) - q(x;y h)) S(zh)w h

�
�
�
�
�
�
+

+

�
�
�
�
�
�

Z

@


(p(x;zh) - p(x;y h)) S(zh)w h

�
�
�
�
�
�
:

(2.33)

Now, sinceA, q andp are Lipschitz continuous, we can estimate the integrals using the conditions

of the theorem and the trace bound, yielding

ja(zh ; S(zh);w h) - a(y h ; S(zh);w h)j � (1 + C 2

 + C A ) kzh - y hk1 � kw hk1 ; (2.34)

whereCA is a mesh-dependent constant arising from the essential bound given in(2.24).

Combining (2.33) and (2.34), we obtain

C kwhk2
1 � C L(1 + C 2


 + C A ) kzh - y hk1 � kw hk1 ; (2.35)

and unless we are in the trivial case wh = 0, we can divide, which gives

kwhk1 � C -1 CL(1 + C 2

 + C A ) kzh - y hk1 ; (2.36)
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and substituting wh = S(y h) - S(z h), we have

kS(yh) - S(z h)k1 � C LCS kyh - z hk1 ; (2.37)

thus the Lipschitz continuity with the constantCS := C -1 (1 + C 2

 + C A ) has been shown (the

details on obtaining this exact constant is not too di�cult, but long and technical, so we omit it

for brevity).

What we have managed to show is thatS is a Lipschitz continuous function, that maps the

subspaceVh into the ballB0(C). By the Brouwer �xed-point theorem, it must have a �xed point,

i.e., the exists uh 2 Vh such that S(uh) = u h . But then, the de�nition of S states that

a(u h ; uh ;vh) = `(v h) 8 vh 2 Vh ; (2.38)

which means exactly what we had to show for (2.23).

To prove the convergence, we are, again, not going to present every detail, which can be found

in [28]. The idea is to de�ne the constant Ca such that

CA = (d 2 + 1 + C 2

 )(kvk1 + C)C2h-� =: Cah-� ; (2.39)

i.e., from the de�nition of � we have

h � C =
�

Ca

�

� 1=�

; (2.40)

where we can see that

CS = C -1 (1 + C 2

 + C ah-� ) <

1
CL

; (2.41)

that is, we see thatS is a contraction, and can apply Banach's �xed point theorem, implying that

for anyu (0) 2 Vh , the �xed point iterationu (k+1) := S(u (k) ) leads to convergence. If we write it

out, we �nd out that this iteration and the frozen coe�cient iteration are formally the same. The

proof was in thek�k1 norm, but in the spaceH1
D (
) the convergence holds for the equivalent

seminormj�j1.

From Banach's �xed point theorem we have also managed to obtain the linear convergence,

i.e.,
�
�uh - u (n)

�
�
1

� C B � qn 8 n 2 N; (2.42)

for some constants CB > 1;1 > q > 0. �

We have shown that for a given Galerkin subspaceVh , if some appropriate conditions hold,

then the Picard-Kacanov iteration converges to a solution. Somewhat unusually, we have done

this without showing that a solution exists in theH1
D (
) space, when the existence of the solution

would be inherited by all its subspaces. Hence, we still have to show that if we take a sequence of

subspaces

�
Vh(n)

�
n2N

; Vh(n) � H 1
D (
) \ C( 
) 8n 2 N; lim

n!1
h(n) ! 0; (2.43)
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that are well approximating, in the sense that

8 v 2 H 1
D (
)\C( 
) 9

�
vh(n)

�
n2N

where vh(n) 2 Vh(n) 8 n 2 N; such that lim
n!1




 v - v h(n)




 = 0;

(2.44)

then the sequence of solutions given (or more precisely, approximated) by the �xed point iterations

in the respective subspaces also converge, and this limit is a solution in the in�nite-dimensional

function space.

Theorem, [28]. Let the assumptions of the problem(2.6) hold, and let
�
Vh(n)

�
n2N

be

a sequence of well approximating subspaces, as stated in(2.43)and(2.44), and de�ne

the series
�
uh(n)

�
n2N

as the approximating solutions obtained by the iteration in the

corresponding subspaces. Then

(1) There exists a memberu 2 H 1
D (
) and a function� : N ! N such that the

subsequence
�
uh(�(n))

�
�

�
uh(n)

�
converges weakly to u, that is,

lim
n!1

huh(�(n)) ;vi H1
D (
) = hu;vi H1

D (
) 8 v 2 H 1
D (
); (2.45)

(2) Suppose further that in all subspacesVh , all elements are uniformly bounded in the

k�k1 norm (that is, independently ofh). Then, we have strong convergence as well,

i.e., with the notations above,

lim
n!1




 uh(�(n)) - u






1
= 0; (2.46)

(3) If there is at most one weak solution of(2.6), then(2.45)and(2.46)hold with the

choice of �(n) := n.

Proof. The proof is given in [28]. �

Theorem, [28]. Let all assumptions for(2.6), the second lemma stand, and denote the

weak solution with u. Then, there exists a constant Cd > 0 such that

kuk1 � C (kfk 0 + kgk 0) : (2.47)

Proof. By the aforementioned theorems, such anu exists under the assumptions of the present

theorem. We can then use coercivity ofa(u; �;�) , boundedness off andg, as well as the statement

of the weak formulation and the boundedness of its functions to get

C kuk2
1 � a(u; u;u) � C d (kfk 0 + kgk 0) � kuk 1 : � (2.48)
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With the above theorems, we have shown that with proper conditions, there exists a weak

solution of the di�erential equation(2.6) in the spaceH1
D (
) , and we can approximate it using

the appropriate iterative manner. We have also shown that the iteration has global convergence

� however, we have not yet managed to show that there is only one solution. Up until now, it

would be possible for us to start the iteration from di�erent enough starting points and obtain two

di�erent solutions. Further, it is theoretically possible that there are solutions which we could not

reach with the iteration as it could converge to another one no matter where we start it from. This

can be proven in the general case (cf. [28]), but if the Lipschitz constantCL is su�ciently small,

we can consider a similar map to(2.28)in the in�nite-dimensional case, and apply Banach's

�xed point theorem.

2.2 Numerical implementation

We will implement and investigate the method for the problem (2.6):
8
>>><

>>>:

-div (A(x;u) � ru ) + q(x;u)u = f in 
;

u
�
�
� D

= 0;

(A(x;u)ru � � + p(x;u)u )
�
�
� N

= g:

(2.49)

We have shown that with the appropriate conditions, the problem becomes well-posed. We can

introduce the frozen coe�cient iteration on an analytical level as
8
>>><

>>>:

-div
�
A(x;u (n) ) � ru

�
+ q(x;u (n) )u (n+1) = f in 
;

u
�
�
� D

= 0;
�
A(x;u (n) )ru (n+1) � � + p(x;u (n) )u (n+1)

� �
�
� N

= g;

(2.50)

whereu (n) is known, and we are solving foru (n+1) in each step. We have seen that the convergence

is global, therefore we can choose any starting point u(0) 2 H 1
D (
).

We can then continue with the usual procedure: we obtain the weak formulation of the

problem via a multiplication with a test function, and integrating both sides, thereby getting
Z




A(x;u (n) )�ru (n+1) �rv+
Z




q(x;u (n) )u (n+1) v+
Z

@


p(x;u n )u (n+1) v =
Z




fv+
Z

@


gv 8 v 2 H 1
D (
):

(2.51)

Then, we can apply the Galerkin method (or, in this speci�c case, the �nite element method) and

choose a subspaceVh � H 1
D (
) , with a basisf' jgj2f1;:::;mg . Then the problem in the Galerkin

subspace becomes
Z




A(x;u (n) )�r' j �r' i +
Z




q(x;u (n) )' j ' i +
Z

@


p(x;u (n) )' j ' i =
Z




f' i +
Z

@


p' i 8 i;j 2 f1; : : : ;mg:

(2.52)
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With this, we have reduced the problem to a linear system

Anc = b n ; (2.53)

where the individual elements of the sti�ness matrix are nothing but

((A n )) i;j :=
Z




A(x;u (n) ) � r' j � r' i +
Z




q(x;u (n) )' j ' i +
Z

@


p(x;u (n) )' j ' i ; (2.54)

and the load vector contains the elements

(bn ) i :=
Z




f' i +
Z

@


g' i : (2.55)

We have veri�ed the implementation of our numerical method with a test problem case,

where the analytical solution was available, namely, we have taken the domain to be


 = [0;1] � [0;1] � R 2; (2.56)

and the exact solution was

u(�;�) = sin(���) sin(���); (2.57)

where we have varied� and� to be integers between1 and3. In any of the cases, we can obtain

the right hand side functionf by analytically computing the e�ect the di�erential operators

have on the given exact solutionu. To investigate the impact of nonlinearity, we have used the

matrix-valued di�usion function

A(x;u) =

 
��u 2 + � kxk 2

2 + 1 0

0 �u 2 + � kxk 2
2 + 1

!

(2.58)

and the autocatalytic reaction

q(x;u) = "u 2 + � kxk 2
2 + 1: (2.59)

The 'sensitivity parameters' have the following meaning:

� � can be changed to make one di�usion term dominate the other in terms of nonlinearity;

� � can be increased to dominate the di�usion with the term corresponding to u;

� � can be changed to make the problem 'harder' in the spatial variable of the di�usion;

� " controls the strength of the second variable of the reaction, making the problem 'more

nonlinear' when increased;

� � describes how strong the e�ect of the spatial variable is in the reaction.
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(a) � = 1; � = 1. Maximum absolute error is 0.0778. (b) � = 1; � = 2. Maximum absolute error is 0.1291.

(c) � = 2; � = 2. Maximum absolute error is 0.2172. (d) � = 2; � = 3. Maximum absolute error is 0.2179.

Figure 2.1: Errors of the numerical solution in max norm for di�erent � and � values, on a 256 � 256 grid.

We have used Courant (P1) elements (cf. [12]), and discretized the domain with an underlying

grid of 256x256triangles. We have solved the problem, then compared it to the solution by

subtracting the discretized analytical solution from the numerical solution after100iterations.

We give the contour plots in �gure 2.1 when all sensitivity parameters are equal to 1.

Further, we also present the errors in Sobolev norm, as the iteration numbers increase in 2.2.

We can see that the expected linear convergence was replicated in all cases, up until we run into

errors caused by �oating point representation.

Now we turn our attention to the sensitivity parameters. If we had set all parameters to0, the

problem would reduce to a linear problem. Hence, as any parameter is increased, the problem is

'less close' to the linear case (where we �nish in1 iteration), and the convergence speed should

slow down. To show this, we have shifted the� parameter on a scale of1; : : : ;8, and plotted the

Sobolev errors in �gure 2.3. We can see that at any given iteration, as� is increased, the error is

also increased, but the linear convergence remains valid.

This motivates the idea behind measuring the impact the di�erent sensitivity parameters

have. We can numerically estimate the slope of this linear function. If all parameters are set

to 1, we can obtain a 'baseline convergence speed', say,q1. Then, if we set� = 2 , and leave

every parameter unchanged, we obtain another convergence speed,q2, and so on for other values.

To get an estimate on how much this parameter worsens convergence, we can take a look at the
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(a) � = 1; � = 1 (b) � = 1; � = 2

(c) � = 2; � = 2 (d) � = 2; � = 3

Figure 2.2: Errors in the Sobolev-seminorm at di�erent iteration steps, on the same grid

Figure 2.3: Sobolev errors at di�erent � values.
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Figure 2.4: Relative weakening of convergence at di�erent � values.

ratios qi
q1

, cf 2.4.

The aforementioned method allows us to compare the di�erent parameters on the same scale,

cf. 2.5. Here we see that the di�usion parameters are the most hurtful for convergence, and

only changing one di�usion coe�cient slightly dampens the e�ect, with no signi�cant change.

Somewhat interestingly, making the problem 'more nonlinear' in the reaction term improves on

the convergence. This might be attributed to the fact that in this case, the sti�ness matrix is not

(as) dominated by the di�usion term, thereby simplifying the problem somewhat. As expected,

the � and � parameters have no impact on the convergence.
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Figure 2.5: Impact of di�erent kinds of nonlinearities

23



Chapter 3

Qualitative Properties of Parabolic PDEs

3.1 The (discrete) nonnegativity principle, heat-di�usion-type

problem

In this chapter, we will be dealing with problems where we already have some preliminary

knowledge about the exact solution on an analytical level. In more exact terms, we will be looking

at problems that ful�ll the nonnegativity principle (cf. [29]), and see what modi�cations we have

to make to our numerical methods so that the numerical solution also ful�lls this property.

Suppose we have a di�erential operatorD : C2(
) ! C(
) , and take a look at the problem

D(u) = f; (3.1)

with some boundary conditions that make the problem well-posed. The problem(3.1) is said to

satisfy the nonnegativity principle if for any right hand side functionf , we have the following

implication:

f � 0 we have u � 0: (3.2)

Trivially, the discrete nonpositivity principle is similar, therefore it is not to be discussed.

Up until now, we have only measured the quality of our numerical solutionu (n) by measuring

the error betweenu (n) and the discretized analytical solutionuh in some norm (the Sobolev and

maximum norms were convenient). In this chapter, we will consider any numerical solution that

takes up negative values to be a bad approximation, and - since convergence has been established

- any solution that only contains nonnegative values to be a 'good' approximation, regardless of

the actual error.

The �rst question is, of course, what considerations do we have to make in theory, and once

these are put in place, we can investigate the quality of these constraints. Let us �rst take a

parabolic version of the heat-di�usion-type problem, the initial-boundary value problem for the
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function u : 
 � R + ! R
8
>>>>><

>>>>>:

@t u - div(A(u)ru) = f in 
;

u(x;0) = 0 8 x 2 
;

u
�
�
� D �R + = 0;

(A(u)@� u + �(u - u 0))
�
�
� N �R + = 0:

(3.3)

Here, the conditions forA, f , 
 , � D , � N are similar to the ones in(2.6)and are not to be repeated.

� is a real number, andu0 is a function given on� N � R + , and if these are given so that the

conditions from the previous chapter onp = �(u - u 0 hold, then the problem similarly becomes

well-posed.

The largest di�erence is the partial derivative corresponding to time in the �rst equation.

Hence, we proceed as usual with time-dependent problems: we �rst describe some time layerst j ,

and for the sake of simplicity, we take these to be uniformly set up, i.e., lett j = j � � for some time

step� 2 R + . We can then apply a one-point backwards �nite di�erence scheme to approximate

this derivative, and the semidiscretized equation becomes

1
�

�
u (j+1) - u (j)

�
- div

�
A(u (j+1) ru (j+1)

�
= f: (3.4)

This is a (nonlinear) elliptic equation, where we could proceed to solve by utilizing the frozen

coe�cient iteration. We could apply the iteration to this problem, and solve foru (j+1) until

convergence is reached, and then move on to the next time layer, where we are solving a similar

equation foru (j+2) . However, it is practical to take the approximation foru (j+1) to beu (j) , and

solve only one problem on each time layer. That is, we are faced with the problem

1
�

�
u (j+1) - u (j)

�
- div

�
A(u (j) ru (j+1)

�
= f; (3.5)

where the weak formulation is, as usual,
Z




A(u (j) ) � ru (j+1) � rv +
Z




1
�

u (j+1) v +
Z

@


�u (j+1) v =
Z




fv +
Z




1
�

u (j) v +
Z

@


u0v: (3.6)

Similarly, we can choose a �nite element subspaceVh � H 1
D (
) , and take a basis of it, whence

we have obtained a system of linear algebraic equationsAc = b where the matrixA is given by

((A )) i;j :=
Z




A(u (j) ) � r' j � r' i +
Z




1
�

' j ' i +
Z

@


�' j ' i ; (3.7)

and the right hand side vector b can be computed as

(b) i :=
Z




f' i +
Z




1
�

u (j) ' i +
Z

@


u0' i : (3.8)

We illustrate the domain and the decomposition of the boundary in the �gure 3.1
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(a) The discretization of the domain with Q1 elements
(b) Boundary conditions,� D is denoted with blue,� N is
denoted with red.

Figure 3.1: The domain of the fuel transformer

Here, we have taken the subspaceVh to be the bilinear elements on quadrilaterals. For the

model, we have also chosenA(u) to be a diagonal matrix, the nonzero elements are chosen to be

1 + � 0(u - 70) 2

1 + (u - 70) 2
; (3.9)

which will govern the di�usion. f is set to be constant on the whole domain,� = 100 is a

constant which controls the permeability of the boundary.u0 is set to be a function that takes high

values (approx. 328 Kelvins) near the top and bottom of the boundary, and suddenly vanishes in

the middle, causing a discontinuity in the inputs.

For the scheme detailed above, with these parameters, if we have chosen a mesh (where, for

the sake of simplicity, we assume the quadrilaterals are uniform squares with side lengthh), then

there is a minimum for the temporal time step � (cf.[1]):

� � � opt :=
1

3
� 0

�
� �

h
� 0

- �
2

� 2
� ; (3.10)

which means that, if we take larger time steps� � � opt, we can guarantee that the minimum of

each numerical solutionu (j) will be 0 in every step, thereby satisfying the nonnegativity principle.

u

a(u)

60 65 70 75 80

0:9
1

y = � 0

(70;1)

Figure 3.2: Plot of the function a(u) =
1 + � 0(u - 70) 2

1 + (u - 70) 2
for � 0 = 0:9.
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We can, of course, reverse the train of thought, and have the value of the time step� be set in

stone. In this case, we are curious as to how �ne of a mesh we have to generate in order to ful�ll

the principle on every time layer. The answer turns out to be

hopt :=
� 0

�
2 +

q �
�
2

� 2
+ � 0

3�

: (3.11)

It is not obvious that this condition is too restrictive in the practical sense. After all, the more

pressing problem is the exact opposite, take for instance, the Courant-Friedrichs-Lévy condition,

which prescribes a maximum time step for a given grid size � the exact opposite relation. This

(the CFL) condition has the consequence that the 'easier' explicit numerical schemes become

unusable, since we would be constrained to imperceptible time steps and long-term simulations

would be computationally unfeasible.

However, there is merit to conditions such as(3.10)and(3.11), if we are trying to solve

unsteady problems in computational �uid dynamics. The �rst few moments always contain the

most interesting behavior, before the medium eventually starts settling into the stationary state.

Hence, an interesting timestepping method would be to take small time steps close to the starting

time t = 0 , and then gradually elongating the length of these time steps, to e�ciently model the

long-term behavior. That is, if we have settled on a timestepping scheme, the condition(3.11)

must be taken into account during the construction of the �nite-element mesh (For more details,

cf. [17]).

Similar considerations have to be taken into account when pricing assets. If we are pricing

(long-dated) Bermudan or American products, with, say, daily �xing dates, we are forced to

create our timestepping so that every day the option can be exercised is evaluated. In practice,

even for options with longer intervals between �xing dates we like to be more granular closer to

present time, before eventually taking longer steps. (Although, since in the asset pricing business

we are using terminal conditions and we are solving for price at timet = 0 , the time axis has to

be inverted and when we are solving numerically, the time steps shrink over iterations. For more

details, cf. [14])

Now, we will be evaluating the quality of these estimates, �rst, by discretizing the domain

with a set mesh sizeh = 0:1 , and using the parameter� 0 := 0:8. In theory, this would allow us

to take time steps as small as� opt = 0:067. We present the numerical solutions for a� below

and above this value respectively in 3.3, where the numerical solutions are plotted for a given

time step, and for the sake of clairty, we also present a plot where we see the minimum value

in every time step. We can observe that on the same layer the solution obtained with a larger

time step satis�es the nonnegativity principle on all time layers, whereas the smaller� resulted in

violation, especially in the �rst few steps, only maintaining nonnegativity in the last few steps.

In practice, we have seen that we can take� to be as small as0:0047and still obtain 'good'

solutions on all layers, which is smaller than the theoretical bound by a factor of about14. We

have also looked into the other direction, where we have set� := 1
16, where the maximum mesh

size would beh = 0:1694. In practice, even for the mesh parameterh = 1
3 we did not violate the
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(a) The solution withh = 0:1 , � = 0:01 after1 time steps
(b) The solution withh = 0:1 , � = 0:001 after10 time
steps

(c) The evolution of the minimum during timestepping,
� = 0:01

(d) The evolution of the minimum during timestepping,
� = 0:001

Figure 3.3: The discrete nonnegativity principle for two sets of parameters

principle, only forh = 1
2, which amounts for a better factor. We, however, should note that the

parameter h =1
2 might just be too coarse for the boundary conditions to be properly applied.

3.2 Further equations

The second problem in this chapter concerns the Michaelis-Menten equation, which gives the

description of the behavior of a (biological) cell when responding to a shock, and is as follows:
8
>>><

>>>:

@t u - � 0�u +
u

1 + "u
= f in 
 � R + ;

u(x;0) = 0 8 x 2 
;

u
�
�
@
�R + = 0:

(3.12)

We have taken a more general domain
 , cf. 3.1 for a few discretizations. The right hand

size function was set to

f(�;�) := (2� - 1) 6 � 0; (3.13)
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(a) Triangulation of the domain,h0 =
0:06

(b) Triangulation of the domain,h0 =
0:03

(c) Triangulation of the domain,h0 =
0:015

Figure 3.1: Discretization of what mathematicians estimate to be a biological cell, using Courant elements

thereby shocking the cell from both sides simultaneously. The remaining free parameters were

set to �0 := 10-2 and " := 10-3 respectively.

Here, one can show that the relation between the parameters is as follows: for a given mesh

sizeh0 (meaning: the longest edge in the triangulation has length of at mosth0), we have the

'optimal', minimum time step (cf. [1])

� � � opt
1

12 cos(� 0 )�� 0
h0

- 1
; (3.14)

and for the inverse problem, when� is given, we have the following estimate for the maximum

permitted side length:

hopt :=

 
12 cos(� 0) � � 0

1 + 1
�

! 1=2

; (3.15)

where � 0 corresponds to the maximum angle among all triangles in the triangulation.

We have generated three discretizations to estimate the accuracy of this bound, with maximum

side lengthsh1 = 0:015, h2 = 0:03 andh3 = 0:06. Further, the inequality also includes the

maximum angle, and is only applicable when all triangles are acute. We have managed to

ful�ll these considerations as well, the corresponding maximum angles are� 1 = 85:6754� ,

� 2 = 83:3734� and� 3 = 83:6098� respectively. We can calculate from(3.14)that minimum

time steps would then be� 1 = 0:0255, � 2 = 0:07 and� 3 = 0:37. On every mesh, we have tried

out a sample of� parameters, and the minimum sizes where the principle held wereb� 1 = 0:008,
b� 2 = 0:03 andb� 3 = 0:12 respectively, that is, the theoretical estimates holds up to about a factor

of three. For illustration, we also plot the numerical solution for one of the discretizations on

the same time layer and the minima in 3.2. Here we see the same behavior, that for the �rst few

time steps the smaller� value results in violation, whereas the larger step always maintains the

property.

We can, of course, extend the methodology for three-dimensional domains. Here, we consider

a parabolic electrostatic problem
8
>>><

>>>:

@t u - � 0�u + e u = 1 + � in 
 � R + ;

u
�
�
@
�R + = 0;

u(x;0) = 0 8 x 2 
:

(3.16)
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(a) The solution withh = 0:06, � = 0:1 after2 time steps(b) The solution withh = 0:06, � = 0:2 after1 time steps

(c) The evolution of the minimum during timestepping,
� = 0:1

(d) The evolution of the minimum during timestepping,
� = 0:2

Figure 3.2: The discrete nonnegativity principle for the Michaelis-Menten equation

Here, we choose 
 � R 3 to be a hexagonal prism, and take a subdomain


 " := 
 \
�
[0;"] � R 2

�
; (3.17)

where " is su�ciently small (for our domain, " = 1
16 is suitable), and then set

� : R 3 ! R; �(x) := �(x 2 
 " ) � 0:1; (3.18)

as well as� 0 := 1:85 � 10-3 . The domain can then be easily discretized using the �nite element

space containing triangular prisms, where, if the base triangles are equilateral with side lengthh,

their height is chosen to be34h.

The relation between the time step � and the side length of triangles h0 can be expressed as

h0 :=
�

3� 0�
2(� + 1)

� 1=2

; (3.19)

and conversely, the optimal theoretical temporal step for any h can be

� opt :=
2h2

3� 0 - 2h 2
: (3.20)

For our experiments, we have chosen a set of sample side lengthsh 2
�

1
3;1

6;1
9; 1

12

	
, which

results in the minimum theoretical� valuesf0:667;0:011;0:046;0:025grespectively. Again, for

every set of meshes we have solved the problems using di�erent temporal step sizes, and obtained
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(a) The solution withh = 1=6, � = 0:01 after5 time steps(b) The solution withh = 1=6, � = 0:05 after1 time steps

Figure 3.3: Contour plots for the time layer t = 0:05

the experimental thresholdsf0:171;0:035;0:015;0:008g. We present two contour plots of the

numerical solutions in 3.3, where the negative values are shown in red, and otherwise, the

gradient moves from blue at 0 to yellow at the maximum value.
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Chapter 4

Mesh Generation on irregular domains

Up until now, we have treated the mesh generation as a black box. If we were given domain,

we just assumed that we could prescribe a maximum triangle or quadrilateral size lengthh, and

then take a subspaceVh , consisting ofPk or Qk elements, and did not consider the consequences

of the quality of such elements. It is, however, a well known fact that, for instance, for a triangular

mesh, the error estimation on any given element is inversely proportional to the sine of the

smallest angle. Therefore, we have to be careful when constructing such meshes. We will present

some heuristics for the construction of high quality 2D meshes in this chapter.

4.1 Generating triangular meshes

The problem we are faced with is as follows. Suppose we are given a domain
 by a series

of points on that describe a (polygonal) boundary. The aim is to add and connect points such that

we end up with a triangulation such that every point! 2 
 either lies on the edge of multiple

triangles, or inside only one triangle, while no points !0 2 R2 n 
 are inside any triangles.

The general strategy of our mesh generation algorithm will be following the paper by

Cavendish (cf. [9]). First, we decompose the edges of the polygon such that no neighboring

points lie farther thanh from each other. These points (along with the originally given points)

will be treated as �xed points, so as not to change the shape of the domain. We then �t an

underlying square grid onto the domain, and randomly generate new nodes to the inside of the

domain, making sure to throw out vertices that would result in bad quality triangulations. Lastly,

we de�ne triangles using the newly generated nodes, such that our choices do not create sliver-like

triangles.

We omit the part of the algorithm which further subdivides the domain where di�erent mesh

sizes can be prescribed. This is due to the fact that once we have a mesh, it is not too hard to

locally re�ne it in any given area, and we will show such approaches. In the �rst step, we loop

over every boundary edge, and if it is longer thanh, we add as many new boundary nodes as we

need to. For the remainder of the algorithm, these are the only boundary vertices, as well as the
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only �xed vertices.

As a second step, we de�ne a square grid that encompasses the entire domain. The side

lengths of the squares will beh=2, as we found that this is su�ciently small without the triangle

side lengths getting larger thanh, although it theoretically does not guarantee the property itself.

For every square in the grid, we generate �ve possible candidate vertices with uniform density.

Once the vertices are generated, we have to �lter them so they can be used for a high-quality

triangulation. Obviously, the nodes that were generated outside of the domain are not going to

be useful, therefore we remove them immediately. (This can be checked by casting a ray and

counting its number of intersections with the boundary edges.) Next, the nodes that are generated

'too close' to the edges can not be connected without creating a triangle that is �attened against

the edge. To detect these, we bump the vertex byh=4 in all directions, and if any one of them

lies outside, the node is removed.

The remaining nodes all lie inside the domain, however, they populate it too densely for our

purposes, so we have to sparsify them. Initially, every vertex is marked as undecided; as long as

there are undecided vertices, we choose one and �nalize it, and the vertices that are closer than

h=3 to it are thrown away. This explains why we generate �ve vertices into each square: it is

possible that a node is �nalized near the edge of the square and then some nodes from nearby

squares can be thrown away, creating a large void. With �ve randomly generated vertices, the

chances of such a con�guration happening is much smaller.

Once all vertices are �nalized or thrown away, we have to de�ne how to connect them with

triangles. This is done iteratively, one-by one; with the boundary nodes and edges already given.

Then, if we choose connected nodesA andB, we wish to �nd a third nodeC that is on the

left of the corresponding directed segment (thereby keeping a counterclockwise rotation for all

triangles), such that the triangle ABC is 'optimal'.

We investigate two optimality conditions. First, of course, we want the triangleABC to be as

good as possible, or, to be as close to equilateral as possible. But then, the algorithm will receive

the edgesBC andCA at some later iteration; we also have to make sure that as the consequence

of generating this triangle, we will not be forced to generate a poor element when we use the

other edges of ABC as a base of another triangle.

First, we selectn-many candidate nodesC1;C2; : : : ;Cn such that any nodeCk lies on the left

hand side of the directed segmentAB, wheren � 5 usually su�ces, and the nodes minimize the

lengthjACj + jCBj (i.e., we select the closestn-many nodes). As a preliminary test, we check

whether for anyCk there is a further candidate vertexC` such thatC` lies inside the triangle

ABCk; if so, Ck is discarded from the list of candidates.

Assuming there are more than one candidate vertices left, we proceed with determining how

far each of the triangles ABCk are from being equilateral. The metric of choice is


 ABC :=
h
a

; (4.1)

wherea is the longest side of the triangle, andh is the corresponding height. For an equilateral
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triangle, this metric is
p

3=4; hence, the algorithm for choosing Ck is the following.

Algorithm 4.1. Choice of new triangle

Input: Edge AB and candidate points C1;C2; : : : ;Cn .

For all Ck , calculate 
ABCk ;

For all ACk , select the closest point on its left C` ;

Set � ACk := ( jAC ` j + jC`Ck j)= jACk j;

Similarly, de�ne � Ck B := ( jCkCm j + jCmBj)= jBCk j;

TakeCi such that it corresponds to the smaller value between� ACk ;� Ck B and calculate the


 0value of the corresponding triangle (ACkCi or CkBCi );

De�ne � k := max(
�
�
� 
 k -

p
3=4

�
�
� ;

�
�
� 
 0

k -
p

3=4
�
�
�);

Choose Ck such that �k is minimized among the candidate vertices;

Add the triangleABCk to the triangulation, addACk andCkB to the list of edges to be

checked.

Instead of using the measure �k, an alternative choice is

� 0
k :=

r �

 0

k -
p

3=4
� 2

+
�


 0
k -

p
3=4

� 2
; (4.2)

which, when presented between the choice of generating two mediocre triangles and generating a

good and a bad one, will more likely choose the former; the original metric is more likely to

choose the latter option.

Lastly, the randomly generated vertices are not always suitable to create a high-quality mesh,

even if we managed to create the best possible option. Hence, a Laplacian smoother is also

applied, one iteration of which takes the point (xi ;y i ) to the point

(bxi ;by i ) :=

X

(� k ;� k )2N i

(� k;� k)

jN i j
; (4.3)

whereN i denotes the set of points neighboring(x i ;y i ). This does not change the topology of the

mesh, however, after a few iterations on all points, their placement 'converges', and no points are

moved too far apart in any step.

Such a triangulation algorithm has no guarantee of optimality in any sense; not only are we

starting o� with a set of randomly generated nodes, we are also always making local decisions. For

instance, a Delaunay-triangulation of set points has the property that it minimizes the maximum

angle among all triangles. However, any triangulation can be modi�ed so that it ful�lls the

Delaunay property (cf.: Lawson's edge-�ip algorithm, [31], [32]), and, if the procedure is applied

to the �nal mesh, it is very rare that even two edges have to be �ipped.

However, this algorithm has an advantage in in the sense that we skip the biggest di�culties

posed by Delaunay-triangulation algorithms: namely, not only do Delaunay triangulations require

a full set of inner points, which have to be generated similarly to our method, but they always
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(a) Boundary nodes (b) Randomly generated vertices

(c) Connecting triangles (d) The �nal mesh

Figure 4.1: Steps of Cavendish's triangle meshing algorithm

triangulate the convex hull. Therefore, if concave domains - or domains with holes - have to be

meshed, our algorithm works without any modi�cations, whereas Delaunay triangulations have

to be constrained and sometimes, require manual input while generation (cf. [?], [41], [25], [16],

[?]).

Once a triangular mesh is completed, we may want to make changes (see, for instance, [2],

[3]), say, locally re�ne it, that is, in a subset of the domain we wish to prescribe a smaller target

side length. The goal of the re�nement algorithm is to modify the triangulation such that this

additional property is ful�lled, without worsening the quality of the mesh.

For triangles, this is easily done. Suppose we detect a triangle, that has edges that are too

long. We can then �nd the longest edge in that triangle, and add its midpoint as a new node,

splitting the two triangles on its side to four triangles. This way, the largest angle is split, and

therefore, the mesh will not have an angle that is smaller than30� (assuming we did not have any

smaller angles to begin with, of course).

This can be made a lot faster and more sophisticated using the red-green re�nement technique.

In one pass, we determine which triangles need to be re�ned, which will be called 'red' triangles.

Then, we mark each one of their neighbors (with multiplicity and the corresponding edge), which

are then called the 'green' triangles. Every red triangle is then split into four along the midpoints,

and then the conformity of the mesh is restored by splitting the green triangles into two, three or

four pieces.
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Figure 4.2: Red-Green re�nement of a triangular meash

4.2 Generating quadrilateral meshes

The task of quadrilateral mesh generation is much harder than triangular mesh generation.

The reason behind this is that triangles are more �exible, whereas quadrilaterals have to ful�ll

extra conditions that are not considered for triangles, owing to the number of vertices. However,

the advantages are clear: quadrilateral meshes have higher accuracy, more e�cient for the same

number of vertices, since usually, the discretized problems derived from them are sparser than

those derived from their triangular counterparts, furthermore, for a givenh mesh size, we can

often create a mesh with fewer total vertices. If properly implemented, they are also less prone to

generate near-singular vertices with high valences, and their structure allows them to naturally

match grid topologies of certain domains.

The most classical and easiest strategy is to generate a structured grid (for instance, from

a discretization of the unit square� = [0;1] 2, or, a rectangle) onto a topological quadrilateral

patch. Let the boundary be described by the four curves� 1;� 2;� 3;� 4, whence the interpolation

map L takes the form

L(�;�) := (1 - �)� 1(�) + �� 2(�) + (1 - �)� 3(�) + �� 4(�)-

- [(1 - �)(1 - �)x 0;0 + �(1 - �)x 1;0 + (1 - �)�x 0;1 + ��x 1;1] ;

(4.4)

wherex0;0;x1;0;x0;1 andx1;1 are the corner points of the domain. This way, if we are given a

quadrilateral decomposition of the unit square, we can just set each vertex to their image viaL,

and even without changing the topology, we have a mesh of the domain 
.

Another way to save us from a lot of trouble is to use the triangular meshes from the previous

section. Once we have as triangulation, we can decompose it into a quadrilateral mesh using the

midpoints of every edge and triangle, like in 4.1.

Such a conversion-based mesh generation is simple and robust, however, it comes with the
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(a) Before (b) After

Figure 4.1: Creating a quadrilateral mesh from triangular mesh

Figure 4.2: Boundary input and its discretization

task of solving an auxiliary problem �rst. This has the consequence that for a high-quality

quadrilateral mesh, we �rst have to solve the nontrivial task of generating a corresponding

triangular mesh that is at least as high-quality; and then, we have to apply the decomposition, and

even then, the resulting quad mesh is not guaranteed to be of su�ciently high quality.

For these reasons, we also describe a direct method of quad mesh generation, called paving

(cf. [4]). It is most similar to that of the advancing front methods, with the philosophy of a lazy

university student: it avoids making any consequential decisions and pushes the problem forward

until there is no other choice but to �ll in the remainder of the domain - hoping that at this point,

the problem is easy enough to solve.

The algorithm works on paving boundaries, which initially consist of the �xed boundary

nodes given as the input. As new nodes and quadrilaterals are added, the paving boundaries

evolve, moving 'inwards', and iterating this process. The nodes on the newer paving boundaries

are, however, not �xed (i.e., �oating), as we have to inevitably move these to improve the quality

of the mesh, simplifying the domain so that at the end we can map a structured grid into the

remainder of the domain.

Further, it is necessary that the paving boundary always contains an even number of nodes

- since our mesh contains only quadrilaterals, we must connect the nodes in pairs. The most
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common way of ensuring this is whenever we run into a boundary with odd-many vertices, we

may split the longest edge, however, there are other remedies as well. The algorithm does not use

any external mesh size parameters in itself, the only controlling factor is the distance between

the vertices. This has the advantage that it is reasonably easy to create nonuniform meshes by

just modifying the boundary nodes at appropriate places, however also the disadvantage, that to

get a �ner mesh anywhere - even in the middle of the domain - it has to be propagated from the

boundary.

Below we present a high-level overview of the algorithm, and then describe each module

separately.

Algorithm 4.2. Quad mesh by paving

Input: A set of prescribed boundary nodes and edges.

While some paving boundary remains unclosed do:

Refresh paving boundary;

Check whether this boundary can already be closed;

If not, generate a new row of quads;

Smooth the new row and nearby nodes;

Perform seaming for narrow gaps;

Adjust the row by inserting wedges or tucks if it expands/contracts;

Detect and repair intersections between paving boundaries;

End while.

First, we describe how to refresh the paving boundary by choosing elements for the next row.

It is important to note that the 'next row' might only contain a subset of the paving boundary.

The algorithm selects a starting and an ending vertex on the paving boundary, and collects the

nodes lying on the paving boundary, between the start- and endpoints.

The choice has to ideally satisfy the following three criteria:

1. It must 'respect' the geometry of the boundary;

2. It should avoid creating unnecessary 'irregular' nodes;

3. It should not lead to a poor row further down the line.

The algorithm classi�es the nodes of the (paving) boundary. A good measure is the local

interior angle: if it is small, then there is a good chance that a row should be ending (and

later, beginning) at that node. Angles close to180� are treated as side nodes, while almost

right-angle vertices are treated as corners. Lastly, concave angles might represent a reversal, i.e.,

the boundary turning back on itself.

In all, the local angles for each vertex are computed, and every node is classi�ed into row-end,

row-side, row-corner and row-reversal nodes. In practice, there is quite a bit of ambiguity of
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only using the local interior angles, therefore sophisticated algorithms are allowed to classify one

node as, for instance, both row-side and row-corner, and decide later, based on other metrics.

Such order treatment is using simple geometric interpretations to try and recognize primitive

shapes (triangles, rectangles, (semi-)circles, etc.) and assigns the �nal role of a node based on

how it would behave in the primitive shape most similar to the current situation.

Such a primitive interpretation is required for a more robust algorithm, since, in essence,

the paving method is a local method, and the local interior angle classi�cation is irrespective

of the global shape of the domain, no matter how obvious it might be to the naked eye. This

interpretation helps to eliminate choices, where the simplicity of the boundary of the domain is

lost due to the local choices not following the curvature of the domain suitably well.

Next, we check whether the current boundary can be closed. If the paving boundary contains

no nodes, then it is obviously completed. Two nodes can be connected with a seaming operation,

whereas four nodes can be dealt with by adding one extra quadrilateral. The paving boundaries

where six nodes remain are classi�ed into twelve classes, and closed according to which is the

closest to the situation at present. For any more nodes than that, we move on to the next stage;

We also note that these closures are often poor quadrilaterals and rely on the smoothing in later

steps to �x them.

Once a row has been chosen and can not be closed, the algorithm generates new elements

and quads along the corresponding portion of the boundary by projecting points away from the

paving boundary towards the 'inside' of the polygon.

We deal with the row-side nodes easily, take for instance,V, with neighborsV1 andV2 and

corresponding edge lengthd1, d2 and local interior angle� . We project the new node onto the

angle-bisector at V, its distance computed as


 �
d1 + d 2

2 sin(�=2)
; (4.5)

where
 2 (0;1] is a global contraction factor. We take as baseline the arithmetic mean of the two

distances, so the new edge of the quadrilateral is as close to the already given edges as possible,

and further, scale it with a factor based on the local angle so that if it is not exactly180� , the row

is not contracting on itself or expanding too much inwards.

For the other node types, we do not detail the choice of new nodes. The idea is to generate

multiple nodes and have the row-corner and row-reversal node contribute to multiple new

quadrilaterals, instead of the one for the row-side nodes (technically two, but one has already

been introduced when dealing with the previous node).

Once all nodes have been dealt with, we can simply connect the resulting new nodes with

rules based on which old nodes were they generated from. The paving boundary portion is then

replaced by the boundary de�ned using these new nodes, and becomes the currently active paving

boundary.

After the insertion of a new row, we still have to make changes to the mesh, since the general

rules used for generating nodes is not suitable to create high-quality meshes. First, we smooth
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Figure 4.3: Evolution of the paving boundary

the �oating nodes on the boundary. A Laplacian smoothing is not suitable, since the mesh is

incomplete and would push the newly generated nodes far from their 'correct' place.

The approach the algorithm takes is an isoparametric smoothing. We do not present the

details, but the idea is the following: to every vertex that we wish to smooth, we calculate a new

location, based on its neighbors, and take the vectors that denote the changes between the current,

and this 'ideal' location. Moving the vertices along these vectors would bring the quadrilaterals

to be more resembling of parallelograms, but the sizes of the elements might change. Hence,

another step is added, where the 'change vectors' are 'punished' if they would resize an element.

Further, one more step is added so that this change vector is not able to pull the nodes too far

from the angle bisector of the vertex they were generated from.

For the interior nodes only, a weighted Laplacian smoother may be applied, where, temporarily,

we treat the '�oating' boundary points as '�xed' points as well. For e�ciency, it is su�cient to

smoth only some local part of the mesh, as there is no reason as to why nodes far from the newly

inserted - and then smoothed - �oating vertices would change.

As new rows are generated, it is possible that narrow gaps are formed in the paving boundary,

usually at nodes with small angles. As these would either results in the formation of bad quality

quads, or worse, may even prevent the proper closure of a row, hence after the smoothing step,

we perform the operation of seaming.

If the node in question is a '�oating' node, then the process is straightforward: if the local

interior angle is su�ciently small, the two edges forming the gap are identi�ed by searching for

the neighboring nodes, and then combining the nodes by moving them to their midpoint. The

angle threshold is not quite straighforward and depends on the valence of the node in question.

Of course, �xed boundary nodes are more problematic, since the above operation may result

in a quadrilateral of bad quality, or may not even be carried out in general. If we detect a case

where the above procedure does not solve our problems, we put o� making any decisions and

wait until another row has been generated. This usually creates overlapping elements, but at least,

they are comprised of �oating and not �xed nodes, and we deal with the problem as the very last

step of the algorithm.

As new rows are generated, the advancing fronts might expand around concave edges or

contract near convex boundaries. We measure the speed of expansion/contraction by the sizes of

the successive quads on the current paving boundary. At points of high expansion, we insert a
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Figure 4.4: Closure using topological mapping

wedge, splitting a node into three parts, and thus, 'forcing' an additional quad inbetween the two

that are already in the mesh. Of course, this results in worsening the quality of the quadrilaterals,

so another isoparametric smoothing step is done on this row. At points of high contraction, we

do the opposite: decide on an element to delete, then connect the newly freed nodes with the

already existing triangulation; again, we apply another smoothing step after this tucking.

Finally, the paving boundaries might intersect as new rows are generated. At the end of each

iteration, we scan the elements and check whether we have any invalid elements. The idea is

similar as with seaming: we are trying to conjoin nodes as best as we can, considering all metrics

previously detailed (forward searching, even number of nodes, contraction/expansion constants).

For geometric simplicity, instead of inserting elements until there every front can be closed,

we could introduce a further stopping criterion: if the remaining part of the domain is su�ciently

small in either area or diameter, then we may use the topological mapping(4.4) to �nish the

remainder with a structured grid.

4.3 Quadrilateral mesh re�nement and quality metrics

Of course, just like with triangle meshes, we may not be satis�ed with our mesh, or just want

to use an adaptive �nite element method, in which case, generating a �nite mesh without having

to start all over again is desirable. Once again, the quadrilateral version is subtler, much harder

to 'contain', the re�nement may propagate and we may not be able to locally re�ne the mesh

without having to make changes to quadrilaterals far away, due to the creation of hanging nodes.

We show a possible red-green-type re�nement for the quad mesh with vertices and quadrilat-

erals

V = fxi gi2 f1;:::;Nv g 2 R2�N v and Q = fQ jgj2 f1;:::;Nq g 2 R2�4�N q (4.6)

respectively. Suppose a local area of re�nement is given as well as a target mesh sizeh > 0 .

For each quadrilateralQ j , denote its vertices withx(j)
1 ;x(j)

2 ;x(j)
3 ;x(j)

4 , and the corresponding side

lengths with

`(j)
1 :=






 x(j)

2 - x (j)
1








2
; `(j)

2 :=





 x(j)

3 - x (j)
2








2
; `(j)

3 :=





 x(j)

4 - x (j)
3








2
; `(j)

4 :=





 x(j)

1 - x (j)
4








2
: (4.7)
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Figure 4.1: Quadrilateral mesh re�nement

We will say that an element (in the local area) is marked if at least one edge is longer than h:

Q j marked () max
k2 f1;2;3;4g

`(j)
k > h: (4.8)

In this case, all four edges of Qj will be split, the new midpoints added to V.

This creates many hanging nodes, so the next part of re�nement reassumes conformity. We

allow only three cases for unmarked elements: either none of its edges are split, two opposite

edges are split or all four edges are split. We repeatedly loop over the elements and if there are

any that do not meet this condition, we enforce it by making the opposite edge(s) split as well.

This process eventually stops, and we reach a split pattern. For every edge, we add its

midpoint toV, and if a quadrilateral is such that all four of its edges are split, then we add its

centroid as well. We then replace the triangulation with a new one; let us take a quadrilateral

Q = (A;B;C;D) , and if they exist, its midpointsM AB ;M BC;M CD ;M DA , and its centroidO.

Then the following rules are applied:

1. No split. If no edges have to be split, the quadrilateral Q is left unchanged.

2. Two splits. Suppose the edgesAB andCD are split. ThenQ is replaced by two quadrilaterals,

Q1 := (A;M AB ;M CD ;D) and Q2 := (M AB ;B;C;M CD ).

4. All splits. Here, we replace the quadrilateral with four new quads, each one containing a

vertex, the centroid and the two corresponding midpoints.

We now turn to the investigation of quality metrics for quadrilateral meshes. We assume it is

not too bewildering to state that again, here the case is much more subtle than with triangular

elements, where the angles and side lengths describe the quality of the mesh perfectly (and since

halving all edges is easy and - reasonably - small lengths are not a problem, the angle is the be-all

and end-all of metrics).
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Similarly to triangles, the quadrilaterals are obtained by transformed from a reference element

- in this case, the reference square[0;1] � [0;1] , or, more commonly,[-1;1] � [-1;1] by a bilinear

map of the bases 'i

RQ(�;�) =
4X

i=1

' i (�;�)x i ; (4.9)

which has a nonconstant Jacobian matrixbJQ, unlike with Courant elements. We therefore have to

check whether the map is valid and well-conditioned. The gradients transform as

ru = bJ-T
Q r bu; (4.10)

wherebu is the function corresponding tou on the reference element. So, ifbJQ is nearly singular,

then the physical gradient is much larger than the gradient on the reference element. Since the

integrals transform using Z

Q

f =
Z

[-1;1] 2

(f � R q) �
�
�
�detbJQ

�
�
� ; (4.11)

the determinant ofbJQ can not change signs, can not be too small, and can not vary too much over

any one element. Hence we measure the behavior ofbJQ andbJ-1
Q with the following metrics.

First, as a zeroth step, we must ensure that the signs of the Jacobians are consistent; the

(signed, local) Jacobian vertices for an element Q = (x1;x2;x3;x4) is calculated as usual,

Ji := det(xi+1 - x i ;xi-1 - x i ); (4.12)

and thus, the �rst metric is that we must haveJQ := min i2 f1;2;3;4gJi > 0. This only serves as a

diagnostic metric; something that can only act as a test for validity of a mesh, not for determining

its quality.

Since the Jacobians are not scale-invariant, we introduce the scaled Jacobian ratio

rJ := min
i=1;2;3;4

Ji

kxi+1 - x i k2 � kx i-1 - x i k2

; (4.13)

which, for an ideal element, a square, is equal to 1, and diminishing values indicate that at least

one angle is close to0� or 180� . However, angles are not the only way the bilinear map can be

distorted.

Next, we will measure the aspect ratio of the element, using

ra :=
`max

`min
; (4.14)

where`max and`min denote the largest and smallest sides of the quadrilateral. This in itself is a

poor metric, since a rhombus that almost degenerates to a section will have the perfect aspect

ratio, despite being unusable for �nite element considerations.
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We can, however, combine the previous two ideas with the condition number of the map. If

JQ denotes the Jacobian of the map from the reference element to the physical element, then the

condition number is de�ned as usual,

� Q(�;�) := kJ Q(�;�)k 2 �



 J-1

Q (�;�)





2
: (4.15)

Ideally this value is1, which corresponds to (scaled) rotation of the reference element. As the

value gets larger, the physical element is more stretched, skewed or nearly degenerate. We can

de�ne the metric on the whole element as

� Q := max
(�;�)2V\Q

� Q(�;�): (4.16)

This metric, in a way, is the most natural quality metric; the constants in the convergence of the

�nite element method depend on the norms of the Jacobians and their inverses. Hence,�(Q)

being uniformly bounded is usually a good estimator of a high-quality mesh. Sometimes its

inverse

rs :=
1

�(Q)
(4.17)

is looked at, which takes values between0 and1. Further, for higher order elements, we may

want to take a look at the values at quadrature points instead of just the corners.

A unique problem to quadrilateral (or, more generally, higher-order meshes) is that the

Jacobian is typically not constant on the entire element. Hence, we must also take into account

the variation, de�ned using

J(Q)
min := min

(�;�)2V\Q
det(JQ(�;�)); and J (Q)

max := max
(�;�)2V\Q

det(JQ(�;�)) (4.18)

whence the distortion is given by

rd :=
J(Q)

min

J(Q)
max

: (4.19)

Ideally, this is close to1, meaning that the deformation is close to a�ne; parallelograms are

'perfect' elements by this metric, while elements where the distortion is small behave less like a

simple a�ne image of the reference square, a�ecting the error estimations.

In the following two tables, we detail how the two main methods we have presented perform

with respect to these metrics. For a metric� , we will use to convention that� for the entire mesh

means the worst value among all quadrilaterals, and� denotes the mean value throughout the

mesh.

We see that in all cases, the conversion performs better throughout all metrics - this is

hardly surprising, considering how optimized the triangle meshing algorithm was, while our

implementation of the paving algorithm still makes a few simpli�cations from the original

algorithm. It is worth to note, however, that the paving algorithm ran much faster (up to a factor

of 15 in some cases) than the converting algorithm, and if the mesh size is chosen appropriately,

it can still produce meshes that are appropriate for solving PDEs.
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Mesh Size jVj jQj JQ rJ ra � Q rs rd rJ ra � Q rs rd

Square 0:2 54 43 -8e - 5 -0:012 5:200 166:35 0:006 -0:070 0:626 2:004 8:409 0:313 0:597

Square 0:1 604 585 9e - 6 0:005 13:72 425:54 0:002 0:080 0:686 3:378 6:237 0:240 0:850

Square 0:05 4071 4034 5e - 7 0:001 26:78 1504 6e-4 0:054 0:687 5:199 8:529 0:171 0:935

Cell 0:1 387 366 -6e-19 -0:000 8:013 1 0 -0:000 0:865 1:730 2:453 0:510 0:806

Cell 0:05 3044 3009 3e - 8 0:003 24:00 762:01 0:001 0:007 0:794 3:557 5:484 0:340 0:917

Cell 0:02 17:7K17:7K-4e-20 -0:000 150:22 1 0 -0:000 0:779 6:026 9:539 0:282 0:957

Table 4.1: Quality of quadrilateral meshes obtained by paving.

Mesh Size jVj jQj JQ rJ ra � Q rs rd rJ ra � Q rs rd

Square 0:2 381 360 4e - 4 0:360 5:032 5:418 0:185 0:333 0:737 2:193 2:550 0:411 0:333

Square 0:1 1451 1410 1e - 4 0:349 3:813 5:587 0:179 0:333 0:760 2:107 2:384 0:433 0:333

Square 0:05 5667 5586 2e - 5 0:402 4:593 4:894 0:204 0:333 0:773 2:061 2:297 0:447 0:333

Cell 0:1 891 852 1e - 4 0:291 3:893 6:770 0:148 0:333 0:767 2:077 2:336 0:442 0:333

Cell 0:05 3309 3240 4e - 5 0:330 3:859 5:901 0:170 0:333 0:781 2:030 2:243 0:456 0:333

Cell 0:02 20:1K19:9K2e - 6 0:158 8:829 12:713 0:079 0:333 0:779 2:039 2:257 0:453 0:333

Table 4.2: Quality of quadrilateral meshes obtained by conversion.
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Chapter 5

Multigrid Methods for Irregular Domains

5.1 The geometric multigrid method

Throughout our examinations, we have seen how to reduce the problem of solving partial

di�erential equations to solving a linear algebraic system

Au = b A 2 R d�d ; b 2 R d given. (5.1)

In this concluding chapter we will describe an elegant and e�cient iteration to solve such

equations. We must mention, however, that fast direct solvers exist for general linear algebraic

systems. Further, for speci�c problem classes such as Stokes or convection-di�usion equations,

one can utilize the speci�c structure of the matrix A and design solvers that way.

Instead, we will look for a one-shoe-�ts-all solver, where we try to impose as few conditions

on the structure of the matrix as possible. We may assume that the matrix is sparse, since in any

'reasonable' �nite element decomposition, this holds true. Further, in some simpler cases, such

as aQ1 decomposition on the square
 = [0;1] 2 we have some knowledge about the structure of

the nonzero elements, which leads to the (geometric) multigrid method. However, in the case of

general meshes constructed using the methods in the previous chapter, we have no such data,

which leads to the main challenge in introducing the algebraic multigrid method.

For the sake of simplicity, we will restrict ourselves to the case whereA is symmetric, positive

de�nite, but we note that such solvers can be constructed for the nonsymmetric and inde�nite

cases.

First, let us take a look at the most simple iteration possible, appropriately named the simple

iteration. Here, we assume that an estimated solutionu (m) has already been obtained. Then, let

us take the iteration

u (m+1) := u (m) - �(Au (m) - b); (5.2)

where� 2 R is a positive parameter. In essence, we are starting from the old solution, calculating

the residual error

rm := Au (m) - b; (5.3)
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and taking a step in that direction, where the free parameter� governs the size of the step. We

present the following theorem about the convergence of the iteration.

Lemma. SupposeA is a symmetric, positive de�nite matrix, with smallest and largest

eigenvalues

� min = m ; � max = M: (5.4)

Then, if0 < � < 2
M

, the simple iteration converges: there exists a constant0 < q < 1

such that for any starting vector u(0) 2 Rd, we have




 e(m)




 :=




 u (m) - u �




 � c � q m 8 m 2 N; (5.5)

where u� denotes the exact solution of the problem.

Proof. We do not give the proof, it can be found in, for example, [42]. �

Further information is already known about the iteration. Namely, the optimal choice of� is
2

M+m
, whereupon the convergence ratio isq = M-m

M+m
. If we introduce the condition number of a

matrix A as

�(A) := kAk �



 A -1




 ; (5.6)

where the induced matrix norm is de�ned as

kAk := sup
x6=0

kAxk
kxk

; (5.7)

then the optimal q can be rewritten as�(A)-1
�(A)+1 :

One way to improve this method is to choose a search direction that is 'better' than the

residual error rn , to result in faster convergence. One can thus introduce the conjugate gradient

method, but this method is also limited by the condition number: the optimal rate of convergence

in this case is
p

�(A)-1p
�(A)+1

:

Especially in the case of matrices corresponding to �nite element discretizations, the condition

number is typically rather large, which slows down convergence. (We may say that the problem

is ill-conditioned.) The remediation is preconditioning: formally, we propose an equivalent

problem

Au = b () B -1 Au = B -1 b; (5.8)

with a suitable positive de�nit, symmetric matrixB. Since we want the condition number of the

new matrixB-1 A to be small, it has to approximate the identity matrix, or in other words,B has

to be similar toA. However, including thisB-1 term results in extra work during the iterations,

namely,

u (m+1) := u (m) - (B -1 Au (m) - B -1 b) = u (m) - B -1 (Au (m) - b) = u (m) - B -1 rm : (5.9)
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So, the added computation is to solve the equationBz(m) = r m : hence, solving linear systems

containing B must be cheap.

These two conditions seem to contradict each other, since one requires�(B) to be small,

while the other requiresB to be similar toA, which lead to the ill-conditioned problem to begin

with. Nevertheless, some popular choices forB are available, such as the Jacobi, Gauss-Seider,

SOR or ILU preconditioners, which all inherit some structure fromA, but simplify solving the

system of linear equations.

However, there are limits to how much we can improve on convergence using these precon-

ditioners. These more 'trivial' choices often do not speed up the convergence su�ciently, and

�nding a good preconditionerB for a given problem is usually cumbersome. Luckily, all work is

not yet lost: let us investigate the e�ect on the errors for the Poisson equation, when the domain

is the unit square
 = [0;1] 2 and the decomposition is, say, aP1mesh of right-angle squares,

with (maximum) side lengths h, the problem taking the form Ahu = b h .

First, we investigate the reasons behind the large condition number�(A h), corresponding

to a '�ne' mesh. Suppose there aren-many nodes in both directions, and they are ordered

lexicographically, we know exactly the structure of this matrix, and assume the form of a

dampened Jacobi iteration: Dh := 4
h2 I, so

u (m+1) := u (m) - !D -1
h

�
Ahu (m) - b h

�
= u (m) - !

h2

4

�
Ahu (m) - b h

�
; (5.10)

so, the preconditioning matrix is of the form

Bh :=
4

!h 2
I: (5.11)

Since the error in the m-th step is measured as

e(m) := u (m) - u � ; (5.12)

where u� is the solution

Ahu � = b h ; (5.13)

by subtracting u� from sides of (5.10) we can assert

u (m+1) - u � = u (m) - u � - B -1
h

�
Ahu (m) - A hu �

�
; (5.14)

and we can substitute(5.12)to give us the following form for the propagation of errors throughout

the iteration:

e(m+1) = e (m) - B -1
h Ahe(m) =

�
I - B -1

h Ah
�

e(m) : (5.15)

We can measure the convergence with the norm of the error vector, for which we have the

inequality
�
�e(m+1)

�
� �






 I - B (-1)

h Ah






 �

�
�e(m)

�
� ; (5.16)
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so, we have to get an estimation for the matrix norm



 I - B -1

h Ah




 . Since the matrix in question

is symmetric, we just have to look at the largest (in absolute terms) eigenvalue.

We de�ne the (i;j)-th eigenvalue of the propagation matrix as

� (i;j) := � (i;j)

�
I - B -1

h Ah
�

= � (i;j)

�
I - !h 2

4 Ah

�
= 1 - !h 2

4 � (i;j) (A h) =

= 1 - !h 2

4 � 4
h2

�
sin2

�
i�h
2

�
+ sin2

� j�h
2

��
= 1 - !

�
sin2

�
i�h
2

�
+ sin2

� j�h
2

��
:

(5.17)

The convergence holds when




 I - B -1

h Ah




 � max j� j j < 1; (5.18)

and the smaller this estimate, the faster it is. We see that some eigenvalues are close to1, since

for small i and j we have

sin2

�
i�h
2

�
+ sin2

�
j�h
2

�
(5.19)

almost vanishes. Choosing a larger! to dampen the e�ect, and thus, theoretically improving

convergence is possible, but after a point, the eigenvalues with large indices would get close to

-1, counteracting the positive e�ects of relaxation.

In short, these components where both indices are small are the cause of the slow convergence,

whereas the other components, where at least one ofi or j is 'large' are damped more e�ectively.

However, one can choose a suitable enough! , for example,23, where the iteration is e�ective on

high components, say, for some �+ 2 R+

max
�
�� (i;j)

�
� � � + < 1 8 (i;j) 2



(k;`) 2 f1; : : : ;ng2 : k � b n-1

2 c _ ` � b n-1
2 c

�
=: T :

(5.20)

We can then take a complete orthonormed system of vectors
�

v(i;j)

	
(i;j)2 f1;:::;ng2

, with which

we can write the error vector as

e(m) :=
nX

i=1

nX

j=1

c(m)
(i;j) v(i;j) c(m)

(i;j) 2 R 8 (i;j) 2 f1; : : : ;ng2 : (5.21)

Then substituting into (5.15) yields the 'frequency decomposition'

e(m+1) =
�
I - B -1

h Ah
�

e(m) =
nX

i=1

nX

j=1

c(m)
(i;j) � (i;j) v(i;j) =

=
bn-1

2 cX

i=1

bn-1
2 cX

j=1

c(m)
(i;j) � (i;j) v(i;j) +

X

(i;j)2T

c(m)
(i;j) � (i;j) v(i;j) =: e(m+1)

- + e (m+1)
+ ;

(5.22)

wheree(m)
- contains the low frequencies, that is, where both indices are at mostn

2 , ande(m)
+

contains the rest.
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Since the norm can be expressed as

�
�
�e(m)

+

�
�
� =

X

(i;j)T

�
c(m)

(i;j)

� 2
; (5.23)

the propagation of the error on the large indices has the following upper bound:

�
�
�e(m+1)

+

�
�
�
2

=
X

(i;j)2T

�
c(m+1)

(i;j)

� 2
=

X

(i;j)2T

� 2
(i;j)

�
c(m)

(i;j)

� 2
�

X

(i;j)2T

� 2
+

�
c(m)

(i;j)

� 2
: (5.24)

That is, on the components corresponding to the large indices, the error - independently ofh -

decreases rapidly.

Let us take a look at the eigenvectors corresponding to these indices; we have the eigenfunctions

(since we are working on the unit square)

v(i;j) = 2 sin (�ix ) sin(�jx ) ; (5.25)

so, if we take a larger mesh sizeH := 2 � h , we see that the eigenvectors corresponding to the

'coarser' mesh arise from the eigenfunctions with indices(i;j) 2
�

1; : : : ;bn-1
2 c

	 2
. In other

words, after a modest number of steps of the simple iteration, the error vector will have small

components corresponding to the '�ne' grid.

We now have to �nd a way to reduce the coarse components e�ectively. To this end, we

begin with the idea of usingAH , the matrix corresponding to the coarse grid as a preconditioner,

formally,

u (m+1) := u (m) - A -1
H

�
Ahu (m) - b h

�
; (5.26)

since the matrices are not of the same size, we have to introduce restriction and prolongation

operators that transfer the values from the �ne grid to the coarse one, and vice versa. (For the

sake of simplicity, we can take a linear interpolation of the neighboring points as prolongation,

and the identity operator on the coarse grid as restriction.) This way, the iteration becomes

u (m+1) := u (m) - PA -1
H R

�
Ahu (m) - b h

�
: (5.27)

Here, it is theoretically possible that residualAhu (m) - b h is dominated by components from the

�ne grid, and the iteration is uselessly slow. (In an extreme case, it is possible that there are only

�ne grid components, and the iteration does not improve anything.)

However, by using a few steps of the weighted Jacobi iteration (or, any other simple iteration)

we have seen that we can e�ectively eliminate the �ne grid components, therefore, the coarse-grid

preconditioner has a large impact. We can combine the two ideas, and then we can solve the

equationAhu = b h by using simple iterations, and at preconditioning, we have to solve a linear

system withAH. We could solve this directly, but nothing stops us from using the multigrid

method iteratively. This brings us to the V-cycle:
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(a) V-cycle (b) W-cycle (c) F-cycle

Figure 5.1: Di�erent multigrid cycles

Algorithm 5.1. V-cycle

Input: A;b;u, prolongation P, restriction R, smoother S, level `.

If ` = MINLEVEL then solve Au = b exactly and return.

Apply � 1 (pre-)smoothing steps to Au = b;

Compute residual r := b - Au;

Restrict residual: b̀-1 = Rr;

Recursively solve À-1 e`-1 = b `-1 by a V-cycle;

Correct: u := u + Pe`-1 ;

Apply � 2 (post-)smoothing steps;

Return u.

The V-cycle is convenient, in the sense that it takes the minimum number of steps. It

visits every level exactly twice, once for pre-smoothing, and once for coarse correction and

post-smoothing. Other cycles are also possible; we present their basic ideas in 5.1 and leave the

construction of the exact pseudocodes for the interested reader.

If the mesh is coarsened in the above manner, by a factor of2 in each dimension, then the

number of unknowns decreases by� 2 d on ad-dimensional problem, per each level`. For any

reasonable choice of prolongation and restriction operators, the cost of the V-cycle on one level

with n ` unknowns is just O(ǹ), so the full V cycle costs roughly

O

 
MAXLEVELX

`=MINLEVEL

n `

!

= O(n); (5.28)

therefore, multigrid methods are optimal in the sense that we are making a constant number of

operations for each unknown.

5.2 Ruge-Stüben multigrid algorithm

In theory, there is no limitation of the above derivation for more general domains. However,

in practice, we may not have a structured mesh, so, de�ning the coarse subspaces is a more

di�cult task than just taking every second node - for some linear algebraic systems, we may
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even have no underlying geometric structure to begin with. The task of an algebraic multigrid

algorithm is thus as follows: it has to recover the subspaces corresponding to the low- and high

frequency eigenvalues respectively, so that the smoothing step and the coarse-grid correction are

both e�ective, and the resulting cycle (including the setup) needs only O(n) operations.

In the algebraic setting, we are only assumed the knowledge of a linear system

Au = b; (5.29)

whereA 2 R n�n is a sparse matrix. We will also assume thatA is a symmetric, positive de�nite

matrix, furthermore, for the sake of better motivation, it is helpful (but not required) if it is also

an M-matrix, i.e.,

A = A T; A > 0; a i;j � 0 8 i 6= j: (5.30)

The sti�ness matrices arising from scalar di�usion problems have this sort of structure on suitable

meshes. The algorithm itself can be applied to a more broader class of problems, but this setting

will allow us to explain why the de�nitions of strong connections, coarsening and interpolation

are what they are.

First, we introduce the Ruge-Stüben, or, classical algebraic multigrid algorithm (cf. [40]).

The idea will be to �x a simple iteration as a smoother (similarly to the geometric multigrid

method), and then iteratively construct coarser and coarser subspaces that represent the error

components that are not e�ciently reduced by the chosen smoother. (Note that this is the opposite

direction of the usual geometric construction: in the GMG case, the grid is given, usually with a

clear way of de�ning coarse subspaces. The interpolation methods (prolongation and restriction)

are then chosen from a few popular and reasonable choices, and �nally, we have the liberty to

choose any simple iteration to act as the smoother.)

Let us again take the errore(m) := u (m) - u � in then-th iteration, with exact solutionu � .

The corresponding residual can be written as

r = b - Au (m) = A(u � - u (m) ) = -Ae (m) ; (5.31)

so, up to sign, the residual contains the same information asAe(m) . In the GMG method, the

error after a few simple iterations was smooth in the following (geometric) sense: the di�erence

between local components of errors from point to point varied slowly, which has not algebraic

meaning; however, this caused the simple iterations to slow down and become ine�cient. We

will use this latter notion: we will call an error algebraically smooth if it is not reduced e�ciently

by relaxation.

For smoothers such as GS or Jacobi iteration, the algebraic smoothness can be characterized

using the residual equation: if the relaxation is no longer e�ective, thenAe is small compared to

the error itself. For a given row i, this means that

(Ae) i = a i;i e
(m)
i +

nX

j=1
j6=i

a i;j e
(m)
j � 0; (5.32)
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rearranging,

e(m)
i � -

1
a i;i

nX

j=1
j6=i

a i;j e
(m)
j : (5.33)

This equation tells us that, after relaxation, the error at pointi is approximately determined by

the error at the 'neighboring' points j, where ai;j is 'signi�cant'.

Of course, the 'neighboring' points do not exist in the sense that they existed in the GMG

setting. There, we have obtained the matrix using some �nite element discretization, which had

the consequence that the only nonzero entries of the matrix were the nodes that were 'close', in

most cases, neighboring. We extend this to the algebraic setting, de�ning the neighborhood of

any variable i by the sparsity pattern of A:

N i := fj 6= i : ai;j 6= 0g: (5.34)

Only these neighboring indices appear in thei -th equation, and thus, only they can in�uence the

relation (5.33).

Just like in life, not all neighbors are created equal. In most cases, some matrix entries may

dominate others, which the interpolation operator must respect. This leads to the introduction of

strong dependence.

Let the threshold parameter� 2 (0;1] be �xed (in practice,� = 0:25 is a reasonable choice).

The point i is said to strongly depend on the point j if

ja i;j j � � max
k6=i

ja i;k j : (5.35)

Notice that this de�nition has its roots in the M-matrix setting, where the relevant o�diagonal

entries are nonpositive. Nevertheless,j is a strong connection ofi if the o�diagonal entrya i;j is

large in magnitude compared to the other o�diagonal entries in the corresponding row. Let us

denote the set of strong dependencies to a point i as

Si :=
�

j 6= i :ja i;j j � � max
k6=i

ja i;k j



(5.36)

It is also bene�cial to denote the 'transpose' of this set,

ST
i := fj : i 2 S jg; (5.37)

thus,Si contains the points on whichi strongly depends, andST
i contains the points which

strongly depend on i.

The motivation of this comes from(5.33): If -a i;j is large, then the valuee(m)
j has a large

in�uence on the relation satis�ed bye(m)
i . Hence, for algebraically smooth errore(m) , the values

e(m)
i ande(m)

j are dependent on each other, can not freely vary forj 2 S i . These connections

should thus be represented accurately by the interpolation operator.
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On any given AMG level̀ , let the set of unknowns be denoted by	 `. We wish to split into

two disjoint subsets

	 ` = C ` [ F `; C` \ F ` = ;: (5.38)

The points inC` will then be called the coarse point, or in short,C-points, forming the next

coarse level. The points inF̀ will similarly be called the �ne points, orF-points, and their values

will be interpolated from neighboring C-points.

If P` denotes the interpolation operator from the coarse level to the �ne level (i.e., the

prolongation operator), then the interpolation formula has the general form

(P`e`+1 ) i =

8
>><

>>:

(e`+1 ) i ; i 2 C `;
X

k2C (i)
`

w i;k (e`+1 )k; i 2 F `; (5.39)

whereC(i)
` � is a subset of coarse points used to interpolate to the �ne pointi . Typically,C(i)

` is

chosen as a subset of the strong connections corresponding to i, so,

C(i)
` := Si \ C `; (5.40)

and then the weights wi;k are constructed from the entries of A.

The coarse/�ne splitting must ful�ll two - somewhat contradictory - requirements. First, C`

should contain enough points that every algebraically smooth error can be well-approximated

by the interpolation fromC` to F̀ . If too few points are chosen, interpolation will be poor and

the coarse correction will not be e�ective. On the other hand,C` should be small enough that

the coarse problem is signi�cantly cheaper to solve than the �ne one, so if too many points are

chosen, we have not simpli�ed our problem to achieve the optimal complexity required from the

(e�cient) multigrid methods.

The Ruge-Stüben algorithm ful�lls this by maintaining two criteria. First, for each �ne point

i , every pointj 2 S i should either havej 2 C (i)
` , or should be strongly connected to a point in

C(i)
` ; in other words, every point strongly connected to a �ne point must be represented - directly

or indirectly - through the interpolation set:

8i 2 F ` : j 2 S i ) j 2 C (i)
` _ S j \ C (i)

` 6= ;: (5.41)

Secondly,C` should be approximately maximal: no twoC-points should be strongly connected

to each other. This should prevent the coarse grid from becoming unnecessarily dense. Of couse,

we can not always satisfy both of these conditions, but they are the guiding principles behind the

design of the algorithm.

The coarsening algorithm has two stages. First, we construct a preliminary splitting, and then

check whether the two requirements above hold up. Initially, we start withC` = F` = ; , and

have the set of unassigned pointsU := 	 ` n (C` [ F `) contain all the variables:U = 	 `. For

every variable i we de�ne its 'strength' as

� i :=
�
�ST

i

�
� ; (5.42)
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the number of points that strongly depend oni . A large� i value means a good candidate for

inclusion intoC`, since many other points will be able to be interpolated usingi . Therefore, the

tentative coarsening puts the 'strongest' points intoC`, and its neighbors - which can be directly

interpolated - are put into F`.

Algorithm 5.2. Preliminary Ruge�Stüben coarsening

Input: Strong dependency sets Si and transpose sets ST
i .

Set C̀ := ;, F ` := ;, U := 	 ` ;

For each i 2 	 ` , set �i :=
�
�ST

i

�
� ;

While U 6= ; do:

Choose i 2 U with maximal �i ;

Set C̀ := C ` [ fi gand U := U n fi g;

For each j 2 ST
i \ U, set F ` := F` [ fjgand U := U n fjg;

For each newly chosen F-point j, increase �k for all k 2 S j \ U;

Decrease �j for all j 2 S i \ U;

End while.

Throughout the algorithm, we also change the value of� j so that the latter choices favor points

needed by already chosenF-points, thereby keeping the number of points inC` at a minimum.

This splitting ensures that eachF-point has at least one strong connection to a point inC`, but not

every strong connection of every �ne point might be represented. To see how the �nal choice of

C` is obtained, we will take a look at the construction of the interpolation formula.

Supposei 2 F `. We have obtained the equation(5.33), and if all neighbors ofi were coarse,

then we could solve for e(m)
i to get

e(m)
i � -

1
a i;i

X

k2N i

a i;k e(m)
i ; (5.43)

so, the interpolation weights would be

w i;k = -
a i;k

a i;i
: (5.44)

However, using all neighbors of all �ne points would generally leave the coarse mesh as too

dense, therefore we have to distribute the e�ect of all neighbors only to selected C-points.

For the points i 2 F̀, let us split its neighbors into three sets

C(i)
` := Si \ C `; S(i)

` := Si n C(i)
` ; W (i)

` := N i n Si : (5.45)

so, in order, the strong connections that areC-points, the strong connections that are notC-points

and the weak connections.

The points inW (i)
` are easily treated. Forj 2 W (i)

` , the valuee(m)
j is replaced bye(i)

i in the

equation (5.33). Hence, in e�ect, we are adding the weak coe�cients to the diagonal. De�ne

d i := a i;i +
X

j2W (i)
`

a i;j ; (5.46)

55



and for each interpolation point k 2 C(i)` , initialize

dk := a i;k : (5.47)

It remains to treat the pointsj 2 S (i)
` , the points thati strongly depends on, but they are not

used for the interpolation. The idea is to approximatee(m)
j via interpolation fromC-points that

are strongly connected to j. If C(i)` \ S j 6= ;, then we can use an approximation of the form

e(m)
j �

X

k2C (i)
` \S j

a j;k e(m)
k

X

m2C (i)
` \S j

a j;m

: (5.48)

If we substitute the above into(5.33), it successfully distributes the coe�cienta i;j among the

coarse points already used for the interpolation. So, for any j 2 S(i)
` and k 2 Ci

` \ S i we update

dk := d k + a i;j
a j;kX

m2C (i)
` \S j

a j;m

; (5.49)

and once all points inS(i)
` are dealt with, the weight from coarse pointk to �ne point i will be

de�ned as

w i;k := -
dk

d i
8 k 2 C (i)

` ; (5.50)

the interpolation formula taking the shape of

e(m)
i �

X

k2C (i)
`

w i;k ek: (5.51)

The formula derived above assumes that anyj 2 S (i)
` can be represented through the setC(i)

` .

In other words, we assumed

C(i)
` \ S j 6= ;; (5.52)

at least for the relevant strong connections among two �ne points. If this condition were to fail,

the coarse/�ne splitting is not suitable and has to be modi�ed.

Algorithm 5.3. Final Ruge�Stüben coarsening and interpolation

Input: Preliminary sets C̀;F̀ and strong sets Si .

For each i 2 F̀ do:

Set C(i)
` := Si \ C ` , S(i)

` := Si n C(i)
` , W(i)

` := N i n Si ;

If there existsj 2 S (i)
` such thatC(i)

` \ S j = ; , modify the splitting by adding an appropriate

point to C̀ ;

Once the conditionC(i)
` \ S j 6= ;holds for all requiredj 2 S (i)

` , compute the coe�cients

di ;dk and the interpolation weights wi;k ;

End for.
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We modify the sets trivially by checking each point fromF̀ . Decomposing the neighbors

of every such point as above, and somej 2 S (i)
` is not strongly connected to any point inC(i)

` ,

then we have to promote some �ne points to be coarse points; if there is only one erroneous

neighbor, it is the cheapest to promote that one. If there are multiple, we can promote the point

that prompted the investigation in the �rst place.

Lastly, we have to de�ne the prolongation and restriction operators from the interpolation

formula. Luckily, we have constructed the interpolation operator for level` in a way such that

it is the prolongation operatorP` corresponding to that level; Further, for symmetric positive

de�nite cases, the restriction operator can be chosen as its transpose

R̀ := PT
` : (5.53)

We can then de�ne the coarse matrix corresponding to the next level using the Galerkin formula

A `+1 := R`A `P` = PT
` A `P`: (5.54)

By using this de�nition, we have also ensured that the SPD property is maintained: ifA ` was an

SPD matrix, then so is À+1 . Then, the coarse grid correction is just

u (m+1)
` := u (m)

` + P `e
(m)
`+1 ; (5.55)

where we obtain e(m)
`+1 as the solution of

A `+1 e(m)
`+1 = R`r `; r ` := b ` - A `u

(m)
` ; (5.56)

which can be rewritten by substituting (5.54)

PT
` A `P`e

(m)
`+1 = PT

` r `: (5.57)

So, in the end, the coarse correction is the best correction fromR(P `) in the energy normk�kA `
,

mirroring the geometric multigrid idea: the oscillatory parts are removed by the smoothing

iterations, the the coarse correction removes the error in the coarse space as e�ectively as possible.

Algorithm 5.4. Ruge�Stüben AMG setup

Input: Sparse matrix A0 = A, strength parameter �, coarsest-level size NMIN .

Set ` := 0;

While N ` > N MIN do:

Compute the strong dependency sets Si from A` ;

Construct a preliminary C=F splitting;

Modify the splitting if necessary so that strong �ne-�ne connections are represented by

neighboring C-points;

De�ne interpolation P̀ using the Ruge�Stüben weights;

Set R̀ := PT
` ;

De�ne A `+1 := R`A `P` ;

Set ` := ` + 1;

End while.

Set L := `;
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In all, we can set up the AMG algorithm by takingA0 := A , then on all levels̀ compute

the strong connection graph. Once that is done, split the unknowns into coarse and �ne points,

where the coarse points will form the next level. The prolongation and restriction operators can

be computed from the elements of the respective matrix. Once the resulting coarse matrix is

su�ciently easy to solve, we stop de�ning the levels, and can apply the same iteration (V-cycle,

W-cycle, F-cycle) as with the geometric multigrid methods.

5.3 Compatible relaxation

The Ruge-Stüben (RS) algorithm constructed coarse grids using the notion of strong

dependence of variables upon each other. The procedure thus was local and easy to implement,

however, the quality of coarsening was not determined directly by the entries of the matrix or the

speed of the convergence, rather indirectly through the strength-of-connection 'graph'.

The compatible relaxation (CR) algorithm (cf. [8]) gives a much more direct test for the

quality of the splitting. Instead of inspecting the matrix entries and then settling on a set of

coarse variables (with two passes), we �x a set of coarse variables, then repeatedly ask the

question: is the current set of coarse variables su�cient, are the simple iterations e�ective? If

yes, then we have found a coarse/�ne splitting, and the smoother handles the remaining �ne

variables e�ectively for the multigrid iteration. If no, then we have to detect which variables are

responsible for the slow convergence, and add them to the coarse subset.

Suppose the smoother is written in the form

u (m+1) = u (m) + B -1 (b - Au (m) ); (5.58)

that is, the error propagation matrix is nothing but

EB := I - B -1 A; (5.59)

and further, assume that a set of coarse variablesC has already been choosen. Then denote with

E the operator that extracts these variables, i.e.,

E(u) := fu i : i 2 C g; (5.60)

moreover, letS denote the operator such thatR(S) is the complementary space, in other words,

ES = 0: (5.61)

This way, the columns ofS represent the variables that are not (yet) present on the coarse

grid. If we reordered the variables so that allF-points come before anyC-points, we would have

E =
�

0 IC

�
; S =

 
I F

0

!

: (5.62)
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In this case,S extends a vector by putting zeros at the coarse points, andE returns the values at

the C-points.

Using these operators we can restrict the relaxation to the space of errors that disappear on

the coarse variables, in other words, theC-points can be kept �xed while the remaining degrees

of freedom get relaxed. If we have the variables appropriately ordered, rewrite the matrixA in

the block form

A =

 
AFF AFC

ACF ACC

!

: (5.63)

If the current error vanishes on the coarse part, then it must take the form

e(m) =

 
e(m)

F

0

!

; (5.64)

and the error equation restricted to theF-points is determined byAFF only. If the corresponding

part of the smoothing operatorB-1 is denoted byB-1
FF, the compatible relaxation iteration's

propagation is written as

e(m+1)
F =

�
I F - B -1

FFAFF
�

e(m)
F : (5.65)

For instance, in the case of a Gauss-Seidel smoother, this is just application of the GS iteration

onto theF-points only, while theC-point values are kept �xed, hence compatible relaxation is

also sometimes called F-relaxation.

More generally, for any (coarse) subset of points, a compatible relaxation iteration can be

written as

e(m+1)
s =

�
I s - B -1

s A s
�

e(m)
s ; (5.66)

where the corresponding matrices can be calculated using the extraction and its complementary

operator,

A s := S TAS; B s := S TBS; (5.67)

with e(m)
s denoting the error vector of variables in the complementary space. Since this is often

inconvenient to compute, one can also consider the habituated compatible relaxation iteration

e(m+1)
s = S T

�
I - B -1 A

�
Se (m)

s ; (5.68)

which directly uses the original (�ne) smoother, projecting back onto the complementary variables.

We measure the quality of the compatible relaxation by its convergence factor. Afterm-many

steps it can be computed as

� (m)
CR :=






 e(m)

s













 e(m-1)

s








; (5.69)

in any norm of our choice. If this quantity is close to one, then the convergence, and thus, the

relaxation, and so, the choice of the coarse grid is poor. If it is su�ciently small, then we can

accept the coarse/�ne decomposition and move on.
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There is some further theoretical justi�cation behind this criteria: if, like with the RS

multigrid method, we have the prolongation operatorP and the restriction operatorPT, and de�ne

the coarse grid analogously with the Galerkin formula (5.54):

A c := PTAP; (5.70)

then the two-grid error propagation operator (with� 1 = 1 and� 2 = 0 smoothing steps) can be

written as

E2 =
�
I - P(P TAP) -1 PTA

� �
I - B -1 A

�
: (5.71)

We notice that the �rst factor is anA-orthogonal projection onto the complement ofR(P) , i.e.,

two-grid convergence is adequate whenR(P) approximates the coarse error components, which

is the condition the compatible relaxation method tests (without construction of the interpolation

operators).

We can now turn to the description of the CR-coarsening algorithm (on level`). Let

� CR 2 (0;1) be the convergence threshold for the compatible relaxation; if the empirical

convergence factor is below� CR, then we will accept the coarse set. We will also denote with

� CS 2 (0;1) the threshold used to decide which variables should be promoted to the coarse grid.

Lastly, � will denote the number of smoothing steps we make before a decision is reached.

We start out by letting all variables	 ` be �ne points, and the set of coarse points is left empty:

C` := ;; F ` := 	 `: (5.72)

We then apply the compatible relaxation detailed above to the sets above. (More speci�cally,

to F̀ ). The exact solution of the error equation is zero, so the large remaining errors after�

iterations will identify the variables that will be moved to C`.

Initially, let us start with

e(m)
F := 1; (5.73)

although for some problem classes, other initial choices might be a better choice. Nevertheless,

after � CR-steps, we de�ne the candidate measure of the point i 2 F` as

" i :=

�
�
�e(�)

i

�
�
�

ke(�) k1

; (5.74)

or, more generally, nor nonconstant initial vectors, we could use

" i :=

�
�
�e(�)

i =e(0)
i

�
�
�

ke(�) =e(0)k1

; (5.75)

so," i is large when the CR is ine�cient at the pointi . Such points are then collected to the

candidate set

U := fi 2 F ` : " i > � CSg: (5.76)
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To avoid choosing too many coarse points (and thereby, the coarse set becoming too dense

and ine�cient), we choose a further, independent set fromU, but here, we do not consider the

strength of connections as we did with the RS method. If the set of nodes neighboring i is

N i := fj 6= i : ai;j 6= 0g; (5.77)

then we de�ne the weight for a candidate point (note: not to be confused with the weight used for

the interpolation) as

! i := jN i n C` j + " i : (5.78)

Then, we build the independent setU by selecting the point with the maximum weight, adding it

to U, and removing all its neighbors fromU, repeating as long as we have points in the candidate

set.

Algorithm 5.5. Compatible-relaxation coarsening

Input: Matrix A ` , smoother B̀, parameters �CR;� CS 2 (0;1) and � 2 N.

Set C̀ := ; and F` := 	 ` ;

Choose an initial error e(0)
F , for example e(0)

F = 1.

Apply � compatible relaxation steps on the F-variables and estimate �CR;

While � CR > � CR do:

Compute the candidate measures "i for all i 2 F ` ;

De�ne U := fi 2 F ` : " i > � CSg;

Choose an independent set U � U using the neighborhood graph given by A` ;

Set C̀ := C ` [ U and F` := 	 ` n C` ;

Apply � compatible relaxation steps on the updated F-variables and re-estimate �CR.

End while.

Using this algorithm, we end up with an increasing sequence of coarse subspaces

; = C (0)
` � C (1)

` � : : : � C (m)
` ; (5.79)

and the �nal set C(m)
` is accepted once the estimation on the relaxation factor falls below �CR.

What remains is to de�ne the interpolation operators after the coarse/�ne splitting happened,

and the �nalC` andF̀ sets are accepted on the level`. We start by describing the 'perfect'

interpolation operator, by taking the block matrix decomposition(5.63), and formally write the

prolongation as

P =

 
W

I C

!

: (5.80)

Were the coarse error be known, we would choose the interpolation such that the �ne block of

the error equation is satis�ed exactly:

AFFe
(m)
F + A FCe(m)

C = 0: (5.81)
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We can solve this for e(m)
F , getting the perfect choice

W � = -A -1
FFAFC: (5.82)

SinceAFF is e�cient if it is not sparse (therefore, the coarse matrix is sparse and a useful

reduction of the problem), we can not useW � as the interpolation matrix. It is possible, however,

to numerically solve

AFFW = -A FC (5.83)

with simple iterations. If we set W(0) = 0, we can use dampened Jacobi iterations

W (m+1) := W (m) + !D -1
FF

�
-A FC - A FFW (m)

�
: (5.84)

After a few steps, we produce the local interpolation sets by truncation:

C(i)
` :=

�
j 2 C ` :

�
�
�W (m)

i;j

�
�
� > � t max

k2C `

�
�
�W (m)

i;k

�
�
�



; (5.85)

where� t 2 [0;1] is a pre-set truncation threshold. Without this, each �ne point would be

interpolated from many (even all) coarse points, the the resulting operator would be dense, hence,

A `+1 = PT
` AP` (5.86)

would also become dense.

Last, but not least, the interpolation coe�cients still have to be computed for each interpolation

setC(i)
` . There are a few ways of achieving this; if the (second) RS condition is met, then we can

use the same method, otherwise, a possible �x is to use the weights

w i;j := -

a i;j +
X

k2N i nC(i)
`

0

B
B
B
B
@

ak;jX

m2C (i)
` [fig

ak;m

1

C
C
C
C
A

a i;k

a i;i +
X

k2N i nC(i)
`

0

B
B
B
B
@

ak;iX

m2C (i)
` [fig

ak;m

1

C
C
C
C
A

a i;k

8 i 2 F `;j 2 C (i)
` (5.87)

and then de�ne the prolongation matrix as

(P`) i;j :=

8
>>><

>>>:

1; i = j;i 2 C `;

w i;j ; i 2 F `;j 2 C (i)
` ;

0; otherwise.

(5.88)

Another way is to rescale the truncated entries ofW (m) and use that. There are further methods,

but either way, onceP` is given, the AMG cycle proceeds as it did with the Ruge-Stüben method.
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5.4 Smoothed aggregation multigrid

The last AMG method we investigate is fundamentally di�erent from both the RS and the

CR approaches. The previous two method selected individual coarse and �ne variables on each

level to describe a hierarchy of grids, and interpolated the �ne variables from the values in the

coarse points. Here, we will group the degrees of freedom into disjoint sets, aggregates (see also:

[46], [47], [36]). Each aggregate then contains one or more degrees of freedom for the next level.

We will de�ne a (tentative) prolongation operator constructed from the aggregates. Since it is

generally a rough estimation, we will smooth the operator itself by simple iterations.

Let us take the matrixA ` 2 Rn ` �n ` corresponding to the level`. First, the set of unknowns

	 ` is decomposed into the aggregates

	 ` = A 1 [ A 2 [ : : : [ A n ` +1 A i \ A j = ; (i 6= j): (5.89)

Each of these aggregates will represent one coarse variable, i.e., the number of aggregates

corresponds to the number of unknowns in the next level.

The tentative prolongator operatorbP` is de�ned as a piecewise constant function of the

aggregates:
�

bP`

�

i;j
=

8
<

:
1; i 2 A j ;

0; i 62 Aj :
(5.90)

This way, thej -th column of bP` is the characteristic vector ofA j . Since this operator is

discontinuous along the aggregate boundaries, we apply a smoothing step

P` :=
�
I - !D -1

` A `
� bP`: (5.91)

In practical cases, we may use a matrixA (F)
` instead of the full matrixA ` to avoid the smoothed

prolongator spreading too much in the 'weakly connected' directions. Possibly, takeA (F)
` with

the coe�cients

a(F)
i;j := a i;j 1(i 6= j ^ j 2 N i ); (5.92)

for the sets of strongly connected neighbors Ni . The diagonal must also be modi�ed to be

a(F)
i;i := a i;i -

nX

j=1
j6=i

(a i;j - a (F)
i;j ): (5.93)

We still have to specify how to choose the aggregates. We wish to form disjoint groups where

the intragroup nodes are strongly connected to each other. We de�ne such a neighborhood of a

point i as

N i :=
�

j : ja i;j j � � c
p

a i;i a j;j
	

; (5.94)

for a �xed coupling threshold �c. Then a possible aggregation procedure is as follows.
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Algorithm 5.6. Aggregation for scalar smoothed aggregation

Input: Matrix A ` and coupling threshold �c.

Set R :=



i 2 	 ` : N(0)
i 6= fig

�
and set j := 0.

Step 1. Startup aggregation.

For each i 2 R, if Ni � R, set j := j + 1, A j := N i , and R := R n Aj .

Step 2. Enlargement.

For each remainingi 2 R , if there exists an aggregateA j such thatN i \ A k 6= ;, addi to

such an aggregate and remove it fromR. If several such aggregates exist, choose the one to

which i is most strongly coupled.

Step 3. Remnants.

For each remaining i 2 R, create a new aggregate from R \ Ni and remove it from R.

HereN (0)
i denotes the neighbors obtained by using the coupling threshold0. After this step,

one can form the operatorbP` as in(5.90), smooth it using(5.91). Similarly to the previous cases,

we can set the restriction operator to beR̀ := PT
` , and the next level to beA `+1 := PT

` A `P`, and

recurse.

This constructs both the prolongation and restriction operators, as well as the matrices on the

given levels that we need to solve the equation using a multigrid cycle.

There are numerous metrics that we can track during the multigrid iteration that measure

how the di�erent methods perform - time, residual error, number of iterations, number of cycles,

number of levels (which will be denoted withL in what follows). Two metrics that are natural to

the AMG setting are the operator sparsity

Cy :=

LX

`=0

v(`)

v(0)
; (5.95)

as well as the operator complexity

CF :=

LX

`=0

n(A `)

n(A 0)
; (5.96)

wheren counts the number of nonzero elements in a matrix andv denotes the number of variables

on a given level.

The optimal 'multigrid-property' follows from the operator complexity: in a V-cycle, the

work during solving the equation is of

O
�
CF n(A 0)

�
: (5.97)

We compare the di�erent kinds of multigrid methods from a theoretical perspective in the

following table.
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