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Chapter 1

Introduction

The network flow problem is a central problem in operations research and combinatorial
optimization. It is well understood both combinatorially and through linear program-
ming, and it also serves as a fundamental tool for modeling and solving other optimiza-
tion problems. For instance, bipartite matching can be formulated as a network flow
problem, which allows one to derive both structural and algorithmic results from the flow
perspective.

Research into the problem is still active, and in 2022, a breakthrough was achieved
with a new almost-linear-time algorithm [4]. The importance of the network flow problem
is further illustrated by its extension to submodular flows, which generalize results across
several areas of combinatorial optimization.

The motivation behind bipartite matching, or b-matching, can be viewed as a partition
problem in which each vertex on one side has a supply and wants to distribute it among
its neighbors while satisfying certain constraints. The most common constraints are
those for the received quantity. We can provide a similar description of the network flow
problem, in which each vertex receives supply from other vertices and distributes it to its
neighbors, subject to constraints on the edges and vertices. In fact, flows can be viewed
as a special case of fractional bipartite b-matching. In both cases, it is important that
the supply can be freely distributed between neighbors.

In a paper [8] connected to online resource allocation, a different approach was in-
vestigated. They cover areas such as allocating impressions in display advertising and
assigning arriving supplies to warehouses in inventory allocation. In these scenarios,
they aim for a simple allocation rule that is easy to implement. They use a simple
strategy called proportional allocation [1]. The aim is to find a maximum fractional
matching or b-matching. For example, consider a bipartite graph G = (I, J, E), sup-
ply values {S;}ier, capacity constraints {C;};c; and positive weights {c;};e;. Then,

Si-a
Zzezv(j) Qq
given choice of weights, the resulting fractional matching may or may not satisfy the
capacity constraints. Therefore, the value of a proportional allocation is defined as the

sum of the allocations on the incident edges, up to the capacity constraints. Specifi-

we define a fractional matching {z;;} as z;; = for each 75 € E. For any

cally, value(z) = 3, ; min <Cj, D ijenc) xw> The aim is to find weights that approxi-
mate the maximum matching as closely as possible. For supply and capacity constraints

S = (C =1, we obtain the maximum fractional matching problem.
An earlier result in the paper [1] showed that there is an algorithm that can get
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arbitrarily close to the value of the maximum matching. Later, we will see that the
connection to other areas also yields this result. Nevertheless, the approach is somewhat
unique because it provides an e approximation for the maximum matching with a given
iteration bound. We will see that most of the results rely on a technique called matriz
scaling, for which it is much harder to provide a bound in general.

This raises the question of whether it is possible to achieve a perfect fractional match-
ing. In general, the answer is no for the above-mentioned model; however, the existence
of a perfect fractional matching can be characterized nicely. If 3., Si = . ; Cj, then
a perfect fractional matching can be provided by proportional allocation if and only if the
graph is matching covered [8]. Here, the definition of matching covered is generalized to
fractional b-matching. In addition, it can be shown that the fractional matching {z;;} is
unique. The aforementioned paper [1], which focuses on the algorithm, also showed that
this fractional matching is a diverse matching with high entropy. Despite the existence
of a perfect matching as a proportional allocation for matching covered graphs, there is
still no combinatorial algorithm for finding this perfect matching. In short, this is be-
cause a nonlinear system of equations must be solved to obtain the results. Therefore, all
algorithms are approximation algorithms, mostly based on techniques from continuous
optimization, yielding an approximation with e absolute error in poly(n, %) time.

In the paper [8] an extended model is presented for proportional allocation, where,
in addition to the weights {«;},cs, rank values are given {r;};c; and the allocation is
modified such that a vertex in [ only distributes its supply between its highest-rank
neighbors. In this model, it is always possible to find a maximum matching based on
the Dulmage—Mendelsohn decomposition [8]. We demonstrate that this extension can be
generalized further, in a certain sense.

1.1 Model for network flows

Motivated by the analogy between bipartite matchings and network flows, this thesis
studies proportional allocation rules for network flows. We introduce the notion of pro-
portional flows, relate their existence to matrix scaling, and investigate algorithmic meth-
ods for computing and approximating such flows. The main contributions of the thesis
are as follows:

i. We introduce a proportional allocation model for network flows.
ii. We establish existence and approximation results for k-flows.
iii. We develop methods for computing proportional flows.

iv. We analyze the convergence behavior of the Sinkhorn—Knopp algorithm in the con-
text of proportional flows.

v. We present algorithms for approximating k-flows and maximum flows.

In this thesis, we refer to the flow obtained via proportional allocation as proportional
flow, although the term is used more generally to denote an extended version of the
network flow problem [16]. Before formally defining the proportional flow, a few crucial
questions regarding the model must be addressed.



Network flow problems are usually defined with edge capacities; however, vertex ca-
pacities would define a model similar to proportional allocation. In general, this distinc-
tion does not matter because we can exchange these properties using appropriate graph
transformations. Suppose that we want edge capacities from vertex capacities; then, we
would insert a vertex wy, in the middle of edge uv with the desired capacity. Conversely,
in the case of proportional flows, even if we can solve this transformed problem, we have
no idea what the weights for the original graph are, because in this case, we can freely
distribute on the edges, similar to the regular network flow problem. The other direction
is much better in the sense that if we can solve the problem for edge capacities, we can
also solve it for vertex capacities. Unfortunately, it can be shown that, in certain cases
with edge capacities, there is no guarantee that we can obtain a flow greater than any
chosen € > 0. Usually, there is no such difference between these constraints; however, in
this case, these two constraints cannot be interchanged.

Based on these results, we define the model only for vertex capacities; the definition
can be used for edge capacities, but yields no significant results. Another important
question is: in proportional allocation, we take the minimum of the incoming amount
and the capacity; for flows, we expect the incoming flow to equal the outgoing flow at
each vertex. We can define a flow such that the incoming flow is at least as large as the
outgoing flow. In general, this does not make any difference; however, for proportional
flows, we cannot freely distribute the flow on the edges; therefore, it may help if only
this inequality is required. We call a flow truncated if the incoming flow is at least as
large as the outgoing flow for every vertex other than the source and sink. To satisfy
capacity constraints, we can define a truncated flow in which the outgoing flow equals the
minimum of the capacity and the incoming flow; this model is very close to proportional
allocation.

Truncated flow can be viewed as an easing of restrictions, which may yield stronger
results when distributed proportionally. We will see that if equality is required, we can
achieve the same results as with the truncated flow; therefore, when defining the flow,
we will always require equality. We will also see that equality simplifies the analysis of
certain results.

Motivated by the above reasoning, we use the following definition. For a given directed
graph G = (V, E) and vertices s,t € V, let f € RF be an st-flow, then we say that f is

a proportional flow if there exist weights {c,},cv such that f,, = ng(%
wENT (u) —W
w € B,

A direct application of this definition yields a contradiction in terms of st-flows, be-
cause, in s and ¢, a flow need not satisfy equality between incoming and outgoing values.
To resolve this, we assume that ts € E is the only incoming edge to s and outgoing edge
from t, and f;, is the value of the flow. Here, f is a circulation rather than a simple flow,
and with these extensions, the above definition makes sense as a network flow. Using
this, we define a proportional flow with weights and an initial expected supply € R* in s.
For a capacity constraint ¢ € RY, we call the flow feasible if o;(v) < ¢, for every vertex.

Our aim is to find weights that define a flow with a value as close as possible to
the maximum flow. We show that, similar to proportional allocation, any flow can be
arbitrarily approximated on the vertices by a proportional flow. In addition, the cases in
which the maximum flow can be proportional are well characterized. We also show that
computing the proportional flow from given weights is equivalent to finding the stationary
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vector of the corresponding transition matrix, and that every such flow is a multiple of
the stationary vector. As with proportional allocation, this problem can be interpreted
as a matrix scaling problem. This explains why analogous results hold.

There is a notable difference in finding the weights to obtain a good approximation
for proportional flows compared with proportional allocation. There is an easy way to
transform the proportional flow problem to proportional allocation; however, it would
not help in an algorithmic sense. In proportional allocation, it is perfectly fine to have
errors in both directions; for example, for approximate perfect matching, if we achieve
that the amount received by every vertex is 1 4 € it provides a good approximation.
Using this, the algorithm for proportional allocation would define a flow approximation
f where the |pf(v) — 0f(v)| < ¢, for a given € > 0. This yields two questions: Are the
weights defined by the approximation close to the real weights, and if so, does that mean
that the proportional flow defined by the weights is close to the desired result? We will
see that this makes the analysis of algorithms slightly more difficult. Most results are
based on matrix scaling, where algorithms have the same issue. In addition, finding an
exact solution would provide a solution for matrix scaling; therefore, there is no hope of
calculating the exact solution.

The existence and basic results for finding the appropriate weights depend on the
existence of a known flow. In terms of the maximum flow, another objective is to provide
an algorithm that does not require any preexisting flow to calculate the weights. We will
provide two types of algorithms: one that approximates proportional flow given a supply,
and the other that approximates the maximum flow without any known flow values. We
used these proportional flow algorithms to approximate general network flow problems
with edge capacities.

1.2 Matrix scaling

As mentioned above, both proportional allocation and proportional flows are equivalent
to matrix scaling. The original matrix scaling problem is as follows: given a matrix
A € RY™ we want to find diagonal matrices Dy, Dy such that B = Dy - A - Dy is doubly
stochastic, that is, B-1 = 1 and BT - 1 = 1. This was naturally extended to the case
where given r,c € R" we want B to have B-1 =r and B’ -1 = ¢. Then, B is called an
(r,c)-scaling of A.

The problem of matrix scaling has appeared in several fields. In addition, the same
iterative algorithm has been provided by multiple sources due to its simplicity. Probably
the most widely known is the result by Sinkhorn on the existence of matrix scaling, along
with the Sinkhorn—-Knopp algorithm [21]. The first results were proven only for doubly
stochastic scaling for positive matrices. During the evolution of matrix scaling, multiple
proofs have been provided for the general case [11].

Matrix scaling is used in several areas, mostly as a subroutine, such as matrix con-
ditioning before solving linear equations. It also provides theoretical results, such as
a near-linear-time approximation algorithm for the optimal transport problem [3]. Re-
search on matrix-scaling algorithms remains active. In 2017, multiple new algorithms
were proposed for this problem [2] which surpassed all previous results.

Another interesting theoretical question has been proposed in other papers. They



prove that for certain matrix scaling algorithms, every iteration can be carried out in the
complexity class NC; therefore, if one finds an algorithm with a polylogarithmic number
of iterations, then the decision problem of the perfect matching would be in NC' [15].



Chapter 2

Preliminaries

2.1 Graphs and network flow

2.1.1 Notation for graphs

Let G = (V, E) be an undirected graph, X a subset of the vertices or a single vertex, and
w: EF — R a function on the edges.

o A;(X) is the set of edges incident to X.
o dy(X)= ZeeAg(X) w(e).
e N(X) is the set of neighbors.

Let G = (V, E) be a directed graph, X a subset of the vertices or a single vertex, and
w : E — R a function on the edges.

o A, (X) is the set of edges entering X.
o AL(X) is the set of edges leaving X.
0w(X) = EeeAg(X) w(e).

0w (X) = ZeeAg(X) w(e).

N (X)={ueV|FveX: uwe L}

Nt (X)={ueV|FveX:vuecFE}

2.1.2 Graphs
Let G = (V, E) be a directed graph.

Definition 2.1. A set of directed cycles C = {C},...,C:} is called a cycle cover of G if
for every e € E, there exists a C; € C such that e € (.

Corollary 2.2. If C is a minimal cycle cover, then its size is at most |E|, because from
manimality, it follows that every cycle has at least one edge that is not covered by any
other cycle.



Definition 2.3. The bipartite form of the directed graph G is represented as the undi-
rected bipartite graph Gp = (V' x {0,1}, F), where E = {ugv; | uv € E}, and ug, u;
denote the vertices (u,0) and (u, 1), respectively.

This is very similar to the Kronecker cover; however, we do not add inverted edges to

the bipartite graph.

2.1.3 Network flows

Flows can have slightly different definitions depending on the constraints. In this thesis,
for a given G = (V, E) directed graph and s,t € V vertices, we call an f € RE, vector an
st-flow if 0;(v) = py(v) for all v € V\{s,t}. -

For a given capacity function, we call the flow feasible if it satisfies the constraints.
The value of the flow is d¢(s).

A vector g € RF is called a circulation if d,(v) = g,(v) for all v € V. Owing to the
definition of proportional flow, a nonnegative circulation f € RE; is simply called a flow
in this thesis. The value of this flow is §;(s) for a given source vertex s € V.

The flow f € RE is feasible for vertex capacities ¢ € RY if p;(v) < ¢, for all v € V,
and feasible for edge capacities ¢ € RE, if f. < ¢, for all e € E.

2.2 Markov chains

The following are some basics of the theory of Markov chains [17]; in this thesis, we
only use the uniqueness of stationary vectors and the bounds provided by perturbation
theorems.

Definition 2.4. A Markov chain on X is a family of random variables X, X1, ... such
that for all n € N and xg, ..., 2,11 € X we have

P(Xpi1 =Tpi1 | { Xk =2 |0 <k <n}) =P(Xpt1 = xnp1 | Xpn = T0).
Definition 2.5. A time-homogeneous Markov chain is a Markov chain where
P(Xop1 = y | Xo = 2) = B(X; = y | Xo = 2),
for all z,y € X and n € N.
Definition 2.6. The transition matrix of a (time-homogeneous) Markov chain is
P(z,y) =P(X1 =y | Xo =2).
Corollary 2.7. In this case, P(x,y) > 0 and ), P(x,y) = 1.

Definition 2.8. We say that distribution 7 is stationary for the (time-homogeneous)
Markov chain X if 7P = w, where P is the transition matrix.

Definition 2.9. A matrix A € R™" is called irreducible if there is no permutation
matrix P such that PT AP is a block upper triangular matrix.
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Theorem 2.10. If P s the transition matrix of a finite irreducible Markov chain, then
it has a unique stationary distribution, which is strictly positive.

Corollary 2.11. This shows that if the Markov chain is defined by a directed graph with
given probability distributions for the adjacency list of each vertex, such that the edges with
non-zero probability form a strongly connected graph, then there is a unique stationary
distribution.

The following results, based on [5], will be important later because they show the
connection between the stationary vectors and small changes in the transition matri-
ces. These results immediately yield that if there is a sequence of transition matrices
(P,) which converges to P, then the sequence defined by the stationary vectors of (P,)
converges to the stationary vector of P.

Theorem 2.12. Let P and P be two transition matrices of finite irreducible Markov
chains, with stationary vectors m and 7 respectively. Then there exists k > 0 only de-
pending on P such that 3

lm =7l < % - || P =PI,

where k 1s the condition number.

One possible value for the condition number is given by the fundamental matrix
defined as Z = (I — P +en”)~! for the transition matrix P. Then, the following bound
holds: )

lm =7l < | Zls - [P = Plloo-

2.3 Proportional matching

In the following, we recall the known results for proportional allocation connected to our
research from papers [1,8], while also adding important remarks related to our work.

In this section, we assume that G = (I, J, F) is a connected bipartite graph; otherwise,
all results are applicable to the connected components separately. We say that = € R%,
is a fractional matching for some supply s € R and capacity ¢ € R, if d,(i) = s; for all
i € I. The matching = is called feasible if it satisfies d,(j) < ¢; for all j € J and perfect
if the inequality is satisfied with equality everywhere. This definition is unconventional,
but rather than focusing on general matching here, we consider distributing supply from
I to J.

Definition 2.13. Let G = (I,J,E) be a bipartite graph with supply s € RL; and
capacity ¢ € RZ,. For a given o € R, we define a proportional fractional matching z,
where

Y ZlEN(i) a
The value for vertex j € J is alloc(j) = ;a5 Tij» and
value(z) = Z min{alloc(j), ¢;},
jeJ

is the value of the matching.

11



Here, we define the weights as strictly positive; it is also possible to define the model
for the case in which the weights are nonnegative. In that case, the vertices with zero
weight receive no supply; also, if a vertex ¢ € I has only neighbors with zero weight, the
matching is undefined. Therefore, in most cases, we assume the graph is restricted to a
subgraph where all vertices have positive weights. In the special case when we allow zero
weights, the undefined edges z;; are defined to be zero.

In general, our aim is to maximize the value of the matching. The following are some
of the known results.

Theorem 2.14. [I] Let G = (I,J, E) be a bipartite graph with given supply s € RL,
and capacity ¢ € RL,. Then for any € > 0 there exists a € R, weights such that
value(z) + € > OPT,, where {x;;}ijer is the proportional fractional matching defined by
a and OPTy is the value of the mazimum b-matching.

This result is somewhat different from the later theorems because it is for arbitrary
graphs, and later we mostly care about graphs where ||s|| = ||¢/|, and we will aim for
a perfect matching. Although with appropriate construction, this result can be derived
from later theorems.

Definition 2.15. Let G = (I, J, E) be a bipartite graph, and let a € RL, and b € R be
supply and capacity vectors, such that ||a|l; = ||b||;. Then G is called matching covered,
if for every X C I it holds that >, v a; <37, y(x) bj, additionally for every set X C I
where X U N(X) is not a connected component, the inequality holds strictly. In other
words, the strict Hall condition is satisfied.

Corollary 2.16. Being matching covered is the same as the existence of a perfect frac-
tional matching x such that x. > 0 for all e € E, because if we take the average of
such matchings, we obtain a matching & such that & > 0. Then, one can verify that the
existence of T is equivalent to being matching covered.

Theorem 2.17. [8] Let G = (I, J, E) be a bipartite graph and given supply s € RL, and
capacity ¢ € RL,, such that ||s||y = ||c||1. Then, there exists o € RZ, weights, such that
value(x) = B-matching, where {z;;}ijer is the proportional fractional matching defined
by «, if and only if G is matching covered. In this case, « is unique for every connected
component with respect to constant multiplication.

Corollary 2.18. When |I| = |J| and s = ¢ = 1, we obtain the special case of a fractional
bipartite perfect matching.

Corollary 2.19. This case is of special interest because the existing proportional frac-
tional matching is also a real fractional perfect matching.

Remark 2.20. If ||s|[; # ||¢||; then the above theorem yields that we can have a propor-
tional matching x with a value equal to the maximum matching if and only if for every
edge e € E there exists a maximum matching y such that y. > 0.

Proof. Take the average of the matchings y = %, then § > 0. Then, let ¢ € RZ, be
such that ¢; = alloc(j). Now ||s||; = ||¢]|1, and by § G is matching covered, so by the
theorem there exists a proportional matching for s and ¢.

12



In the other direction, if there exists a proportional matching x such that its value is
equal to the maximum matching, we can do exactly the same as in the previous case by
replacing ¢y with x. O]

Remark 2.21. Theorem 2.14 can be derived from Theorem 2.17.

Proof. We do this in the usual way, just like when we prove Hall’s Deficiency Theorem.
Let S := ||s||1, based on Hall’s Deficiency Theorem, the maximum fractional matching is
S — D, where

D:r)r}g( Zsi— Z ¢;; 0

ieX JEN(X)

Now, we create G = (1, J, E) by extending J with j connected to all vertices in [, let
¢j=cjforall j€J, ¢ =D+, and s =s, where § > 0. Now check if GG satisfies Hall’s
condition with strict inequality with respect to s and ¢, for any X C I we have

icX JEN(X) i€eX JEN(X)\{j}

Therefore, for every edge, there is a maximum matching that is non-zero on that edge, and
the value of the maximum matching is S. By 2.20, there exists a proportional matching
with value S. If the proportional matching is defined by weights & € RZ,, then if we
define o € RZ, as the projection of & to J we obtain a proportional matching x with
|OPT — value(z)| < d, where OPT is the value of the maximum matching. Because
val(j) cannot decrease for any vertex j € J, if we remove j, the value of the proportional
matching decreases by at most c;, which gives value(x) > S — D — 0. O

In the paper [8], a special combinatorial reformulation of matrix scaling is used, which
provides a strong connection to bipartite matchings. In the matrix scaling section, we will
see that, after transforming the problem into matrix scaling and applying the appropriate
existence theorems, we can derive the above-mentioned results. One of the fundamental
existence results in matrix scaling establishes an equivalence to a flow problem, which
indirectly yields the constraints for the existence of a proportional perfect matching [20].
For proportional flows, we will use this to create our proofs. From matrix scaling, another
immediate consequence is that the perfect matching given by proportional allocation is
unique.

Finding proportional allocations equal to the maximum b-matching yielded good re-
sults for matching covered graphs. When deriving these results from matrix scaling, it
is immediately clear that the issue is that certain edges should have zero weight in the
matching, which is not possible with this model.

Figure 2.1: Proportional allocation example.

13



In this example, if we have s = ¢ = 1, then for weights «;,, o;, > 0 we obtain
14+ —4 and —22— for values on the vertices j;, j, respectively. Therefore, it does not
ajy T, ajy Ty ) ) )
matter how we choose the values; we will never get a perfect fractional matching, but we

can get arbitrarily close, for example, if a;, = 1 and «;, — 0.

2.3.1 Ranked proportional allocation

To always be able to produce a perfect matching as a proportional matching, an extension
of the model was proposed. In this section, we recall the results for ranked proportional
allocation [8]. Here, an extra feature is provided for the vertices along with the weights:
rank values. The purpose of this is to create vertex groups where we allocate separately,
but in a way that is compatible with proportional allocation.

Definition 2.22. Let G = (I,J,E) be a bipartite graph with supply s € RL; and
capacity ¢ € RZ,. For a given a € RZ; and r € Z, let #; = max{r; : j € N(i)}. We
define a ranked proportional fractional matching x, where

SiQj . oA

= ifr;=m

Tij = 2lene(i) M J !
0 otherwise,

where N,.(i) = {j € N(i) : ; = 7;}. The value for vertex j € J is alloc(j) = >
and the value(z) = . ; min{alloc(j), ¢;} is the value of the matching.

ijeng(j) Vid»

Theorem 2.23. [8] For any G = (I, J, E) bipartite graph and given s € RL supply
and ¢ € RL capacity functions. There exist {;}je; weights and {r;};c; ranks such that
value(x) = b-matching, where {;;}ijcp is the ranked proportional fractional matching

defined by a.

Definition 2.24. For a given bipartite graph G = (I, J, E), the Dulmage-Mendelsohn
decomposition is a partition of the vertices of GG into subsets X; LI Y7, X5 LIY5, ... where

i. For each k the induced bipartite graph G[X; U Y]] is matching covered.

ii. For any &' < k it holds, that there is no edge (i,j) € F such that i € X and
Jj €Y.

This decomposition always exists and is unique. Using this, we can define the rank
r; as the index [ such that j € ¥;. With these ranks, the problem is split into disjoint,
smaller problems, each with a matching covered graph.

2.3.2 Algorithm for maximum-cardinality matching

In the latter part, there will be matrix-scaling algorithms that can approximate the
solution to the b-matching problem when a perfect matching exists. A specific algorithm
is presented in [1] for approximating maximum-cardinality matchings. This is based on
proportional allocation and directly modifies the weights. It uses the simple idea that
every weight is 1 at the beginning, and then, in each iteration, it computes the values for
the vertices and updates them based on the difference relative to the capacity.

14



Algorithm 1 PropAlloc algorithm

1: Input: G = (1, J,E),{si}ic1,{c;};es; parameter € € (0,1), number of rounds R.
2: Initialization: Set o; = 1, for all j € J.
3: for rounds £ =1,2,..., R do
4: Step 1: Calculate the proportional fractional matching {z;; }ijer
5: Step 2: For each vertex j € J, update o; as follows:

alloc(j) < i + ) = a; = (1+€)q,

a .
11 i) > (1 = o = J
alloc(j) > (1+ e, = o= 7

6: end for
7. for each j with alloc( /) > c; do
8: Set x; ; = auoc alloe() Xins Vi € N(j)
9: end for

Remark 2.25. Here, the correctness of the algorithm is proven for integer supply and
capacity values, which induces the results for rational values. Therefore, we assume that
the input values are rational.

This is similar to the other algorithms because it iterates the same local optimization.
The difference is that here we do not converge to the optimal solution in any case; rather,
we always obtain a solution close to the maximum matching for appropriate values of R
and e. For any 6 € (0, 1] the algorithm gives a (1 — ) approzimate fractional matching if

e<fand R=0 <log ”/6)> where n = |J|.
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Chapter 3

Matrix scaling

In this section, we recall known results on matrix scaling, along with related areas and
applications. The matrix scaling problem is as follows: for a given nonnegative matrix
A € R™™ we want to find diagonal matrices Dy and D, such that D;-A- D5 has prescribed
row and column values, usually denoted by vectors r and ¢. The matrix D;-A-Ds is called
the scaling of A. A special case of this problem occurs when » = ¢ = 1, and is called
the doubly stochastic scaling problem. This was the original problem, which was later
extended to arbitrary vectors. Algorithmic results are usually analyzed separately for the
general and doubly stochastic cases, yielding different levels of effectiveness. When we
want to find Dy and D for A, there are three possible outcomes regarding their existence.

(i) If there exists Dy, Dy such that Dy - A- Dy -1 =7 and Dy - AT - Dy - 1 = ¢ then A
is called (r,c)-scalable.

(ii) If for every € > 0 there are Dy and Dj such that ||D; - A- Dy -1 —r| < e and
| Dy - AT - Dy - 1 — ¢|| < e, then A is called asymptotically (r, c)-scalable.

(iii) If A is not asymptotically (r,c)-scalable, then A is called non-(r, ¢)-scalable.

Matrix scaling can be naturally defined for non-square matrices; however, as shown below,
it is easy to transform any problem into the scaling of square matrices. In addition, we
defined that we want to find D; and D, diagonal matrices; equivalently, we will use
scaling vectors x,y € RZ, then the scaling matrices are diag(x) and diag(y).

An approach to simplification, widely used in analyzing results, is as follows: assume
that A is a symmetric square matrix and that » = ¢. This is not a restriction because for
any matrix A and vectors r and ¢, the following problem can be defined:

Then, for any D; - A - Dy scaling of A, the two non-zero blocks of A are exactly the
scalings A and AT. Therefore, if A is (r,c)-scalable with scaling vectors x and y, then
A is (#,¢)-scalable by multiplying A width diag((z,y)) from both sides. In the other
direction, if D; and D, define a (7, ¢)-scaling of fl, then the parts belonging to the blocks
define (r,c) scalings on A. Furthermore, without loss of generality, D; and Dy can be
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assumed equal. Therefore, in general, it is sufficient to focus on the problem where we
want to find a D scaling matrix for the symmetric matrix A.

3.1 Historical overview and applications

The matrix scaling problem was independently discovered by multiple scientific communi-
ties. Starting from the 1930s, matrix scaling arose in telephone forecasting, engineering,
economics, numerical analysis, and many other areas. This showed the importance of this
topic and motivated further research [11]. The first algorithm for solving this problem
is called the Sinkhorn—Knopp (SK) Algorithm, which iteratively applies row and column
normalizations. This method was discovered independently in the 1930s and 1940s. One
of the first results for proving convergence was given by Sinkhorn [21] in 1964 who proved
convergence when A is strictly positive and » = ¢ = 1. Subsequently, many techniques
have been used to construct solutions using different areas, such as convex optimization,
nonlinear Perron-Frobenius theory, and even topological proofs for existence and unique-
ness. A recent result showed equivalence between matrix scaling and choice modeling
based on Luce’s choice axioms [18]. This connection revealed that the results in these
areas were either the same or interchangeable.

Initially, the convergence of algorithms was proven only for strictly positive matrices,
although the existence result already existed for nonnegative matrices. Later, convergence
was proven in every case, but it always required additional work compared to the strictly
positive case. Newer algorithms, based on first- and second-order methods, yield much
better complexity results [2] than the original SK method.

One of the most basic applications of matrix scaling is preconditioning linear systems;
the idea behind it is that a doubly stochastic matrix is better conditioned. This is a
widely used technique, although no theoretical bounds have been provided. Another
important application is the development of approximation algorithms for the optimal
transport problem [3,7], which also has connections to large language models [10].

3.2 Basic results on matrix scaling

In this section, we list some of the most important theorems regarding the existence of

matrix scaling. In the following, we assume that A € RL§" and r,c € RZ; are given
vectors, where ||[7||; = ||¢|[;. In this section, we collect a few important theorems on

matrix scaling, all of which are presented in the paper [20].

Theorem 3.1. A is (r,c)-scalable if and only if there exists a nonnegative matriz B €
R™" such that B1 =r, BT'1 = ¢ and supp(A) = supp(B).

Remark 3.2. This condition can be tested in polynomial time because it reduces to a
network flow problem.

Proof. We construct a bipartite graph G = (I, J, E), where |I| = |J| = n, and the edges
are B = {ij |1 € I,j € J,ij € supp(A)} with infinite capacity. We extend this to a
flow problem by adding vertices s and ¢ and connecting them to the vertices in I and
J, respectively, where the capacity of si € E is r; and for jt € E is ¢;. In this graph,
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we need to check whether there exists a strictly positive maximum st-flow f € RZ, with
value ||7]|. O

Remark 3.3. For doubly stochastic scaling, this result translates to finding a perfect
fractional matching that is nowhere zero. This is exactly the same as being matching
covered.

Theorem 3.4. Given a nonnegative matrix A € R™" and positive vectors r,c € R", the
following are equivalent:

(i) For any e > 0, there exists a scaling B of A which satisfies
||BL —r|| <eand||B"1 —¢|| <e (3.1)
(i) There exists A" € R™™ with supp(A’) C supp(A) and Aj; = Ayj for every (i,j) €
supp(A’), where A’ is (r, c)-scalable.
(iii) There exists a matriz B € R™™ with supp(B) = supp(A) which satisfies (1).
(iv) There exists a matriz B € R™™ with supp(B) C supp(A) which satisfies

Bl =r and B'1 =c. (3.2)

Remark 3.5. In the paper [20], there are more equivalent statements; only the ones used
in this thesis are mentioned here.

Corollary 3.6. This is an extension of the previous theorem for the asymptotically (r, c)-
scalable case. Many more equivalence theorems have been derived from different areas and
used to analyze matrix scaling.

Corollary 3.7. We know that for the (r,c)-scalable case, we have a unique solution, and
in the asymptotically (r,c)-scalable case, we have a unique solution for all appropriate
sub-patterns.

3.3 Connection to convex optimization

As mentioned above, there are several methods for analyzing matrix scaling and deriving
results, one of which has a natural connection to a convex optimization problem. We
present two versions of the same approach, which were used to derive efficient known
algorithms [2, 6].

For given A € RY;"™ and r, ¢ € R%, consider the following objective function:

g(x,y) = Z Z aij - €7 Y — Z Tir; — Z YiCi. (3.3)
i=1 j=1 i=1 i=1

This function is smooth and convex on R” x R™. We now consider the convex optimization
problem

i . 4
Join g(z,y) (34)
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Due to the results in convex optimization, if a local minimizer exists, it is a global
minimizer, and a point is a local minimizer if and only if the derivative is the all-zero
vector. Using this, we want to find the root of the derivative. We have the following
system of equations given by the derivatives:

n
E aij exi eyj =Ty,
i=1
n

E a;je" e = cj,

=1

foralle=1...nand j=1...n. If the z,y € R"™ pair is a solution for the system, then
the vectors &; = e™ and g; = e¥i are scaling vectors for an (r, ¢)-scaling. This also applies
in the other direction; therefore, the minimization of this problem is equivalent to finding
an (r, c)-scaling.

A very similar approach is given by the objective function

fz) = i r; - log <i ai; - emj) —clz. (3.5)

This is also a convex function, which is specifically constructed for the matrix scaling
problem and uses the fact that the scaling matrix D; defines its pair Ds.

These two approaches were used by two different groups studying the problem simul-
taneously, and both approaches yielded similar results.

3.4 Connection to optimal transport

Optimal transport has a natural connection to matrix scaling; in the paper [3], the optimal
transport problem, along with minimum mean cycle search, is connected to matrix scaling.
In the following, we recall the connection between optimal transport and matrix scaling.

The optimal transport problem is defined as follows: given a bipartite graph G =
([n], [n], E) with edge weights ¢ € R¥ and probability distributions p, v € A,,, where A,
is the probability simplex. The optimal transport problem is

min E fe+ Ce.
ecE

FERE,
df(i):ui, Viel

It is easy to provide an LP formulation for the problem, let C' € R™™" be such that
Ci; = ¢i; for all ij € E, otherwise 0.
min (P, C) (3.6)

PeAnxn
P=u,PT - 1=v

An alternative way to solve this problem is to apply entropic regularization
1
min  (P,C)+ —- H(P), (3.7)

PEAnxn i
Pi=u, Pl 1=v
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where H(P) = 7", 3% | Pi; - log(P;) is the negative entropy of P. This makes the
problem strictly convex; taking the Wolfe dual yields a maximization problem.

1
max (P,C)+ ~-H(P)+ (z,P-1—pu)+ (y,PT-1—v)
PeArﬁ{n n
z,yeR™

1 ..
Cij + n (log(pij) +1) —x; —y; = 0, Vij € [n] x [n]

P-1—-—p=0
PT.1—-v=0

Let K € R™" such that K;; = e™"%, then P only satisfies the constraints if it is an
(u,v)-scaling of K. If this exists, then P is unique, and = and y are determined by
the scaling vectors. Assuming that G is a complete bipartite graph, we conclude that a
solution always exists. Equations (3.3) and (3.5) are constructed similarly, but without
the entropy control variable.

Remark 3.8. This result provides a way to approximate the solution for optimal trans-
port and can be used in real-world applications. It also shows that, in general, we can
alter the scaling result by changing the values in the scaled matrix. For example, in the
case of proportional matching, we can prioritize some edges more than others.

3.5 Algorithms for matrix scaling

To solve the matrix scaling problem, the first question is whether there is an algorithm
that computes the scaling vectors exactly. To obtain a solution, we ultimately need to
solve a nonlinear system of equations; therefore, there is no hope of creating an exact
algorithm [19].

The most well-known algorithm is the SK algorithm [21], which is based on the natural
idea of iteratively normalizing the rows and columns. In the algorithm, we use scaled
diagonal matrices rather than vectors for simplicity.

Algorithm 2 SK algorithm

1: Input: A € RY", r,c € RZ,, number of rounds R.
2 Xog I and Y, < I;

3 fori=1,2,...,Rdo

4: Y; «+ Yy - diag(Yi_y - AT - X; 1 - 1)71 - diag(c);
5

6

7

X+ X - diag(X;_1 - A-Y; - 1)71 - diag(r);
. end for
: return Xy and Ypg;

In the algorithm, we only computed the scaling matrices, but for further analysis, it is
worth introducing A; = X; - A-Y;. At the beginning of this section, we introduced three
cases for the existence of matrix scaling. Regarding the SK algorithms, we obtained the
following results.

(i) If Ais (r,c)-scalable then the algorithm converges to the unique scaling.
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(ii) If A is asymptotically (r,c)-scalable, then the algorithm converges to one of the
unique solutions for a given sub-pattern.

(iii) If A is non-(r, ¢)-scalable then the algorithm oscillates between two states.

The best known result for the SK method was given by Kalantari et al. [13], they
showed that if the entries of A are polynomially bounded, then the method converges in
O~(€%) iterations for doubly stochastic scaling and O(’;—;) iterations in general, where h =
|I7]l1 = |lelli- One of the strong points of this algorithm is that it is very easily parallelized;
therefore, in cases of fast convergence, it is very usable in real-world applications, which
is why it performs well for approximating optimal transport.

As mentioned above, more recent algorithms are based on convex optimization, using
first- and second-order techniques. Paper [2] presents four new algorithms that outper-
form all previous algorithms. They provide different results for doubly stochastic scaling
and (r, ¢)-scaling, in which they differentiate three cases: full positive matrix, scaling fac-
tors polynomially bounded, and the general case. They improved the result to O(n/ eg)
iterations for doubly stochastic scaling and O(n3h3 /€3) iterations for (r, ¢)-scaling in the
general case.

Another approach for creating matrix scaling algorithms is to use network flow. In
the paper, the almost-linear-time network flow algorithm [4] was applied to accelerate
the scaling algorithm. They provided an exp(— log® n) approximation algorithm, which
runs in nearly linear time with respect to the non-zero elements of the scaled matrix, for
the doubly stochastic scaling problem for any constant C.

3.6 Non (r,c)-scalable matrices

In this section, we recall known results for the case when the matrix is non-(r, ¢)-scalable.
In the following, we do not assume that the natural constraint ||r|; = ||c||; is satis-
fied. One approach for this analysis is to consider matrix scaling as KL-divergence min-
imization. In the following, we use the usual setup for finding an (r, ¢)-scaling for the
nonnegative matrix A.

Definition 3.9. Let P, elements of the vector space Rgo then the KL-divergence is
defined as

N P
Dkr(P|Q) =Y Pi-log =,
i=1 Qs
where the term is 0 if P, = 0. If there exists i € [n], such that @; = 0 and P; > 0, then
it is defined +oc.

The idea behind this analysis is that the SK algorithm uses projections to subspaces
at every step. Let’s define these spaces

M= {M c R%” : supp(M) C SUPP(A)},
R={MecM|M- 1=r}
C={MeM|M" 1=c}
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The SK algorithm starts from A projects and projects it onto R and C repeatedly. To
define the problem in terms of the KL-divergence, the definition can be extended to
subspaces.

Definition 3.10. The KL-divergence for the subspaces R and C is defined as

inf Dgr(P|Q). )
L k1 (P[Q) (3.8)
The problem is now equivalent to minimizing the KL-divergence. To study this rather
than looking at the sequence of scaled matrices, we look at the sequence {(My, Ni) }r=1...,
where Mg = X;-A-Y; 1 and N, = X, - A-Y, are the projections in each iteration,
respectively. Where X; and Y; are given by the SK algorithm.

Theorem 3.11. [9] The sequence (My, Ni) converges to a minimizer (M*, N*) of (3.8).

Remark 3.12. The limit (M*, N*) is called the Sinkhorn limit of A. If RN C # () then
M* = N*; this is exactly the case when A is (r, ¢)-scalable.

The paper shows that the Sinkhorn limit can be explicitly expressed as a sum of
disjoint blocks. In fact, for doubly stochastic scaling, they show that the block structure
is a refined version of the Dulmage-Mendelsohn decomposition. They also provided a
simple way to find a Hall blocker based on the scaling vectors given by the SK algorithm.
The paper mentions that the bound for the number of iterations is O(n?log(n)).

They also extended their analysis to the case when r, ¢ are integer vectors and ||r||; =
le|l1. The number of iterations here is changed by ||r||; as seen before for the scaling
algorithms.

Remark 3.13. Another important connection to the KL-divergence is given by the for-
mulation

Pé%fnc Dico(Pl|4).

When calculating the Wolfe dual, just like for Eq. (3.7), we obtain exactly matrix scaling.
This is the main idea for the Theorem 3.1, because if there is a matrix B € R N C with
the same support as A, then Dy (B||A) is finite. Adding that RNC is closed and convex,
we can guarantee that the minimizer exists.

3.7 Convergence results for matrix scaling

In this section, we recall known results connected to the convergence of the SK algorithm.
Until this point, we have mostly looked at existence results and convergence results
without any exact bounds. The reason for this is that, in general, it is quite difficult to
obtain any good result, and in some cases, the convergence is sublinear.

However, if the matrix A satisfies some assumptions, linear convergence can be proven.
In the following, let A be a nonnegative matrix and (r, ¢) be the target row and column
sums, such that they satisfy

i. Ais (r,c)-scalable.

ii. A is indecomposable.
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Under the conditions in paper [14] it is shown that if 7 = ¢ = 1 we have linear
convergence in terms of the scaling vectors. This is a local convergence result, meaning
that linear convergence is only proven if the scaling is already in a sufficiently small
neighborhood of the solution.

In 2025, a surprising new connection was shown between matrix scaling and choice
modeling [18]. They showed that certain choice modeling problems are equivalent to
matrix scaling and that algorithms in the two areas are effectively identical. They provide
new global convergence bounds for matrix scaling. In the following, let g be different from
Eq. (3.3), by taking the logarithm of the variables, that is,

glz.y) =2 Ay = log(z;)ei — Y log(yi)ri.
i=1 i=1
The results will provide a bound for g(z®,y®) — g(a*, y*), where (@, y®) is the i-th
pair of the SK algorithm and (z*,y*) is an optimal solution. Before recalling the bound,
we must define more parameters.

B :=sup || (% y)”oo
(z,y)

subject to (x,y)" -1 =0,
g(z,y) < g(@?,y?)

Where (z(9,y©) is the start of the SK algorithm.

_ |diag(A - 1) —A

L —AT diag(AT - 1)

This is the Laplacian matrix of the bipartite graph with biadjacency matrix A. From
this, the proof uses the Fiedler eigenvalue, which is Ao(L), the second smallest eigenvalue.
Lastly, the following parameters quantify the smoothness of g.

lp = max(AT - 1);, [ == max(A- 1),
J 7

Theorem 3.14 (Qu, Galichon, Gao, Ugander). [18] Suppose that the above assumptions
are met. Let (9,4 be the pair given by the SK algorithm in the i-th iteration. Define

*

g* =1inf, , g(x,y), then the following bound can be given

o o M(L) .
(i+1) , (i4+1)\ _  * < (1= 432— . (@) @)y __ o * )
gy ) —g _< € mm{lmll}) (9(z*,y™) — g")

From this, the bound for the i-th iteration can be written as

22(L) })Z (g(a®,y @) — g*).

) 0y _ o < (1 - etB_22E)

Remark 3.15. The distance from the optimal value can be written as the KL-divergence
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where A, is the solution, and A; is the scaled matrix in the i-th iteration of the SK
algorithm. By using Pinsker’s inequality, we get

Therefore, the given bound also shows that the linear convergence is true for the scaled
matrix and the row and column sums.

Theorem 3.16 (Qu, Galichon, Gao, Ugander). [18] Suppose that the above assump-
tions are met. Let (z*,y*) be an optimal scaling. Define ||v||—w = min; |v;| and C =
max{ ””m*H“’ L oo - 0¥ loo}- Start the SK algorithm from 2 = y© =1,

00" T oo T =0

then ||(e*”,e¥")||oo < C for all i > 0 and for any e < smin{[|r|| -, |lcl| -0}, after

o (02 ‘ mlﬂ{H;Dz‘Z)Hch} - (log(1/€) + log log C))

iterations of the SK algorithm, the gap |A; - 1 —r||; <e.

Corollary 3.17. This result gets rid of the value B of the previous theorem, which is
quite hard to calculate, therefore giving a bound that can be approrimated more easily.

Remark 3.18. With this global approach, the constants are much larger than when
measuring local convergence. In practice, it is quite easy to find cases where performance
is slow for many iterations, then speeds up and converges linearly.
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Chapter 4

Proportional flows

In Chapter 2, we established the theoretical foundations of proportional allocation and
provided preliminaries, and in Chapter 3, we presented results on matrix scaling along
with related problems.

In this chapter, we present our results. The chapter is organized as follows: In Sec-
tion 4.1, we introduce our model. Section 4.2 explains our decisions regarding vertex
capacities. In Section 4.3, we outline methods for calculating flow based on given weights
and demonstrate how to connect these results to stationary distributions. Building on
this, Sections 4.4 and 4.5 present our main results, including the existence of proportional
flows and algorithmic approaches for approximating the flow. Finally, in Sections 4.6
and 4.7, we show additional ways to connect to the network flow problem and present an
extension of the model.

4.1 Defining proportional flows

In this section, we define our model for proportional flows based on the model for pro-
portional allocation.

In the following, we assume that all graphs are connected; otherwise, the results hold
component-wise. Furthermore, for any directed graph G in the case of an st-flow, we
require the condition mentioned in the introduction, that G' + ts is strongly connected in
such a way that the only edge leaving ¢ and entering s is ts. The second condition can be
thought of as taking a subgraph of interesting vertices where the flow can be nonzero, and
it also eliminates cases where we would need 0 weights and possibly extends the graph
with extra source and sink vertices that connect only to the original vertex.

To make the proportional rule compatible with flow conservation, we represent an
st-flow as a circulation by adding the edge ts. The incoming amount at a vertex is then
redistributed among its outgoing neighbors proportionally to prescribed vertex weights.

Definition 4.1. Let G = (V, E)) be a strongly connected directed graph, and s,t € V' be
the source and sink, respectively. For given positive weights o € RY, the flow f € ]Rgo is
a proportional flow if

_ Y5 (u) T Oy
fuv - —7
ZweN+(u) Qo
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for all uwv € E.

Remark 4.2. In the case of a regular network flow problem, we can add new source and
sink vertices connected by an edge from the sink to the source. This creates strongly
connected graphs. Any flow on the original graph is a circulation on the new graph;
therefore, the above definition covers regular network flows.

Definition 4.3. Let G be a directed graph with an s source, ¢ sink, and a ¢ € RY vertex
capacity function. We call G flow covered with respect to c if there exists a maximum
st-flow y such that y is strictly positive.

Remark 4.4. The same definition can be used for matching covered bipartite graphs.

As mentioned in the introduction, we could use a truncated model in which the
requirement is that the incoming flow must be at least as large as the outgoing flow.
Fortunately, we do not need this extension to derive the results.

4.2 Edge capacities

Before presenting the results for proportional flows, we provide a rationale for using ver-
tex capacities rather than edge capacities. In the case of edge capacities, the maximum
proportional flow can be much smaller than the actual maximum flow. In fact, we can
construct an example where the maximum flow is an arbitrary fixed value, and the pro-
portional flow can be smaller than any € > 0. We will demonstrate this for the truncated
model, which is stronger than the model we use.

In the following example extreme values are used to emphasize the result and simplify
the calculation. We could replace oo with any number greater than x and 0 with a
negligible value, and obtain a similar result.

— r - OO>O:@»OO> Yy —>
0

0

Figure 4.1: Edge capacity example.

In the above example, the labels on the edges are the edge capacities. It is immediate
that the flow leaving D is x for a general network flow. Let us assume that the flow f
is induced by the weights . We want to bound the outgoing flow y. If we calculate the
incoming flow for all the vertices, we obtain the following:

Qf<A> =2z,
X - AR
B f—
07(B) P
07(C) = 04(B),
0¢(C) - ap
D) —
07(D) P



All these values depend only on z, ap, and ap. Because of the 0 constraints, we can
calculate the flow passing through easily, which is

ap - Qop

xXre —————.
(CVB + C(D)2

Because ap, ap > 0, therefore the fraction is at most Lll, so the amount passing through
is at most 7. For any given network flow, we can append multiple copies of this after s,
then the maximum flow does not change, but whatever the proportional flow was, it will
be much smaller. In fact, for € > 0 using [log, £] copies, it achieves that the value of the
maximum proportional flow is smaller than e.

4.3 Computing proportional flows from weights

When deriving the result for the underlying combinatorial problem, there is a major
difference between proportional allocation and proportional flow. For given o weights,
the proportional allocation can be easily calculated, and the matching can be constructed
by scaling the values, similar to the PropAlloc algorithm (Section 2.3.2).

In this section, we present our first results: two ways to calculate the proportional flow
from the given weights. Calculating the proportional flow based on the given o weights
is not as simple algorithmically, because these values depend on each other. Consider the
example in Fig. 4.1; if the minimum capacity is a positive § rather than 0, we would need
to solve a linear system of equations to compute the outgoing flow for given weights.

4.3.1 LP formulation

Calculating the proportional maximum flow from the given o weights can be written as
a linear program as follows:

maxgicmize 0(5)

subject to  0,(v) = 0.(v) Yo eV,
o Qx(u) T Oy Vo € E,
ZweNﬂu) Qay
Qac(v> < ¢y Yv eV,
x>0

We can also calculate a k-flow using linear programming by adding the constraint
0:(s) = f¥; in fact, in the next part, it will be clear that by calculating any solution, we
obtain all the solutions. In addition, this formulation can be used to compute the result

for the truncated version. The other approach is much more helpful for deriving results.

4.3.2 Stationary distribution

Another way to consider this problem is to compute the allocated flow for every edge
without the supply; these give probabilities for the edges. More precisely, the weights

27



Ay
Z:u/€N+(u) Qw
we are at node u, we go towards node v with probability p,,. Using the fact that the

incoming and outgoing flows must be equal, we get the same problem when calculating
the stationary distribution.

Let P € R™ " be the transition matrix where P = (py,), where p,, = 0 if uv ¢ E.
Then, P is a nonnegative row-stochastic matrix. G is strongly connected; therefore, P is
irreducible, which means that for P? the largest eigenvalue \; = 1 is singular, and the
corresponding eigenvector can be chosen to be nonnegative 2.9. In other words, there is
a unique stationary distribution to P, let m be this stationary distribution, then 7P = 7.
Therefore, calculating the flow is equivalent to finding the eigenvector corresponding to
the eigenvalue 1.

Because the eigen subspace is one-dimensional for the eigenvalue 1, any flow is a
multiple of 7. This shows that if any solution 7 > 0, 7 # 0 is given, then we can calculate
the maximum flow by multiplying 7= with min; 7% where c is the capacity vector.

define the probability for each edge uv € E as p,, = , which means that if

4.4 Existence of proportional flows

4.4.1 Connection to bipartite graphs

In this section, we observe that proportional and network flows, in general, are closely
related to fractional b-matchings.

Definition 4.5. Let G = (V, E) be a strongly connected directed graph and f € R%,
a circulation. Then, f can be naturally interpreted as a fractional b-matching on Gp,
which we call &), where G is the bipartite form of G.

For any given G strongly connected directed graph and f circulation, f¥) is sym-
metric with respect to the natural bijection. Moreover, any such symmetric fractional
b-matching in G defines a circulation. If we are given y € RY, such that there exists a
circulation f where the flow passing through vertex v is y,, finding a perfect b-matching
where all supply and capacity are y, in Gp can restore a circulation that generates y.
Given previous results for bipartite graphs, this is promising for finding proportional
flows, but we can only apply these results if we are given a vector y of flow values on the
vertices.

We can use a simple construction in the following cases. Given G' = (V, E) a strongly
connected directed graph, s € V and ¢ € RY capacity values, we want to know whether
there exists a circulation f € REZ;, where d,(s) = c¢,. Such circulation exists if Gp
has a symmetric b-matching = with respect to the natural bijection, where the supply
and capacity are both ¢. By extending G with the edges {wou; | v € V\{s}}, any
symmetric b-matching can be extended to a perfect matching, and any perfect matching
can be reduced to the desired symmetric matching. This construction can be used to find
k-flows by finding perfect matchings. We call this the extended bipartite form.

To obtain the value of the maximum matching, we can set ¢, sufficiently large and
then compute the maximum matching.

Proposition 4.6. The value of the mazximum matching, when ¢, > OPT, is equal to
OPT + ZUGV\{S} Cv, where OPT is the value of the mazimum flow.
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Proof. The maximum flow f naturally defines a symmetric b-matching on Gz. We can
increase the value on every edge ugu; for v € V until both vertices become saturated.
Therefore, from the maximum flow, we can create a b-matching with value OPT +
> sev\(s) Cs» let’s call this matching .

If z 1s not a maximum b-matching, then there exists an augmenting path that can
increase the value of the matching. Outside of sy and sy, all vertices are saturated; such
a path can only go from sy to s1, but this would also give a path in the original graph
G where the flow can be increased. This contradicts the fact that we started with a
maximum flow; thus, it follows that x is a maximum matching. m

Corollary 4.7. The mazimum matching cannot necessarily be transformed into a flow
immediately;, however, if an approximation to the value of the mazimum matching is
given, it also provides an approximation to the value of the maximum flow.

4.4.2 Existence

In this section, we show the necessary conditions for a proportional flow to exist and
provide an e approximation of the maximum flow for any given network flow problem
via proportional flow. These results are closely related to the results for proportional
allocation, and we can mostly rely on them; however, for further analysis, it is beneficial
to use matrix scaling. In addition, it is clear that these theorems and proofs cover the
bipartite matching case.

Theorem 4.8. For any G = (V, E) strongly connected directed graph, and f € RE,

circulation, there exists a unique proportional flow f such that or(v) = gf('v) for all
velV.

Proof. Let A € RV*V be the adjacency matrix of G. If we have a proportional flow, it
is equivalent to having a (r,r)-scaling of the matrix A, where r € RY;, and r, = f~(v)
for all v € V' by Theorem 3.1. If there are scaling vectors x,y such that they define an
(r,7)-scaling of A, then the following holds:

n

Zaij'ﬂci'ijTz‘ (4-1)

Jj=1
T

N (4.2)
D i1 @ij * Y

xT; =

A is the adjacency matrix; therefore, equation (4.2) can be rewritten in the following

format for every u € V:
Tu

Zw€N+(u) Yw
This implies that the components of the scaled matrix B = diag(z) - A - diag(y) are as

follows:
; {0 ifuv ¢ F

Ly =

Yv 3
= —— T lf uv € E
Zw€N+(u) Yuw “

B also satisfies that B-1 = r and BT - 1 = r, so the values in B exactly define a flow,
which is a proportional flow defined by the weights y by construction.
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Conversely, if we are given weights o € RY,;, which define a proportional flow satisfying
the conditions, then let 8 € RY, be the vector 3, = <—=——. Then, §,a define an

X:'UEN+ (u) Qv
(r,7)-scaling on A.
From this, we also see that the proportional flow is always equivalent to a scaling of
A, and hence it is unique.

]

Corollary 4.9. From the matrixz scaling theorem, we know that the scaling is unique;
therefore, the weights defining the proportional flow are unique up to a constant factor.

Corollary 4.10. We can have a proportional flow that coincides with the flow values at
the vertices with a given flow if and only if there exists a flow with the same values on
the vertices that is positive on every edge. In the case of bipartite perfect matching, this
can be interpreted as requiring a perfect fractional matching such that every edge has a
positive value, which is equivalent to being matching covered.

Lemma 4.11. Let G = (V, E) be a strongly connected graph with capacities ¢ € RY,
and let f € Rgo be a feasible circulation. Then for every e > 0 there exists a feasible
circulation g, such that g is strictly positive and |04(v) — 0r(v)| < e.

Proof. Let g be a feasible circulation, then any convex combination of f and ¢ is a feasible
circulation, because

f-A=XN+g-A<c-(1=XN+c-A=c

where A € [0,1]. Let C = {C},...,C;} be a minimal cycle cover. For Cj, let the char-
acteristic vector be fe,; this is a circulation. By combining the cycles with a convex
combination, we obtain f = %22:1 fo, which satisfies that f < 1. Because C is a cycle
cover, it is strictly positive, because every edge is in at least one cycle. Let n := minc,,
then n- f < ¢, so it is feasible and still strictly positive. For A € (0,1) let f, be as follows

h=F@=N+n-fx
For every value of A, it is still a feasible circulation which is strictly positive. If A — 0,

then ||f — falle = Allf =7+ flloo — 0. From this there exists a Ao such that if A < Ao,
then [[f = fillo <€ O

Theorem 4.12. Let G = (V, E) be a directed graph with a s source, t sink and ¢ € RY,
vertex capacity function. There exists a proportional flow f such that |value(f)—OPT| <
e for any given € > 0, while satisfying the capacity constraints, where OPT s the value
of the mazimum flow. Furthermore, for any given flow g there exists a proportional flow
g such that |0,(v) — oy (v)| < € for each v e V.

Proof. 1t is sufficient to prove the second part because the first part follows from it. Let
G' = (V, E’) be an extension of G where we add the ts edge to the graph. Without loss of
generality, we can assume that G’ is strongly connected; otherwise, for any given f flow,
we could just remove the vertices from G where the value of the flow is 0. In addition, a
flow for the restricted graph can be extended to the original graph by setting it to zero
on the deleted edges.

Using Lemma 4.11 we can create a feasible flow g from f, which is strictly positive
and |of(v) — g4(v)| < € for each v € V. By Theorem 4.8, there exists a proportional flow
such that its values on the vertices are exactly g,(v) for all v € V. O
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4.5 Calculating weights for proportional flows

Given the existence result, it is a natural question how to compute a solution. Due to the
equivalence to matrix scaling, we cannot expect an algorithm to compute exact values.
In addition, simple examples show that the solution cannot be calculated using only the
four fundamental operations.

There are multiple simple algorithms for approximating matrix scaling that are per-
fect for proportional allocation, but have fundamental difficulties for proportional flows.
Namely, when we approximate proportional allocation, we obtain a solution in which the
allocated amount lies within € of the desired value; by truncating the values at the edges,
we obtain a solution close to the optimal one. When using approximated values for the
proportional flow problem, we cannot simply truncate the values on the edges because
the incoming and outgoing flows are not necessarily the same for the vertices. The first
question is whether the flow given by the approximated weights is close to the desired
solution.

Several questions arise when discussing the desired solution. We can aim to approxi-
mate flow values at every vertex or ensure that the flow value is close to optimal. In the
current simple model, based on the solution’s structure, it is necessary to provide a bound
for every vertex, since there is no distinction between the source and other vertices.

4.5.1 Calculating k-flows

In this section, we present our results for finding flows with a given supply value k. Until
this point, we used an existing flow and approximated it; however, now only the desired
flow value is given. For this, we define an extended form motivated by the extended
bipartite form defined in Section 4.4.1.

Definition 4.13. Let GG be a directed graph with a given source s € V. The extended
adjacency matrix of G is defined as

A=A+ 1 —diag(e,),
where e, is the canonical unit vector corresponding to s.

Corollary 4.14. In terms of the graph G, A is the adjacency matriz of G with added
loops to every vertex other than s.

In the following, let G = (V, F) be a strongly connected graph and ¢ € RY; be the
vertex capacity function, where ¢, = k for the source s € V. Instead of scaling the
adjacency matrix of GG, we will scale the extended adjacency matrix of GG, let this be
matrix A.

Using the results for the extended bipartite form, we know that A is (¢, c)-scalable if
there exists a flow with value k on G that is strictly positive. By Theorem 4.12, if £ is
smaller than the maximum flow, the scaling exists.

We will use the SK algorithm to obtain a flow approximation. Let A; be the scaled
matrix after the i-th iteration of the algorithm. Then, the transition matrices are P, =
dz'ag(c)_lfli with stationary distribution m;. We denote the component of the vector m;
related to v € V' as (m;),. Then, we define the proportional flow after the i-th iteration
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as fz = min, & - m;. Assume that Ais (¢, c)-scalable, then A, is the scaled matrix, P, is

the transition matrix, m, is the stationary distribution, and f* is the flow. Here, f* is a
k-flow on GG with additional loops. By removing the loops, it remains a feasible k-flow
on G. The following theorem is the main result of this section.

Theorem 4.15. If A is (¢, c)-scalable, then the sequence (ﬁ) converges to f. linearly.

Proof. Ais (c, c)-sAcalabZe and G is strongly connected; therefore, A is indecomposable.
Every scaling of A is therefore indecomposable. From this the assumptions hold for
Theorem 3.14, adding Remark 3.15 we get that there exists ¢ < 1 and C, such that

LA, — Al < Dro(AllA) < ¢ -C.
JA. — Ay < 4.2V,
Applying Theorem 2.12 there exists a £ > 0 such that
| — w1 < ¢/*-4-k-VC.
From this there exists K such that if ¢ > K, then

G G | N = il g [ = (Ml 2y
®)s (® N e P S P R AL

Let \;; = o , then

i (mi)s — A - (m)i] =
= |(Nij — M) (T — (m)r) + A ((mi)k — (M) + (m)e(Aij — Aj)| <
< [Ny = M) () — ()| + Al (i) — ()il + (m)rl Xig — A

Every part converges linearly; therefore, the sum converges linearly. We showed that \; ;-
m; converges linearly to A, ; -7, in every component. There are finitely many components;
therefore, the ||.||; norm converges linearly.

Let j, be the minimizer among the components. Because there are finitely many
components after a while, every component will have a value of at least A, j, — € for any
€ > 0. From this, we can conclude that fz converges linearly to f* O

Remark 4.16. If k£ is exactly the maximum flow, and Ais only asymptotically (r,c)-
scalable, then despite the SK algorithm producing matrices A; that converge to A,, the
sequence ( fz) does not necessarily converge to f This is mainly because it is not guar-
anteed that P, has a one-dimensional eigenvector space for the eigenvalue 1.

Corollary 4.17. The theorem proves local convergence; it is possible to provide a global
bound using Theorem 3.14 to calculate K, but the result would still contain the optimal
scaling vectors. Therefore, it would not yield any real applicable results.

Corollary 4.18. If k is smaller than the maximum flow, then the existence of a solution
1s guaranteed. If k is greater than the mazimum flow, we can detect that the SK algorithm
does not converge by finding a Hall blocker (Section 3.6), if capacities are integers. From
this, a simple algorithm can be developed to approximate the mazimum flow.

Corollary 4.19. For tasks in which the question is whether a k-flow exists, this provides
a potentially useful algorithm. For example, the bipartite perfect matching is such a
problem.
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4.5.2 Calculating maximum flows

Our results up to this point required at least the flow value we wanted to approximate.
In general, when solving a network flow problem, we cannot assume that the maximum
flow value is known.

Our first observation is that, based on Proposition 4.6, to obtain the value of the
maximum flow, it is sufficient to calculate the maximum matching. Using the PropAlloc
algorithm (Section 2.3.2), an approximate matching can be made, the result can be
applied to Theorem 4.15, and a proportional flow can be given, which is an approximation
of the maximum flow.

Another possibility is to create an algorithm based on optimal transport. When
defining the problem, we can adjust the extended adjacency matrix A, such that (A)t,S =
1. Using Remark 3.8 by choosing n sufficiently large, when we calculate the scaling on
the matrix, we effectively approximate the maximum flow.

4.6 Recovering flows from approximations

If we want to solve the network flow problem, another possibility is not to compute the
proportional flow at the end from the stationary distribution; instead, we create a flow
from the given approximation, which does not satisfy the equality. In this section, we
present a few simple methods to transform an approximation into a flow.

Here, we use the same notation as in the previous section. Suppose Ais asymptotically
(¢, c)-scalable and (X,Y") is the output of the SK algorithm with an appropriate number
of rounds, B = X - A-Y satisfies that BT - 1 =c and ||B- 1 — ¢|| < e. In other words, if
we consider B to be a flow-like edge function, then B satisfies that the incoming flow is
exactly r, for all v € V and the outgoing flow differs by at most e. We call this flow-like
edge function b.

A natural idea is to try to fix b by truncating or changing the outgoing flows. Here, a
similar problem arises when calculating the proportional flow from the weights, namely,
by decreasing, there can be a lot of accumulated changes.

Proposition 4.20. If the difference forlg s at most € at each vertex, we can transform
b into a flow f where we violate the constraint by at most € - |V'| for any vertex in linear
time.

Proof. First, we calculate two spanning arborescences using breadth-first search. Let
F| be an arborescence in the original graph rooted at s, and F, be an arborescence in
the graph with inverted edges rooted at t. Now, we increase the path from s to v in
the given graph by max(d;(v) — 0;(v),0) in F; and increase the path from v to ¢ by
max(o;(v) — 0;(v),0) in F. Every node is on at most |V| paths, so it is increased by at
most € - |V]. O

Corollary 4.21. Multiplying the flow by an appropriate value, we can ensure that the
flow satisfies the capacity constraints.

Remark 4.22. There are many more ways to fix b in general, but these have worse
complexity and cannot ensure a better approximation for the resulting flow. One natural
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approach would be to optimize this to minimize the loss; in this case, we obtain a network
flow problem.

If the original graph for the flow problem is acyclic, then b can be fixed easily in the
following way without violating constraints. Take vertices in topological order vy, ..., vy,
then fix b for every vertex in order. If 0;(v) # 0;(v) we resolve b on edges in Af(v) by
scaling with the appropriate value. Because there are no cycles after the iterations, the
incoming and outgoing flows are equal for all vertices other than s and t; therefore, it is
a flow.

Proposition 4.23. In the case of acyclic graphs, if the difference forI; is at most € for
each vertex v € V', then we can create a flow in linear time, where the value of the flow
is at least maz flow — € - |V|.

Proof. Let s = wvy,...,v, = t be a topological ordering, and V; = {vy,...,v;} for all
i € [n]. Let g; be the flow after processing the i-th vertex, then for every V; it holds that
50, (Vi) = g3(s) — Vil - .

Execute the algorithm in such a way that we only decrease the values on the edges;
this clearly yields a lower bound. For V] it is true by the definition of b, and if V; satisfies
this, then

Ogisr (Vig1) > 64,(Vi) — 0g, (vig1) + min(og, (vig1), 05 (vig1))-

Because we only decrease, therefore gy, (vit1) < 0;(vit1), from this

Og; (vi-i-l) - min(ggi (vi-i-l)’ 6l§<vi+1)) <e
Then, by induction, the claim holds for every V;. O]

Remark 4.24. For this previous claim, we only need that b is non-zero on an acyclic
graph. Using the results from optimal transport, we can force that b approximates an
acyclic flow. Until now, we have used scaling for the matrix A. From the connection to
optimal transport by adding more value to the loops in A, that is, let 121“ be multiplied
by M. If we consider this as an optimal transport problem, we have made the loops in
the graph cheaper than the other edges. Then, the real solution to the optimal transport
problem yields an acyclic flow. This applies similarly for the regularized version, if M —
00, then the support of b converges to an acyclic subgraph.

Therefore, another method would be to compute an approximate solution for suffi-
ciently large M as follows: progressively remove edges in increasing order of value until
the support is acyclic, and then apply the aforementioned method.

4.7 Ranked model for proportional flows

In this section, we extend our proportional flow model to ranked proportional flow, based
on ranked proportional allocation. In proportional allocation by extending the model with
rank values, it is possible to obtain equality for non-matching covered graphs. Because
of the connection between proportional flows and proportional allocation, the concept of
ranks can be naturally extended.

34



Definition 4.25. Let G = (V, E) be a strongly connected directed graph and s € V.
For given weights a € RY, and ranks r € Z‘Z/O, the flow f € RJZEO is a ranked proportional

flow if w
I {ng—“ if v € N,(u)
0

wENy (u) Yw

otherwise,
for all uv € E, where N,(u) = {v € N*(u) | r, = maXyen+(u) w}-

Proposition 4.26. Let G = (V, E) be a strongly connected directed graph and s € V. For
any given circulation f there exists a ranked proportional flow f such that é;(v) = d;(v)

YoeV.

Proof. Using the result for proportional allocation, there exists a ranked proportional
allocation for the bipartite form of G. This is a perfect matching for the capacities defined
by f. Therefore, for every component, it is a perfect matching which is symmetric.
From this, the weights and ranks given by the bipartite form define the appropriate
ranked-proportional flow. n

There is an interesting connection between matrix scaling and the extended rank
model. Let us consider an alternative definition of matrix scaling.

Definition 4.27. Let A5y € R™"™ and r,c € R, find a rank 1 matrix W e RZ5", such
that

B-l=rand BT -1=c (4.3)

Corollary 4.28. This is equivalent to the original definition because W is rank 1, there-
fore it has a decomposition into x -y, where x,y € R%,. Then, B = diag(x)-A-diag(y).

Now, we want to define the ranked model via matrix scaling, which is a very natural
idea to extend the above definition; that is, we are searching for a matrix with rank k.

Definition 4.29. Let A € RI{" and #,¢ € RY,. Find a matrix W € RI§" with
rank(W) < k such that it satisfies (4.3). This is called a k-rank (7, ¢)-scaling.

Proposition 4.30. If a ranked proportional flow with at most k rank classes exists,
then the adjacency matriz admits at most k-rank (€, £)-scaling, where the number of rank
classes 1s the number of different rank values in r.

Proof. When calculating the ranked proportional flow, the constraints can be split by
rank. The ranked proportional flow can be written as multiplying A with €;_, D;,
where D; matrices are of rank 1 defined by r. O

Corollary 4.31. When k = n, it is ezxactly the same as finding the mazximum flow,
because we can freely choose the value on the edges.

Remark 4.32. The converse, however, does not hold in general, even if it is defined with
nonnegative rank.
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Chapter 5

Approximating maximum network
Hows

We have already discussed some results on how to calculate flows and maximum flows in
Sections 4.5.1 and 4.5.2. In this chapter, we show how these methods perform on k-flow
problems and propose an algorithm for the maximum flow problem.

One of our main motivations is that the underlying SK algorithm is highly paralleliz-
able, with sufficiently many processors, a single iteration can be carried out in O(log,(n))
time, where n is the size of the matrix. We will also rely on the stationary distribution,
which can be calculated in theory with a sufficient number of processors in O(logs(n))
time. Also, there are algorithms that can approximate the stationary distribution without
calculating it.

In Section 5.1, we will define the exact problem we aim to solve, along with the general
concepts and notation. Next, in Section 5.2, we will propose algorithms to address this
problem and outline a method for testing these algorithms. Following this, in Section 5.3,
we will summarize the results based on the number of iterations performed. We have
chosen not to compare our algorithms with other flow algorithms, as our approach is
specifically optimized for parallel computation and has not been implemented for the
appropriate hardware. Finally, in Section 5.4, we will discuss potential improvements
and directions for future work.

5.1 Problem definition

Throughout this chapter, we consider the network flow problem as usual; therefore, con-
trary to the previous chapters, we work with edge capacities and aim to find a regular
flow between two vertices. We restrict the capacity functions to integer capacities; of
course, this yields results for rational capacities, but we will not address this separately.

In the following, for any flow problem given by G = (V, E), s,t € V and ¢ capacity
function, we assume the following are satisfied. Every vertex in V is reachable from s
in directed paths and from ¢ in directed paths in the graph with reversed edges. If any
vertex does not satisfy this, it can be removed, and the value of the maximum flow does
not change. The capacity function c is strictly positive; otherwise, we could remove edges
with zero capacity.
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To apply the results of matrix scaling, we ultimately need to return to the vertex
capacities. For any given directed graph G = (V, E), we define G* = (VT ET) as the
graph when we extend every edge with a vertex, that is,

V=V U{v|ee€E},
ET = {uvy, | vw € B} U{vgw | uw € E}.

We also define ¢t € R‘;g as the corresponding vertex capacity function, where

c. ifdee E:w=u,
v  otherwise,

where v > 0. As defined in Chapter 4, we add edge ts to G and calculate the circulation.
We define two different graphs that will be used to calculate flows G0 := (G +ts)* and
G®@ := G* +ts. In the case of GV we define st := vy, and ¢}, := k is defined separately
for every case.

These two graph constructions are motivated by the two different ideas we can use to
calculate the network flow suggested earlier. By choosing v = oo and k to be the target
flow, any flow on G is equivalent to a k-flow in G.

For the other construction, any flow on G® when v = oo, with value k on the edge
ts is equivalent to a k-flow on G.

5.2 Algorithms for network flows

In this section, we propose algorithms for calculating an approximate network flow. Our
aim is to obtain a flow f for which the value is an e approximation of OPT, where OPT
is either a given parameter or the maximum flow. Conversely, we present algorithms
with the number of rounds as an input parameter rather than the absolute error e. This
provides better control for our purposes.

Before stating any algorithms, we define some helper functions. In Section 4.5.1, we
define how a flow is calculated for a given scaling, and PFO uses this technique to calculate
the flow.

Algorithm 3 PFO(A,¢)

1: Input: A is a scaling of an extended adjacency matrix, ¢ is a capacity vector;
2: P« diag(c)™" - A;

3: 7 is the stationary distribution for P;

4 A« min {2}

5. f —m- A

6: return f;

Later, we will see that because generally A is very sparse (due to the construction
of G and G?), we want to compress the matrix for which we calculate the stationary
distribution. We present a method for creating a transition matrix for the original graph
G from the transformed graphs. This is how we define PF1.
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Algorithm 4 PF1(A,c,s,V, E)

1: Input: A is a scaling of an extended adjacency matrix, ¢ is a capacity vector, s is
the source or (), V' is the set of indices corresponding to vertices, E is the edgeset of
the original graph;
P «+ diag(c)7' 4;
if s # () then
P« P — 1 +diag(es);
else
P+ P—1;
end if
P+ P2V, V];
P’ < diag(P"-1)7%- P/,
7 is the stationary distribution for P’;
. P« diag(m) - P’;
DN minweE{%};
: fuw = (A Py Yuv € E;
: return f;

— = =

— =
=~ W

The different cases when s is given or not arise from the fact that we use the two
different graph constructions G and G®. This algorithm removes the vertices corre-
sponding to the edges of the original graph. Although this does not yield the same flow,
in practice, it always provides an even better flow.

We also define skiter(A,r, ¢), which performs exactly one iteration of the SK algo-
rithm presented in Algorithm 2 and returns the modified matrix rather than the scaling
matrices.

5.2.1 Approximating k-flows

Here, we aim to determine flows with a given value k. We examine algorithms that are
very natural from what we have seen before. We only provide sketches of the algorithms
and do not define them individually, as they are highly analogous. We believe it is
meaningful to list them all because they follow one another in terms of ideas.

By using matrix scaling on the extended adjacency matrix of G, we can provide
a simple algorithm for approximating k-flows. First, we present the SKFlow0O algorithm,
which is an extension of the SK algorithm.
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Algorithm 5 SKFlowO(G, s,t, k,c, R)

1: Input: G directed graph, s source t sink, k flow value, ¢ capacity function, R the
number of rounds;
A is the extended adjacency matrix for G with respect to s7;
¢ is the corresponding vertex capacity function, where v = 2k and c; = k;
val < 0, f < 0;
fori=1,2,...,Rdo
A <+ skiter(A,ct,c™);
f < PFO(A,c™);
fuw = fww Yuv € B, wy, € GW;
val < fts;
end for
: return val and f;

—_ =
— O

The other algorithm, SKFlowl, is exactly the same as SKFlow0, but line 10 is changed
to f < PF1(A,c",sT,V, E) and line 11 is deleted.

If we want an algorithm that computes an approximation with e absolute error, we
should check the error in every iteration rather than running a fixed number of rounds.

5.2.2 Approximating maximum flows

Here, we present a simple algorithm, analogous to SKFlow1, that leverages the connection
between optimal transport and matrix scaling.

Algorithm 6 MAXSKFlow(G,s,t,c, R, A)

1: Input: G directed graph, s source t sink, ¢ capacity function, R number of rounds,
A control parameter;
A is the extended adjacency matrix for G®;
At,s <~ Av
¢T is the corresponding vertex capacity function, where v = 24.(s);
val < 0, f + 0;
fort=1,2,...,Rdo
A« skiter(A,c",ch);
f <+ PF1(A,ct 0,V E);
val < fts;
end for
: return val and f;

—= =
= O

The idea is that if A — oo, then the flow defined by the scaling goes to the maximum
flow. This is true because in the optimal transport analysis, we observed exactly that.
In our measurements, we fixed A = 10°.

Here, if we want an algorithm based on the absolute error rather than the number
of rounds, we need to consider the change in flow between iterations. Based on the
theoretical results, we expect linear convergence; therefore, we can derive bounds on the
change between iterations.
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Remark 5.1. We could also easily create an analogous algorithm to SKFlowO; due to
poor performance, we did not include it in the analysis.

5.3 Performance analysis

5.3.1 Methodology

The algorithms were implemented using Python. Although Python is not ideal for bench-
marking, we measured only the number of iterations the algorithms took; therefore, there
was no drawback due to the choice of language.

To generate the test cases, we used a Python package called pynetgen. This is based
on the netgen generator, which was created from the first DIMACS challenge for network
flows [12]. Tt is widely used to test different network flow problems.

The pynetgen generator has many adjustable parameters; unless otherwise stated, we
assume that, aside from the seed, number of vertices (n), and number of edges (m), no
other parameters are changed. We list the values for other parameters; if a parameter is
not listed, it has the default value.

Parameter Default Value

sources 1
sinks 1
mincost 1
maxcost 1
supply 1000
mincap 100
maxcap 1000

Table 5.1: Default values for parameters.

5.3.2 Results

First, we need to define our goals with the algorithms. We want to test the result provided
by Theorem 4.15; we cannot approximate the maximum flow, because in that case linear
convergence is not guaranteed. We will select a target value k, and aim to approximate
a k-flow. In theory, if we select any k value smaller than the maximum flow, the scaling
should exist; however, in practice, if k is close to the maximum flow, the convergence is
often very slow, if it occurs at all. We will see that, in general, the algorithms are fast at
the beginning and slow down as they get closer to k.

From a flow perspective, this makes sense because we need a circulation that is positive
on every edge; therefore, we need to allow some slack so the values are not near 0 on the
edges where the maximum flow would be 0.

We aim for an e-approximation with ¢ = 0.2, targeting a flow of 0.8 - OPT, where
OPT represents the maximum flow. We will refer to this target as the desired value.
We chose this because, for SKFlow0 and SKFlowl, if we set k as the source capacity, we
will only converge to it but will always remain smaller; thus, the parameter k for these
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algorithms will be OPT - 0.9. To demonstrate the difference, we also ran the same test
with parameter k = OPT.

We generated tests for multiple pairs of vertex and edge counts; in every case, we
ran 100 tests from seeds 1...100. We limited the number of iterations to 1000 for every
individual test; if an algorithm did not reach the desired value by this point, we stopped
it. Our detailed test results are shown in Appendix A, which includes information such
as:

e The minimum number of iterations among the tests. (min)

The maximum number of iterations among the tests. (max)

The average number of iterations among the tests. (mean)
e The number of tests when the desired value was achieved. (correct)
e The number of tests when the desired value was not achieved. (incorrect)

Table A.1 contains the results when the input parameter k is OPT - 0.9 and Table A.2
contains the results when the input parameter k is equal to OPT. (Data for MAXSKFlow
is the same, but presented in both tables.) The data indicate that the structure of the
input graph greatly affects the outcome; a particularly notable attribute is density. When
the graphs are very sparse, SKFlow0 underperforms; it takes a lot of time to reach the
desired value. Density also affects the other two algorithms, but not that notably.

Relative to the graph size, the number of iterations is quite high. We ran other
tests and concluded that SKFlowl and MAXSKFlow are close to the minimum number of
operations if m = 3n. Therefore, for every pair (n,m) = (5-4,15 1) for i = 1...60,
we ran 100 tests (with seed=1,...,100) and calculated the average number of iterations
required to obtain the desired value. We obtained the following results.

160 * *
* 140 A
* - N
140 A * *
* * * * * b 120 * * * * *
B . * a* * X e = * *
g 120 wk . * g . W 2R o, W
= xR N * Ry < 100 1 A **** » *oak % . .
5 1001 . * 5 KL A
g o £ 80+ * LI x
S * S *
L 807 * * P *
S) * ° P
3 gl 4
g 901 £
=] =]
z * Z 40
404 *
20+
204 ,
" " " " " r " r " r " r r
0 50 100 150 200 250 300 50 100 150 200 250 300

Number of vertices

(a) Average number of iterations for different
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(b) Average number of iterations for different

sizes. (MAXSKFlow)

There were many outlier values when the number of iterations was much larger, but

in general, we conclude that the results align with expectations. The average number of
iterations seems to scale much more slowly than the graph size. Here, we note that the
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bounds on the capacity values are the same for all tests; therefore, the maximum flow
values are close to each other. Because the bound used in the proof of convergence depends
on the input, it is not clear what to expect; this data motivate further investigation of
these methods.

To show that the conditions for convergence are necessary, we provide the following
example in the case when k = OPT.
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o
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—— SKflow0
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Figure 5.2: Case when SKFlow0O does not converge.
(seed= 29291972, n = 40, m = 120)

In this example, we see that the algorithm appears to converge to near 0. This
shows more than just not satisfying the criteria for Theorem 4.15, because even if the
convergence is not linear, we would still converge because the SK algorithm converges to
a subpattern.

The limit is decomposable, and in this example, the corresponding transition matrix
has a higher-dimensional eigensubspace associated with the eigenvalue 1. When the pro-
portional flow is calculated, the stationary vector is scaled by a common factor; however,
in the limit, the scaling should be applied component-wise with appropriate scaling val-
ues. Therefore, it can happen that a component that does not contain the source and
sink limits the global scaling value and decreases the st-flow.

5.4 Conclusion and future work

Overall, we observed that proportional flows can be used to solve the network flow prob-
lem. In addition, all of the shown algorithms are parallelizable, which means that al-
gorithms like this could have potential for real-world use. As shown in the examples,
these methods are mostly applicable when an approximation that is not very close to the
solution is targeted.

Building on the idea that these algorithms are effective at providing an approximation,
we could combine them with other approaches. Many methods use residual graphs to
compute network flows as follows: find a flow in the residual graph, improve it, and
then repeat until a stopping criterion is satisfied. These algorithms are already built
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on iterations; therefore, it would be natural to use our approach with this method. We
started testing this and obtained very good results, much better than those obtained from
these primitive algorithms. This direction holds great potential and is an interesting area
for future research.

Another question is whether we can obtain an arbitrary flow from the scaled matrix
in another way, rather than calculating the stationary distribution. Currently, the bot-
tleneck is the calculation of the stationary vector. If there is an alternative, even if it is
slightly worse but can be calculated effectively, it would mean that these methods could
potentially be applicable without parallelization.

43



Bibliography

1]

[11]

[12]

S. Agrawal, M. Zadimoghaddam, and V. Mirrokni. Proportional allocation: Simple,
distributed, and diverse matching with high entropy. In J. Dy and A. Krause, editors,
Proceedings of the 35th International Conference on Machine Learning, volume 80
of Proceedings of Machine Learning Research, pages 99-108. PMLR, 10-15 Jul 2018.

7. Allen-Zhu, Y. Li, R. Oliveira, and A. Wigderson. Much faster algorithms for
matrix scaling, 2017.

J. M. Altschuler. Flows, scaling, and entropy revisited: a unified perspective via
optimizing joint distributions, 2022.

L. Chen, R. Kyng, Y. P. Liu, R. Peng, M. P. Gutenberg, and S. Sachdeva. Maximum
flow and minimum-cost flow in almost-linear time, 2022.

G. E. Cho and C. D. Meyer. Comparison of perturbation bounds for the stationary
distribution of a markov chain. Linear Algebra and its Applications, 335(1):137-150,
2001.

M. B. Cohen, A. Madry, D. Tsipras, and A. Vladu. Matrix scaling and balancing
via box constrained newton’s method and interior point methods, 2017.

M. Cuturi. Sinkhorn distances: Lightspeed computation of optimal transportation
distances, 2013.

D. Hathcock and R. Ravi. Perfect fractional matchings in bipartite graphs via pro-
portional allocations, 2026.

K. Hayashi, H. Hirai, and K. Sakabe. Finding hall blockers by matrix scaling, 2023.

Z. Huang, P. Yu, and J. Allan. Improving cross-lingual information retrieval on low-
resource languages via optimal transport distillation. In Proceedings of the Sizteenth
ACM International Conference on Web Search and Data Mining, WSDM 23, page
1048-1056, New York, NY, USA, 2023. Association for Computing Machinery.

M. Idel. A review of matrix scaling and sinkhorn’s normal form for matrices and
positive maps, 2016.

D. S. Johnson and C. C. McGeoch, editors. Network Flows and Matching: First DI-
MACS Implementation Challenge, volume 12 of DIMACS Series in Discrete Math-
ematics and Theoretical Computer Science. American Mathematical Society, Provi-
dence, RI, 1993.

B. Kalantari, I. Lari, F. Ricca, and B. Simeone. On the complexity of general matrix
scaling and entropy minimization via the ras algorithm. Mathematical Programming,
112(2):371-401, Apr 2008.

P. A. Knight. The sinkhorn—knopp algorithm: Convergence and applications. SIAM
Journal on Matriz Analysis and Applications, 30(1):261-275, 2008.

44



[15]

[16]

[17]

N. Linial, A. Samorodnitsky, and A. Wigderson. A deterministic strongly poly-
nomial algorithm for matrix scaling and approximate permanents. Combinatorica,
20(4):545-568, Apr 2000.

D. Morrison, J. Sauppe, and S. Jacobson. An algorithm to solve the proportional
network flow problem. Optimization Letters, 8 03 2014.

J. R. Norris. Markov Chains, volume 2 of Cambridge Series in Statistical and Prob-
abilistic Mathematics. Cambridge University Press, Cambridge, UK, 1997.

Z. Qu, A. Galichon, W. Gao, and J. Ugander. On sinkhorn’s algorithm and choice
modeling, 2025.

G. Rote and M. Zachariasen. Matrix scaling by network flow. In Proceedings of the
FEighteenth Annual ACM-SIAM Symposium on Discrete Algorithms, SODA 07, page
848-854, USA, 2007. Society for Industrial and Applied Mathematics.

U. G. Rothblum and H. Schneider. Scalings of matrices which have prespecified
row sums and column sums via optimization. Linear Algebra and its Applications,
114-115:737-764, 1989. Special Issue Dedicated to Alan J. Hoffman.

R. Sinkhorn. A relationship between arbitrary positive matrices and doubly stochas-
tic matrices. Annals of Mathematical Statistics, 35(2):876-879, 1964.

45



Appendix A

Benchmarks
(n,m)  algorithm min max mean correct incorrect
(10,12)  SKFlow0 3 935 276.89 88 12
SKFlowl 1 280  67.87 100 0
MAXSKFlow 1 208  40.65 100 0
(10,23)  SKF1low0 10 425 7117 100 0
SKFlowl 1 211 47.20 100 0
MAXSKFlow 1 293  37.26 100 0
(10,40)  SKFlowO 11 302  54.63 100 0
SKFlowl 1 162 44.21 100 0
MAXSKFlow 1 222 30.56 100 0
(20,23)  SKFlow0 32 956  404.44 48 52
SKFlowl 1 730  144.08 100 0
MAXSKFlow 1 820 115.14 99 1
(20,95)  SKFlowO 19 679  91.02 100 0
SKFlowl 1 390  65.53 100 0
MAXSKFlow 1 199 39.44 100 0
(20,171)  SKFlowO 19 969 112.90 99 1
SKFlowl 1 312 73.73 100 0
MAXSKFlow 1 355 50.42 100 0
(40,42) SKFlowo 43 858 337.27 11 89
SKFlowl 1 991 137.64 96 4
MAXSKFlow 1 797  104.09 92 8
(40,185)  SKFlowO 16 841 106.33 96 4
SKFlowl 1 377 84.73 100 0
MAXSKFlow 1 311 59.54 100 0
(40,613)* SKFlowl 1 349 11529 100 0
MAXSKFlow 1 901  87.07 100 0

Table A.1: Running algorithms with input as OPT - 0.9.
(*Due to inefficiency SKFlowO is not included.)
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(n,m)  algorithm min max mean correct incorrect

(10,12)  SKFlowO 2 839 14575 28 72
SKFlowl 1 228 5611 100 0
MAXSKFlow 1 208 40.65 100 0

(10,23)  SKFlowO 7 316 5749 97 3
SKFlowl 1 177 3825 100 0
MAXSKFlow 1 293 3726 100 0

(10,40)  SKFlowO 8 435 5437 99 1
SKFlowl 1 154 3743 100 0
MAXSKFlow 1 222 3056 100 0

(20,23)  SKFlowO 19 980 28253 17 83
SKFlowl 1 546 11944 100 0
MAXSKFlow 1 820 11514 99 1

(20,95)  SKF1owO 13 765 6924 94 6
SKFlowl 1 416 56.07 100 0
MAXSKFlow 1 199 3944 100 0

(20,171)  SKFlowO 12 955 8152 92 8
SKFlowl 1 383 6651 100 0
MAXSKFlow 1 355 5042 100 0

(40,42)  SKFlowO 28 991 35640 5 95
SKF1low1 1 960 134.03 97 3
MAXSKFlow 1 797 104.09 92 8

(40,185)  SKFlowO 12 952 9729 93 7
SKFlowl 1 405 7340 100 0
MAXSKFlow 1 311 5954 100 0

(40,613)* SKFlowl 1 445 10638 100 0
MAXSKFlow 1 901 87.07 100 0

Table A.2: Running algorithms with input as OPT.
(*Due to inefficiency SKFlowO is not included.)
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Mesterséges Intelligencia hasznalata a szakdolgozatban

Alulirott Varga Péter nyilatkozom, hogy szakdolgozatom elkészitése soran az alabb felsorolt

feladatok elvégzésére a megadott MI alapu eszkozoket alkalmaztam:

Feladat Felhasznalt eszkoz Felhasznalas helye Megjegyzés
IrodalomKkeresés GPT-5.5 2. és 3. fejezet
Gemini 3.1 Pro
Irodalom NotebookLM
0sszehasonlitas
Formai ellendrzés GPT-5.5 Teljes dolgozat
Gemini 3.1 Pro
Nyelvhelyesség GPT-5.5 Teljes dolgozat
ellendrzése Gemini 3.1 Pro
Grammarly

A felsoroltakon tul mas MI alapu eszkézt nem hasznaltam.




	Introduction
	Model for network flows
	Matrix scaling

	Preliminaries
	Graphs and network flow
	Notation for graphs
	Graphs
	Network flows

	Markov chains
	Proportional matching
	Ranked proportional allocation
	Algorithm for maximum-cardinality matching


	Matrix scaling
	Historical overview and applications
	Basic results on matrix scaling
	Connection to convex optimization
	Connection to optimal transport
	Algorithms for matrix scaling
	Non (r,c)-scalable matrices
	Convergence results for matrix scaling

	Proportional flows
	Defining proportional flows
	Edge capacities
	Computing proportional flows from weights
	LP formulation
	Stationary distribution

	Existence of proportional flows
	Connection to bipartite graphs
	Existence

	Calculating weights for proportional flows
	Calculating k-flows
	Calculating maximum flows

	Recovering flows from approximations
	Ranked model for proportional flows

	Approximating maximum network flows
	Problem definition
	Algorithms for network flows
	Approximating k-flows
	Approximating maximum flows

	Performance analysis
	Methodology
	Results

	Conclusion and future work

	Benchmarks

